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1.
Introduction to Domain Name System


A.
DNS is a naming system based on a distributed database.


B.
DNS is used in Transmission Control Protocol/Internet Protocol (TCP/IP) networks to translate computer names to Internet Protocol (IP) addresses.


C.
DNS is the default naming system for IP-based networks.


D.
The DNS Service is not available with Windows XP Professional, but ships with Microsoft Windows 2000 Server.

|3|
2.
Benefits of Using DNS


A.
DNS names are user friendly—easier to remember than IP addresses.

B. DNS names remain more constant than IP addresses. 


1.
An IP address for a server can change, but the server name remains the same.


C.
DNS allows users to connect to local servers by using the same naming convention as the Internet does.
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3.
Domain Namespace


A.
The domain namespace is the naming scheme that provides the hierarchical structure for the DNS database.


1.
Each node represents a partition of the DNS database.


2.
These nodes are referred to as domains.


B.
The DNS database is indexed by name.


1.
Each domain must have a name.


2.
The name of the parent domain is appended to its child domain, called a subdomain.


3.
A domain’s name identifies its position in the hierarchy.


C.
The hierarchical structure consists of the following:


1.
Root domain


2.
Top-level domains


3.
Second-level domains


4.
Host names


D.
Root domain


1.
The top of the hierarchy


2.
Represented by a period (.)


3.
The Internet root domain is managed by several organizations, including Network Solutions, Inc.


E.
Top-level domains 


1.
Two- or three-character name codes, for example:


a.
gov: government organizations


b.
com: commercial organizations


c.
edu: educational institutions


d.
org: noncommercial organizations


e.
au: country code of Australia

2. Arranged by organization type or geographical location


F.
Second-level domains


1.
Assigned and registered to individuals and organizations


2.
The name has two parts:


a.
A top-level name


b.
A unique second-level name
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3.
Examples


a.
ed.gov: United States Department of Education


b.
Microsoft.com: Microsoft Corporation


c.
Stanford.edu: Stanford University


d.
w3.org: World Wide Web Consortium
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G.
Host names


1.
Refer to specific computers on the Internet or an intranet


2.
Are the leftmost portion of a fully qualified domain name (FQDN)


a.
Example: computer1.sales.microsoft.com


3.
DNS uses a host’s FQDN to resolve a name to an IP address.


4.
The host name does not have to be the same as the computer name.
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4.
Domain Naming Guidelines


A.
Limit the number of domain levels.


1.
Host entries should be three or four levels down the DNS hierarchy.


2.
Host entries should never be more than five levels down.


3.
Adding more levels increases the administrative responsibilities.


B.
Use unique names. Each subdomain must have a unique name within its parent domain.


C.
Use simple names.


D.
Avoid lengthy domain names.


1.
Can be up to 63 characters long, including periods


2.
Total length of FQDN cannot exceed 255 characters


3.
Case-sensitive naming is not supported
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E.
Use standard DNS characters and Unicode characters.


1.
Windows 2000 Server supports the following standard DNS characters:


a.
A–Z, a–z


b.
0–9


c.
Hyphen (-)


2.
The DNS Service supports the Unicode character set.


a.
The Unicode character set includes additional characters not found in the American Standard Code for Information Interchange (ASCII) character set.


b.
These characters are required for languages such as French, German, and Spanish.


c.
Use Unicode characters only if all servers running the DNS Service in your environment support Unicode.
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5.
Zones


A.
A zone represents a discrete portion of the domain namespace.


B.
Zones provide a way to partition the domain namespace into manageable sections.


C.
Multiple zones in a domain namespace are used to distribute administrative tasks to different groups. 


D.
A zone must encompass a contiguous domain namespace.


E.
The name-to-IP address mappings for a zone are stored in the zone database file. 


1.
Each zone is anchored to a specific domain, which is referred to as the zone’s root domain.


2.
The zone database file contains information only for the subdomains within the zone.
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6.
Name Servers


A.
DNS name servers store the zone database file.


1.
They can store the database files for one or multiple zones.


2.
They have authority for the domain namespace that the zone encompasses.


B.
A zone must have at least one name server.
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7.
Primary Zone Database File


A.
One name server in each domain contains the master database file, referred to as the primary zone database file for the zone.


B.
Changes to a zone, such as adding domains or hosts, are performed on the name server that contains the primary zone database file.


C.
Multiple name servers act as a backup to the name server containing the primary zone database file.
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8.
Benefits of Multiple Name Servers


A.
Zone transfers


1.
A zone transfer occurs when the additional name servers obtain a copy of the zone database file from the name server that contains the primary zone database file.


2.
Periodically, the additional name servers query the name server containing the primary zone database file for updated zone data.

B. Redundancy 


1.
If the name server containing the primary zone database file fails, the other name servers can provide service.

C. Improved access speed for remote locations 


1.
By using additional name servers, you can reduce query traffic over slow wide area network (WAN) links.


D.
Reduced load on the name server containing the primary zone database file
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1.
Introduction to Name Resolution


A.
Name resolution is the process of resolving names to IP addresses.


B.
DNS resolves a name, such as www.microsoft.com, to an IP address.


C.
The mapping of names to addresses is stored in the DNS distributed database.
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2.
Resolving a Forward Lookup Query


A.
The first step in this process occurs when a client passes a forward lookup query, or a request for the IP address of a name (such as www.microsoft.com) to its local name server.


B.
In the second step, the local name server checks its zone database file to determine if it has the name-to-IP address mapping to resolve the query.


1.
The local name server does not have authority, so it passes the query to one of the DNS root servers.


2.
The root server sends back a referral to the com name servers.


C.
In the third step, the local name server sends a request to a com name server, which responds with a referral to the Microsoft name servers.


D.
In the fourth step, the local name server sends a request to the Microsoft name server.


1.
The Microsoft name server has authority for that portion of the domain namespace.


2.
The Microsoft name server returns the IP address for www.microsoft.com to the local name server.


E.
In the fifth step, the local name server sends the IP address for www.microsoft.com to the client.


F.
In the sixth step, the name resolution is complete and the client has the IP address for and can access www.microsoft.com.

|15|
3.
Name Server Caching


A.
When a name server is processing a query, it might have to send out several queries to find the answer.


1.
With each query, the name server discovers other name servers that have authority for a portion of the domain namespace.


2.
The name server caches these query results to reduce network traffic.


B.
When a name server receives a query result, the name server caches the query result for a specified amount of time, referred to as Time to Live (TTL).


1.
The zone that provides the query results specifies the Time to Live (TTL); the default TTL is 60 minutes.


2.
Once the name server caches the query results, TTL starts counting down from the original value.


3.
When TTL expires, the name server deletes the query result from its cache.


a.
Shorter TTL values help ensure that data about the domain namespace is more current across the network.


b.
Shorter TTL values increase the load on name servers.


c.
Longer TTL values decrease the time required to resolve information.


d.
Longer TTL values mean it will take longer for a client to receive updated information. 


(1)
A new query to that part of the domain will not be done until the TTL expires.
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4.
Reverse Lookup Query


A.
A reverse lookup query maps an IP address to a name.


B.
Troubleshooting tools such as the nslookup command-line utility use reverse lookups to report host names.


C.
Some applications implement security based on the ability to connect to names, not IP addresses.


D.
Since the DNS distributed database is indexed by name and not the IP address, a reverse lookup query would require an exhaustive search of every domain name.
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E.
The in-addr.arpa domain solves the problem of an exhaustive search.


1.
To resolve the difficulty of doing a reverse lookup query, a special second-level domain called in-addr.arpa was created.


2.
The in-addr.arpa domain follows the same hierarchical naming scheme as the rest of the domain namespace, but it is based on IP addresses, not domain names.


3.
Subdomains are named after the numbers in the dotted-decimal representation of IP addresses.


4.
The order of the IP address octets is reversed.


5.
Companies administer subdomains of the in-addr.arpa domain based on their assigned IP addresses and subnet mask.


Chapter 5, Lesson 3


Configuring a DNS Client

|19|
1.
Introduction to DNS Clients


A.
A DNS client uses DNS, a distributed database used in TCP/IP networks, for name resolution.


B.
TCP/IP must be installed on a computer running Windows XP Professional before you can configure it to use DNS.
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2.
The Internet Protocol (TCP/IP) Properties Dialog Box


A.
There are two ways to configure your DNS client in the Internet Protocol (TCP/IP) Properties dialog box.


1.
Obtain DNS Server Address Automatically: this requires a Dynamic Host Configuration Protocol (DHCP) server on the network.


2.
Use The Following DNS Server Addresses: this requires you to type a valid IP address for a DNS server.


a.
You can enter a Preferred DNS Server address and an Alternate DNS Server address.


B.
Preconfiguration considerations


1.
Ensure that a static IP address has been assigned to the DNS server.


2.
Ensure that the appropriate IP address for the DNS server and the DNS domain name are assigned in the Advanced TCP/IP Settings dialog box, which is accessed through the Advanced button in the Internet Protocol (TCP/IP) Properties dialog box.
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3.
Configuring DNS Query Settings


A.
Append Primary And Connection Specific DNS Suffixes


1.
This option is selected by default.


2.
It causes the DNS resolver to append the client name to the primary domain name, as well as the domain name defined in the DNS Domain Name field of each network connection.


3.
The DNS resolver queries for that FQDN.


4.
If this query fails and you have specified a connection specific DNS suffix in the DNS Suffix For This Connection text box, it causes the DNS resolver to append the client name to the name you specified there.


5.
If a DHCP server configures this connection and you do not specify a DNS suffix, a DNS suffix for the connection is assigned by an appropriately configured DHCP server.


6.
If you specify a DNS suffix, it is used instead of one assigned by a DHCP server.


B.
Append Parent Suffixes Of The Primary DNS Suffix 


1.
Is selected by default


2.
If it is selected, the DNS server strips off the leftmost portion of the primary DNS suffix and attempts the resulting domain name.


3.
If this fails, it continues stripping off the leftmost label and attempting the resulting domain name until only two labels remain.


C.
Append These DNS Suffixes (In Order)


1.
Is not selected by default


2.
You can select either this option or the Append Primary And Connection Specific DNS Suffixes option. You cannot select both.


3.
The DNS resolver adds each of these suffixes, one at a time and in the order you specified.


4.
Queries for unqualified names that are used on this computer are limited to the domains that you listed.


D.
Register This Connection’s Addresses In DNS


1.
This check box causes the computer to attempt to dynamically register the IP addresses (through DNS) of this computer with its full computer name.


E.
Use This Connection’s DNS Suffix In DNS Registration


1.
This check box causes the computer to use dynamic updates to register the IP address and the connection-specific domain name of the connection.


2.
The connection-specific name of this DNS connection is the computer name, which is the first label of the full computer name specified in the Computer Name tab located in View System Information, and the DNS suffix of this connection.


3.
If the Register This Connection’s Addresses In DNS check box is selected, this registration is in addition to the DNS registration of the full computer name.
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1.
What Is Active Directory?


A.
A directory service uniquely identifies users and resources on a network. 


B.
Active Directory is the directory service included with Windows 2000 products.


C.
Active Directory provides a single point of network management.


D.
Active Directory is a network service that


1.
Identifies all resources on a network 


2.
Makes them available to users and applications
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E.
Active Directory includes the directory or data store.


1.
The directory is a structured database that stores information about network resources and services.


2.
The resources stored in the directory are referred to as objects and include the following: 


a.
User data


b.
Printers


c.
Servers


d.
Databases


e.
Groups


f.
Computers


g.
Security policies
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2.
Simplified Administration


A.
Active Directory organizes resources hierarchically in domains.


1.
A domain is a logical grouping of servers and other network resources under a single domain name.


2.
The domain is the basic unit of replication and security in a Windows 2000 network.


3.
Each domain includes at least one domain controller.


a.
A domain controller is a computer running Windows 2000 Server that stores a complete replica of the domain directory.


b.
To simplify administration, all domain controllers are peers.


c.
You can make changes to any domain controller and the changes will be replicated to all other domain controllers.


B.
Active Directory further simplifies administration by providing a single point of administration for all objects on the network.


C.
Active Directory provides a single point of logon for all network resources, so an administrator can log on to one computer and administer objects on any computer in the network.
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3.
Scalability


A.
The directory stores information by organizing itself into sections that permit storage for a huge number of objects.


B.
The directory can expand, as an organization grows, to meet the needs of almost any size of organization, for example:


1.
A small installation with one server and a few hundred objects


2.
A huge installation with hundreds of servers and millions of objects
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4.
Open Standards Support

A. Active Directory use of open standards 


1.
Integrates the Internet concept of a namespace with the Windows 2000 directory service


2.
Allows you to unify and manage the multiple namespaces that exist in the heterogeneous software and hardware environments of corporate networks


3.
Uses DNS for the name system


4.
Can exchange information with any application or directory that uses Lightweight Directory Access Protocol (LDAP) or Hypertext Transfer Protocol (HTTP)


5.
Can also share information with other directory services that support LDAP version 2 or version 3, such as Novell Directory Services (NDS)
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B.
DNS


1.
Active Directory uses DNS as its domain naming and locator service.


2.
Windows 2000 domain names are also DNS names.


3.
Windows 2000 Server uses DDNS.


a.
Clients with dynamically assigned addresses can register directly with a server running the DNS Service and can update the DNS table dynamically.


b.
DDNS eliminates the need for other naming services, such as Windows Internet Naming Service (WINS), in a homogenous environment.


4.
For Active Directory and associated client software to function correctly, you must have installed the DNS Service.

|28|
C.
Support for LDAP and HTTP


1.
LDAP is an Internet standard for accessing directory services.


2.
HTTP is the standard protocol for displaying pages on the World Wide Web.


3.
You can display every object in Active Directory as a Hypertext Markup Language (HTML) page in a Web browser.
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5.
Support for Standard Name Formats


A.
Active Directory supports several common name formats, including the following:


1.
RFC 822: somename@domain.com

2.
HTTP URL: http://domain/path-to-page

3.
Universal Naming Convention (UNC): for example, \\microsoft.com\xl\budget.xls


4.
LDAP URL: LDAP://someserver.microsoft.com/CN=FirstnameLastname,OU=sys,
OU=product,OU=division,DC=devel


a.
CN represents CommonName.


b.
OU represents OrganizationalUnitName.


c.
DC represents DomainComponentName.
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1.
Logical Structure


A.
Active Directory completely separates the logical structure of the domain hierarchy from the physical structure.


B.
You organize resources in a logical structure.


1.
A resource is located by its name rather than its physical location.


2.
The network’s physical structure is transparent to the users.
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C.
Objects


1.
An object is a distinct, named set of attributes that represent a network resource.


2.
Attributes are characteristics of a resource, such as the user’s first and last names, department, and e-mail address.


3.
Active Directory lets you organize objects in logical groupings called classes.


4.
Some objects, known as containers, can contain other objects. For example, a domain is a container object.
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D.
Organizational units


1.
An OU is a container that you use to organize objects in a domain into logical administrative groups.


2.
An OU can contain objects such as user accounts, groups, computers, printers, applications, file shares, and other OUs.


3.
Each domain can implement its own OU hierarchy.


4.
There is no limit to the depth of the hierarchy, but shallow is better.


5.
An administrator can delegate administrative tasks by assigning permissions to OUs.
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E.
Domain


1.
The domain is the core unit of logical structure in Active Directory.


2.
All network objects exist within a domain.


a.
Each domain stores information about only the objects that it contains.


b.
Theoretically, a domain can contain up to 10 million objects, but 1 million is more practical.
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3.
A domain is a security boundary.


a.
Access to domain objects is controlled by ACLs.


b.
ACLs contain the permissions associated with objects.

c. ACLs control the following:


(1)
Which users can access an object


(2)
Which type of access users have to the objects


d.
Security policies and settings do not cross from one domain to another.


e.
A domain administrator has absolute rights to set policies only within that domain.
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F.
Tree


1.
A tree is a grouping or hierarchical arrangement of one or more Windows 2000 domains that share a contiguous namespace.


2.
The domain name of a child domain is the relative name of that child domain appended with the name of the parent domain.


3.
All domains in a single tree share a common schema, which is the formal definition of all object types that you can store in Active Directory.


4.
All domains in a single tree share a common Global Catalog, which is the central repository of information about objects in a tree.
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G.
Forest


1.
A forest is a grouping or hierarchical arrangement of one or more domain trees that form a disjointed namespace.


2.
All trees in a forest share a common schema.


3.
Trees in a forest have different naming structures, according to their domains.


4.
All domains in a forest share a common Global Catalog.


5.
Domains in a forest operate independently, but the forest enables communication across the entire organization.
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2.
Physical Structure 


A.
The physical components of Active Directory are domain controllers and sites.


B.
The physical components of Active Directory are used to mirror the physical structure of an organization.
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C.
Domain controllers


1.
Each domain controller in a domain


a.
Stores a complete copy of all Active Directory information for that domain


b.
Manages changes to that information


c.
Replicates changes to other domain controllers in the same domain


2.
A domain controller automatically replicates all objects in the domain to all other domain controllers in the domain.


a.
When a user performs an action that causes an update to Active Directory, the update occurs on one of the domain controllers.


b.
That domain controller then replicates the change to all other domain controllers within the domain.


c.
Replication within a domain can be controlled by specifying how often replication occurs and the amount of data that Windows 2000 replicates at one time.


3.
A domain controller immediately replicates certain important updates, such as the disabling of a user account.
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4.
Active Directory uses mulitmaster replication, in which no one domain controller is the master domain controller.


a.
All domain controllers within a domain are peers.


b.
Each domain controller contains a copy of the directory database that can be written to.


c.
Domain controllers can hold different information for short periods of time until all domain controllers have synchronized changes to Active Directory.


5.
Domain controllers detect collisions, which can occur when an attribute is modified on a domain controller before a change to the same attribute on another controller is completely propagated.


a.
Collisions are detected by comparing each attribute’s property version number, a number specific to an attribute that is initialized on creation of the attribute.


b.
Active Directory resolves the collision by replicating the changed attribute with the higher property version number.


6.
Having more than one domain controller in a domain provides fault tolerance.


a.
If one domain controller is offline, another domain controller can provide all required functions.


7.
Domain controllers manage all aspects of user domain interaction, such as locating Active Directory objects and validating user logon attempts.
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D.
Sites 


1.
The physical structure of Active Directory is based on sites.


a.
A site is a combination of one or more IP subnets, which should be connected by a reliable, high-speed link.


b.
Fast network connections are at least 512 Kbps. An available bandwidth of 128 Kbps and higher is sufficient.


2.
Typically, a site has the same boundaries as a local area network (LAN).


3.
Sites are not part of the logical namespace.


a.
When you browse the logical namespace, you see users and computers grouped into domains and OUs.


4.
Sites contain only computer objects and connection objects used to configure replication between sites.


5.
A single domain can span multiple geographical sites, and a single site can include user accounts and computers belonging to multiple domains.
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3.
Replication Within a Site 


A.
Active Directory includes a replication feature.


B.
Replication ensures that changes to a domain controller are reflected by all domain controllers in a domain.
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C.
Within a site, Active Directory automatically generates a ring topology for replication among domain controllers in the same domain.


1.
The topology defines the path for directory updates to flow from one domain controller to another until all domain controllers in the domain receive the directory updates.


2.
Even though a single site can include user accounts and computers belonging to multiple domains, replication occurs on a per-domain basis.


3.
The ring structure ensures that at least two replication paths flow from one domain controller to another.


4.
If one domain controller is down temporarily, replication continues to all other domain controllers. 
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1.
Active Directory Terminology 


A.
Schema


1.
Defines the objects that can be stored in Active Directory


2.
Defines the type of information that can be stored about each object


B.
Global Catalog


1.
The central repository of information about objects in a tree or forest


2.
It enables finding directory information regardless of which domain in the forest actually contains the data.


C.
Namespace


1.
Active Directory consists primarily of a namespace.


2.
Active Directory can include two types of namespaces.


D.
Naming conventions


1.
Every object in Active Directory is identified by a name and the type of information that can be stored about each object.


2.
Active Directory uses a variety of naming conventions.
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2.
Schema 


A.
The schema defines the objects that can be stored in Active Directory and the type of information that can be stored about each object.


B.
The schema contains two types of definition objects:


1.
Schema class objects define what objects can be stored in Active Directory.


2.
Schema attribute objects define the type of information that can be stored about each object.


a.
Each schema attribute object is defined only once and can be used with all objects.


C.
The schema defines the following for each object class:


1.
The schema attribute objects that are required for a schema class object


2.
The additional schema attribute objects that an instance of the class can have
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D.
Installing Active Directory on the first domain controller in a network creates the default schema, which contains 


1.
Definitions of commonly used objects and properties


2.
Definitions of objects and properties that Active Directory uses internally to function
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E.
The schema is extensible.

1. You can define 


a.
New directory object types and attributes


b.
New attributes for existing objects


2.
You can extend the schema


a.
By using LDAP Data Interchange Format (LDIF) scripts


b.
Programmatically, or by using the Active Directory Services Interface (ADSI)


c.
By using the Active Directory Schema Manager snap-in


3.
The schema is implemented and stored within Active Directory in the Global Catalog.


4.
The schema can be updated dynamically, so an application can extend the schema with new attributes and classes and then use the extensions immediately.
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3.
Global Catalog


A.
The Global Catalog is the central repository of information about objects in a tree or forest.


B.
Active Directory automatically generates the contents of the Global Catalog. 


1.
Created from the domains that make up the directory


2.
Created through the normal replication process


C.
The Global Catalog is a service and a physical storage location.


1.
It contains a full replica (all information) for its host domain and a partial replica of all information in all other domains in the tree or forest.


2.
It enables finding directory information regardless of which domain in the forest actually contains the data.
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D.
Global Catalog servers


1.
When you install Active Directory on the first computer in a new forest, that domain controller is by default a Global Catalog server.


2.
You designate additional domain controllers as Global Catalog servers by using the Active Directory Sites and Services snap-in.


3.
The more Global Catalog servers, the greater the replication traffic.


4.
Additional Global Catalog servers can provide quicker responses to user inquiries.


5.
Microsoft recommends that every major site in your enterprise have a Global Catalog server.
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4.
Namespace


A.
A namespace is any bounded area in which a name can be resolved.


B.
Name resolution is the process of translating a name into some object or information that the name represents. 


C.
Active Directory consists primarily of a namespace.


D.
The Active Directory namespace is based on the DNS naming scheme.


E.
Types of namespaces


1.
Contiguous namespace


a.
The name of the child object in an object hierarchy always contains the name of the parent domain.


b.
A tree is a contiguous namespace.


2.
Disjointed namespace


a.
The names of a parent object and of a child of the same parent object are not directly related to one another.


b.
A forest is a disjointed namespace.
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5.
Naming Conventions


A.
Every object in Active Directory is identified by a name.


B.
Active Directory uses a variety of naming conventions:


1.
Distinguished name (DN)


2.
Relative distinguished name (RDN)


3.
Globally unique identifier (GUID)


4.
User principal name (UPN)
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C.
Distinguished name


1.
Every object in Active Directory has a DN that


a.
Uniquely identifies the object


b.
Contains sufficient information for a client to retrieve the object from the directory


c.
Includes the name of the domain that holds the object


d.
Includes the complete path through the container hierarchy to the object


2.
DNs must be unique in the directory.

|52|
D.
Relative distinguished name 


1.
Active Directory supports querying by attributes, so that


a.
You can locate an object even if the exact DN is unknown


b.
You can locate an object even if the DN has changed


2.
The RDN of an object is the part of the name that is an attribute of the object itself.


3.
You can have duplicate RDNs for Active Directory objects, but not in the same OU.
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E.
Globally unique identifier


1.
A GUID is a 128-bit number that is guaranteed to be unique.


2.
GUIDs are assigned when the object is created.


3.
The GUID for an object never changes, even if you change or move the object.


4.
Applications can store the GUID of an object and use the GUID to retrieve that object regardless of its current DN.

|54|
F.
User principal name


1.
User accounts have a friendly name, the user principal name (UPN).


2.
The UPN is composed of the shorthand name for the user account and the DNS name of the tree where the user account object resides.
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Chapter Summary

A.
DNS is a distributed database that is the default naming system for IP-based networks.


B.
DNS is not included with Windows XP Professional, but the features and benefits of DNS are available if your Windows XP Professional clients are in a Windows 2000 Server domain.


C.
DNS is used to resolve computer names to IP addresses and to locate computers within local networks and on the Internet.


D.
The DNS database is indexed by name, so each domain must have a name. 


E.
The hierarchical structure of the domain namespace consists of a root domain, top-level domains, second-level domains, and host names.


F.
A forward lookup query resolves a name to an IP address, and a reverse lookup query resolves an IP address to a name.


G.
The DNS distributed database is indexed by name and not by IP address, so in-addr.arpa, a second-level domain, was created. It is based on IP addresses instead of domain names.


H.
You can configure a DNS client to obtain the address of the DNS server automatically from a DHCP server, or you can manually enter multiple addresses for DNS servers. 
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I.
Active Directory is the directory service included in the Windows 2000 Server products.


J.
Active Directory is not included in Windows XP Professional, but if your Windows XP Professional clients are in a Windows 2000 Server domain environment, the features and benefits provided by Active Directory are also available on the clients.


K.
Active Directory includes the directory or data store, which stores information about network resources.


L.
Windows 2000 Server uses DDNS, so clients with dynamically assigned addresses can register directly with a server running the DNS Service.


M.
Active Directory completely separates the logical structure of the domain hierarchy from the physical structure.


N.
The schema contains a formal definition of the contents and structure of Active Directory, including all classes and attributes.

O. The Active Directory schema is extensible.
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P.
In a contiguous namespace, the name of the child object in an object hierarchy always contains the name of the parent domain.


Q.
In a disjointed namespace, the name of a parent object and of a child object are not directly related to one another. 


R.
The Global Catalog contains select information about every object in all domains in the directory.


S.
Active Directory uses a variety of naming conventions: 


1.
DN


2.
RDN


3.
GUID


4.
UPN
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