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Preface

You can make even a parrot into a learned political economist—all he must learn are the two words “supply” and “demand”.... To make the parrot into a learned financial economist, he only needs to learn the single word ‘arbitrage.’

—Stephen A. Ross1

This book traces the common thread binding together much of financial thought—arbitrage. Distilled to its essence, arbitrage is about identifying mispricing and developing strategies to exploit it. An inherently simple concept—the act of exploiting different prices for the same asset or portfolio—arbitrage is as important as it is commonly misunderstood. This is because arbitrage is so often presented in financial arguments that are long on technical detail but short on economic intuition. Many business professionals’ exposure to the concept is limited to the media occasionally associating arbitrage with high-profile financiers, like foreign currency speculator George Soros, or former Secretary of the U.S. Treasury Robert Rubin, once head of arbitrage at Goldman Sachs. Yet such casual mentions do not convey the pervasive importance and usefulness of arbitrage in the world economy or in financial thought. Hence, the goal of this book is to emphasize the intuition of arbitrage and explain how it functions as a common thread in financial analysis. In so doing, I’ll provide concrete examples that illustrate arbitrage in action.

How do I convey the intuition of arbitrage? In teaching and discussing the concept with many investment professionals, CFA® charterholders, CFA candidates, and university students, I have found that arbitrage is best understood by exploring it across the major areas of finance. When you compare and contrast the argument in different applications, the common elements stand in clearer relief, and an integrated picture of arbitrage emerges. Thus, in this book, I explore the role of arbitrage in pricing forward contracts using the cost of carry framework; in examining the relationship among puts, calls, stock, and riskless securities through the put-call parity relation; in understanding foreign exchange rate behavior; in option pricing and strategy; and in understanding corporate capital structure decisions. These topics are of enduring significance in financial thought and in the functioning of the world economy. Indeed, as I discuss in the book, arbitrage-related contributions have garnered several Nobel Prizes in recent years.

The benefit of focusing on the intuition of arbitrage comes at a cost. I deal largely with classic arbitrage, which is riskless and self-financing. While I acknowledge various applications called arbitrage that are risky or are not self-financing, departures from classic arbitrage are not emphasized. Yet I discuss how various market frictions can affect the ability to implement classic arbitrage strategies. What remains is a presentation of arbitrage-based arguments and strategies that conveys strong economic intuition, which can fuel further explorations of this pervasively important concept in finance.

Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” explores the core concepts in arbitrage analysis. The chapter shows that the Law of One Price defines the resting place for asset prices and that arbitrage is the action that draws prices to that resting place. The chapter also explains how hedging is used to reduce or eliminate the risk in implementing an arbitrage strategy and identifies the conditions associated with an arbitrage opportunity. The Law of One Price is shown to impose structure on asset prices through the discipline of the profit motive.

Chapter 2, “Arbitrage in Action,” illustrates the nature of arbitrage and hedging using several examples, including a simple commodity, gold, and arbitrage applications in the context of the Nobel Prize-winning capital asset pricing model and the arbitrage pricing theory.

Chapter 3, “Cost of Carry Pricing,” presents the cost of carry approach to identifying and exploiting mispriced assets. This simple framework is first used to portray the appropriate relationship between spot (cash) and forward contract prices. Mispriced forward prices are exploited using one of two strategies: cash and carry arbitrage or reverse cash and carry arbitrage. The cost of carry framework is then used to identify and exploit imbalances among interest rates. The chapter concludes with an overview of practical market imperfections that influence the implementation of cost of carry-based arbitrage strategies. These imperfections include transactions costs and limited access to the proceeds generated by short sales.

Chapter 4, “International Arbitrage,” shows how arbitrage influences currency exchange rates in light of international interest rate and inflation differences. Specifically, the chapter explains how foreign exchange rates are structured through absolute purchasing power parity, relative purchasing power parity, and covered interest rate parity. Further, triangular currency arbitrage is examined, which exploits imbalances between quoted and implied exchanges rates across multiple currencies.

Chapter 5, “Put-Call Parity and Arbitrage,” explains the systematic relationship among European call and put prices, the underlying stock, and riskless securities. It then shows how to exploit deviations from the relationship using arbitrage strategies and explains how put-call parity can be used to create synthetic securities. The chapter also shows how put-call parity yields insight into basic option/stock combination strategies that include the covered call and protective put. The framework is shown to support the Law of One Price, which argues that a synthetic position should be priced the same as the underlying position it successfully emulates.

Chapter 6, “Option Pricing,” explains how arbitrage is the basis of modern option pricing. The one-period binomial model is examined to reveal the essential intuition of how arbitrage forms option prices. The two-period model is then developed to show how portfolios should be revised so as to remain riskless over multiple periods. The chapter concludes by explaining how the Nobel Prize-winning Black-Scholes-Merton option pricing model relates to the binomial option pricing approach.

Chapter 7, “Arbitrage and the (Ir)relevance of Capital Structure,” explains the role of arbitrage in valuing capital structure decisions in the context of the Nobel prize-winning Modigliani-Miller theory (M&M). The chapter shows that no matter how you cut up the financial claims to the firm sold in the capital markets, the real assets that determine the value of the firm remain the same. The chapter explains that the irrelevance of capital structure decisions depends on the ability of investors to “undo” a firm’s corporate leverage using a strategy that involves personal borrowing. The chapter also shows how the firm may be viewed as put and call options and then uses the put-call parity framework to explain how a firm is valued from the distinct though linked perspectives of bondholders and stockholders.

One of the great lessons of the book is that arbitrage allows the creation of distinct new assets by artfully combining more basic building-block assets. And so I hope it is with this book. I explore well-known financial concepts and hopefully combine them in a way that adds value.

Randall S. Billingsley

Blacksburg, Virginia

August 2005



1 Ross (1987, p. 30) presents the quote concerning political economists as from one of Professor Paul Samuelson’s economics textbooks. He then adds the comment concerning financial economists.


Chapter 1. Arbitrage, Hedging, and the Law of One Price

...[Arbs] keep the markets honest. They bring perfection to imperfect markets as their hunger for free lunches prompts them to bid away the discrepancies that attract them to the lunch counter. In the process, they make certain that prices for the same assets in different markets will be identical.

—Peter L. Bernstein1

“Buy low, sell high.” “A fool and his money are soon parted.” “Greed is good.” All these adages illustrate the profit-oriented impulses of Wall Street traders, who stand ready to buy and sell. In pursuit of profits, undervalued assets are bought, and overvalued ones are sold. While risk is routinely borne in trading assets, most investors prefer to exploit mispriced assets with as little risk as possible. The goal is to enhance expected returns without adding risk. Think how seductive an investment that offers attractive returns but no risk is! One approach to identifying and profiting from misvalued assets is called arbitrage. Those who do it are called arbitrageurs or simply “arbs.”

Arbitrage is the process of buying assets in one market and selling them in another to profit from unjustifiable price differences. “True” arbitrage is both riskless and self-financing, which means that the investor uses someone else’s money. Although this is the traditional definition of arbitrage, use of the term has broadened to include often-risky variations such as the following:

• Risk arbitrage, which is commonly the simultaneous buying of an acquisition target’s stock and the selling of the acquirer’s stock.2

• Tax arbitrage, which shifts income from one investment tax category to another to take advantage of different tax rates across income categories.

• Regulatory arbitrage, which reflects the tendency of firms to move toward the least-restrictive regulations. An example is the historic tendency of U.S. commercial banks to move toward the least-restrictive regulator—state versus federal. Thus, as regulators in the past pursued a strategy of “competition in laxity,” banks sought to arbitrage regulatory differences.

• Pairs trading, which identifies two stocks whose prices have moved closely in the past. When the relative price spread widens abnormally, the stock with the lower price is bought, and the stock with the higher price is sold short.

• Index arbitrage, which establishes offsetting long and short positions in a stock index futures contract and a replicating cash market portfolio when the futures price differs significantly from its theoretical value.

Even though arbitrage may be motivated by greed, it is nonetheless a finely tuned economic mechanism that imposes structure on asset prices. This structure ensures that investors earn expected returns that are, on average, commensurate with the risks they bear. Indeed, prices and expected returns are not at rest unless they are “arbitrage-free.” Arbitrage provides both the carrot and the stick in efficiently operating financial markets.

Closely related to arbitrage is hedging, which is a strategy that reduces or eliminates risk and possibly locks in profits. By buying and selling specific investments, an investor can reduce the risk associated with a portfolio of investments. And by buying and selling specific assets, a target profit can be assured. Although all arbitrage strategies rely on hedging to render a position riskless, not all hedging involves arbitrage. “Pure” arbitrage is the riskless pursuit of profits resulting from mispriced assets. Hedging strategies seek to reduce, if not eliminate, risk, but do not necessarily involve mispriced assets. Thus, hedging does not purse profits.3

A guiding principle in investments is the Law of One Price. This states that the “same” investment must have the same price no matter how that investment is created. It is often possible to create identical investments using different securities or other assets. These investments must have the same expected cash flow payoffs to be considered identical. Indeed, the threat of arbitrage ensures that investments with identical payoffs are, at least on average, priced the same at a given point in time. If not, arbitrageurs take advantage of the differential, and the resulting buying and selling should eliminate the mispricing.

Similar to the Law of One Price is the Law of One Expected Return,4 which asserts that equivalent investments should have the same expected return. This is a bit different from the prior requirement that the same assets must have the same prices across markets. While subtle, this distinction will help you understand arbitrage in the context of specific pricing models.

The concepts of arbitrage, hedging, and the Law of One Price are backbones of asset pricing in modern financial markets. They provide insight into a variety of portfolio management strategies and the pricing of assets. This chapter explores the nature and significance of arbitrage and illustrates how it is used to exploit both mispriced individual assets and portfolios. It consequently provides a broad analytical framework to build on in subsequent chapters. For example, the next chapter illustrates arbitrage strategies in terms of the capital asset pricing model (CAPM) and the Arbitrage Pricing Theory (APT).

Why Is Arbitrage So Important?

True arbitrage opportunities are rare. When they are discovered, they do not last long. So why is it important to explore arbitrage in detail? Does the benefit justify the cost of such analysis? There are compelling reasons for going to the trouble.

Investors are interested in whether a financial asset’s price is correct or “fair.” They search for attractive conditions or characteristics in an asset associated with misvaluation. For example, evidence exists that some low price/earnings (P/E) stocks are perennial bargains, so investors look carefully for this characteristic along with other signals of value. Yet the absence of an arbitrage opportunity is at least as important as its presence! While the presence of an arbitrage opportunity implies that a riskless strategy can be designed to generate a return in excess of the risk-free rate, its absence indicates that an asset’s price is at rest. Of course, just because an asset’s price is at rest does not necessarily mean that it is “correct.” Resting and correct prices can differ for economically meaningful reasons, such as transactions costs.

For example, a $1.00 difference between correct and resting prices cannot be profitably exploited if it costs $1.25 to execute the needed transactions. Furthermore, sometimes many market participants believe that prices are wrong, trade under that perception, and thereby influence prices. Yet there may not be an arbitrage opportunity in the true sense of a riskless profit in the absence of an initial required investment. Thus, it is important to carefully relate price discrepancies to the concept of arbitrage because one size does not fit all.

Arbitrage-free prices act as a benchmark that structures asset prices. Indeed, understanding arbitrage has practical significance. First, the no-arbitrage principle can help in pricing new financial products for which no market prices yet exist. Second, arbitrage can be used to estimate the prices for illiquid assets held in a portfolio for which there are no recent trades. Finally, no-arbitrage prices can be used as benchmark prices against which market prices can be compared in seeking misvalued assets.5

The Law of One Price

Prices and Economic Incentives: Comparing Apples and Assets

We expect the same thing to sell for the same price. This is the Law of One Price. Why should this be true? Common sense dictates that if you could buy an apple for 25¢ and sell it for 50¢ across the street, everyone would want to buy apples where they are cheap and sell them where they are priced higher. Yet this price disparity will not last: As people take advantage, prices will adjust until apples of the same quality sell for the same price on both sides of the street. Furthermore, a basket of apples must be priced in light of the total cost of buying the fruit individually. Otherwise, people will make up their own baskets and sell them to take advantage of any mispricing.6 The arbitrage relationship between individual asset prices and overall portfolio values is explored later in this chapter.

The structure imposed on prices by economic incentives is the same in financial markets as in the apple market. Yet a different approach must be taken to determine what constitutes the “same thing” in financial markets. For example, securities are the “same” if they produce the same outcomes, which considers both their expected returns and risk. They should consequently sell for the same prices. Similarly, equivalent combinations of assets providing the same outcomes should sell for the same price. Thus, the criteria for equivalence among financial securities involve the comparability of expected returns and risk. If the same thing sells for different prices, the Law of One Price is violated, and the price disparity will be exploited through arbitrage. Thus, the Law of One Price imposes structure on asset prices through the discipline of the profit motive. Similarly, if stocks with the same risk have different expected returns, the Law of One Expected Return is violated.

Economic Foundations of the Law of One Price

The Law of One Price holds under reasonable assumptions concerning what investors like and dislike and how they behave in light of their preferences and constraints. Specifically, our analysis assumes the following:

• More wealth is preferred to less. Wealth enhancement is a more comprehensive criterion than return or profit maximization. Wealth considers not only potential returns and profits but also constraints, such as risk.7

• Investor choices should reflect the dominance of one investment over another. Given two alternative investments, investors prefer the one that performs at least as well as the other in all envisioned future outcomes and better in at least one potential future outcome.

• An investment that generates the same return (outcome) in all envisioned potential future situations is riskless and therefore should earn the risk-free rate. Lack of variability in outcomes implies no risk. Thus, strategies that produce riskless returns but exceed the risk-free return on a common benchmark, such as U.S. Treasury bills, must involve mispriced investments.

• Economic incentives ensure that two investments offering equivalent future outcomes should, and ultimately will, have equivalent prices (returns).

• The proceeds of a short sale are available to the investor. This assumption is easiest to accept for large, institutional investors or traders who may be considered price-setters on the margin. Even if this assumption seems a bit fragile, market prices generally behave as if it holds well enough.8 The nature and significance of short sales are discussed more later in this chapter.

Systematic, persistent deviations from the Law of One Price should not occur in efficient financial markets.9 Deviations should be relatively rare or so small as to not be worth the transactions costs involved in exploiting them. Indeed, when arbitrage opportunities do appear, those traders with the lowest transactions costs are likely to be the only ones who can profitably exploit them. The Law of One Price is largely—but not completely—synonymous with equilibrium, which balances the forces of supply and demand.

The Nature and Significance of Arbitrage

Arbitrage Defined

Arbitrage is the process of earning a riskless profit by taking advantage of different prices for the same good, whether priced alone or in equivalent combinations. Thus, due to mispricing, a riskless position is expected to earn more than the risk-free return. A true arbitrage opportunity exists when simultaneous positions can be taken in assets that earn a net positive return without exposing the investor to risk and, importantly, without requiring a net cash outlay. In other words, pure arbitrage requires no upfront investment but nonetheless offers a possible profit. The requirement that arbitrage not demand additional funds allows for the possibility that the position either generates an initial cash inflow or neither provides nor requires any cash initially. Consider the intuition behind this requirement. A positive initial outlay means that the arbitrage strategy is not self-financing. This would imply at least the risk that the initial investment could be lost, which is inconsistent with the no-risk requirement for the presence of an arbitrage opportunity.10

Arbitrage may be considered from at least two perspectives. First, arbitrage may involve the construction of a new riskless position or portfolio designed to exploit a mispriced asset or portfolio of assets. Second, arbitrage may involve the riskless modification of an existing asset or portfolio that requires no additional funds to exploit some mispricing. Both perspectives are considered in the arbitrage examples presented in Chapter 2, “Arbitrage in Action.”

The Relationship Between the Law of One Price and Arbitrage

If the Law of One Price defines the resting place for an asset’s price, arbitrage is the action that draws prices to that spot. The absence of arbitrage opportunities is consistent with equilibrium prices, wherein supply and demand are equal. Conversely, the presence of an arbitrage opportunity implies disequilibrium, in which assets are mispriced. Thus, arbitrage-free prices are expected to be the norm in efficient financial markets. The act of arbitraging mispriced assets should return prices to their appropriate values. This is because investors’ purchases of the cheaper asset will increase the price, while sales of the overpriced asset will cause its price to decrease. Arbitrage consequently reinforces the Law of One Price and imposes order on asset prices.

Hedging and Risk Reduction: The Tool of Arbitrage

Hedging Defined

A hedge is used to implement an arbitrage strategy. Thus, before we examine arbitrage more carefully, we must understand how a hedge works. We have all heard someone say that he or she did something just to “hedge a bet.” In a strict gambling sense, this implies that an additional bet has been placed to reduce the risk of another outstanding bet. The everyday connotation is that an action is taken to gain some protection against a potentially adverse outcome. For example, you may leave early for an appointment to “hedge your bet” that you’ll find a parking place quickly. Another example is a college student’s decision to pursue a double major because he doesn’t know what jobs will be available when he graduates.

In investment analysis, a hedging transaction is intended to reduce or eliminate the risk of a primary or preexisting security or portfolio position. An investor consequently establishes a secondary position to counterbalance some or all of the risk of the primary investment position. For example, an equity mutual fund manager would not get completely out of equities if the market is expected to fall. (Just think of the signal that would send to investors.) The risk of the manager’s long equity investments could be partially offset by taking short positions in selected equities, buying or selling derivatives, or some combination thereof.11 This secondary position hedges the equity portfolio by gaining value when the value of the equity fund falls. The workings of such hedges are discussed next.

Often, an investor establishes a long asset position that is subsequently considered too risky. The investor consequently decides to partially or completely offset that risk exposure by taking another investment position that offsets declines in the original investment’s value. A short position can be taken in the same asset that counterbalances the investor’s risk exposure. The hedging transaction may be viewed as a substitute for the investor’s preferred action in the absence of constraints that interfere with taking that action.12 The constraint could be something explicit, like a portfolio policy requirement (such as in a trust) that an investor maintain a given percentage of funds invested in a stock. Alternatively, it could be a self-imposed risk-tolerance constraint where the investor wants to keep a stock with a profit but feels compelled to offset all or part of the position’s risk using a hedging transaction. For instance, this could be motivated by tax treatment issues.

As noted, it is important to understand how hedging works before exploring its use in implementing arbitrage strategies. Thus, we’ll now explain how an investor constructs a hedge that holds a stock, locks in an established profit, and neutralizes risk.

Hedging Example: Protecting Profit on an Established Long Position

Investment Scenario and Expected Results of the Hedge

Consider a stock originally bought for $85 that has risen to $100. For our purposes, we’ll ignore commissions associated with buying and selling securities. What should the investor do if he is happy with the $15 profit on the investment but fears that the market may fall soon? The most obvious solution is to sell the stock and take the $15 profit now. However, what if the investor is unable or unwilling to sell the stock now but still wants to lock in the profit? Perhaps the investor wants to delay realizing a taxable gain until next year or wants to stretch an existing short-term gain into a long-term gain.13 The investor could sell short the stock at its current price of $100, which would protect against any loss of the $15 profit. Any drop in the value of the stock would then be offset by an equal appreciation in the value of the outstanding short position. The investor has a $15 profit that could be realized by selling the stock now. However, the investor substitutes a hedging short sale transaction for the direct sale of the long position. This substitute transaction protects the profit while maintaining the original long stock position.14

The Effect of Price Changes on Hedge Profitability

What would happen if the price of the stock falls from $100 to $90? Remember that the short position locks in the proceeds from selling at $100. If the price falls to $90, the stock can be purchased at that price and returned to the lending broker, thereby generating a profit of $10. However, the profit on the long position is reduced by $10 due to the price decline. Thus, there would be no net deviation from the established profit of $15.

The hedge brings both good and bad news. The good news is that the $15 profit is locked in without risk. Yet the bad news is that the investor cannot profit further from any increase in the stock price beyond $100. This is because a price increase would raise the value of the long position but would also bring offsetting losses on the short position.

What if the price moves from $100 to $110? The profit on the long position increases from $15 to $25 a share, but the short position loses $10 a share. From a cost/benefit perspective, the “benefit” of locking in the established $15 profit comes at the “cost” of eliminating the ability to gain even greater profits. In other words, the benefit of the hedge is the floor that it places on potential losses, and its (opportunity) cost is the ceiling placed on the position’s maximum profit. This makes sense in light of the risk/return trade-off. The hedge reduces or eliminates risk and therefore reduces or eliminates subsequent expected returns. Table 1.1 summarizes the potential outcomes associated with the hedge. In this scenario, an investor buys 100 shares of stock at $85 a share, and it is now selling for $100. The investor wants to lock in the $15 profit without selling the stock. For the hedging transaction, the investor sells short 100 shares at $100 a share.

Table 1.1. The Good and Bad News of Hedging

[image: image]

Figure 1.1 portrays the results graphically.

Figure 1.1. Hedging to Protect Profits

[image: image]

The profit/loss potential of the long position originally established by buying at $85 intersects with the vertical axis at –$85 and intersects with the horizontal break-even axis at +$85. This indicates that the maximum loss is $85, which occurs if the stock price falls to zero. Furthermore, the break-even price of $85 is obtained if the price remains at its original purchase price. The positive, upward-sloping profit/loss line indicates that profits increase dollar-for-dollar as the stock’s price rises above the original purchase price of $85. Similarly, profits fall dollar-for-dollar as the stock’s price falls below the original purchase price. The maximum gain is, at least in theory, infinite.

The profit/loss potential of the short position established by selling borrowed shares at $100 intersects with the vertical axis at +$100 and intersects with the horizontal break-even axis at $100. This indicates that the maximum gain is +$100, which occurs if the stock price falls to zero. The break-even price of $100 occurs if the price remains at its original level. The negative, downward-sloping profit/loss line indicates that profits increase dollar-for-dollar as the stock’s price falls below the original short sales price of $100, and profits decline dollar-for-dollar as the stock’s price rises above the price at which the shares were sold short. The maximum loss is theoretically, but soberingly, infinite.

The most dramatic result portrayed in Figure 1.1 is the horizontal hedged profit line, which shows that profits are fixed at $15 per share regardless of where the stock’s price ends up. The horizontal line results from offsetting the upward-sloping long position profit/loss line against the downward-sloping short position profit/loss line. The opposite slopes of the two lines imply that when one position is losing money, the other is making money. Thus, the horizontal hedging profit line reflects the risk-neutralizing effect of combining the short (hedging) transaction with the investor’s original long position in the stock. Gains and losses on the two individual positions cancel each other out, thereby resulting in a fixed profit of $15 per share. This $15 profit is the difference between the original purchase price of the stock at $85 and the price at which it was sold short at $100.

The Rate of Return on Hedged Positions and Its Relationship to Arbitrage

In the preceding example, the investor locks in an ex post (afterthe-fact) 17.65% return ($15/$85) through a hedge. The investor has effectively removed the position from the market and has an expected zero rate of return from that time on. Importantly, the position is riskless after the given 17.65% return is generated, and no deviation above or below that return is possible after the hedge is in place. However, insufficient data are given in the example to judge whether the ex post return of 17.65% is appropriate to the risk of the investment.

An investor cannot engage in arbitrage that profitably exploits mispriced investments without adding risk unless he can hedge. This is because the hedge is the means whereby the arbitrage strategy is rendered riskless. Hedging is an essential mechanism that allows arbitrage to structure asset prices.

Mispricing, Convergence, and Arbitrage

Arbitrage exploits violations of the Law of One Price by buying and selling assets, separately or in combination, that should be priced the same but are not. Implicit in an arbitrage strategy is the expectation that the prices of the misvalued assets will ultimately move to their appropriate values. Indeed, arbitrage should push prices to their appropriate levels. Thus, an arbitrage strategy has two key aspects: execution and convergence. Execution includes how the arbitrage opportunity is identified in the first place, how the strategy is put together, how it is maintained over its life, and how it is ultimately closed out. Convergence is the movement of misvalued asset prices to their appropriate values.15 Of particular importance are the time frame over which convergence is expected to occur and the process driving the convergence. These two are the primary factors that determine the design of the appropriate arbitrage strategy in a given situation.

The processes driving convergence fall into two categories: mechanical or absolute, and behavioral or correlation. A mechanical or absolute convergence process has an explicit link that forces prices to converge over a well-defined time period. An example is index arbitrage, in which the futures price of an index is mechanically linked to the spot (cash) value of the index through the cost-of-carry pricing relation. This is examined in Chapter 3, “Cost of Carry Pricing.” In index arbitrage, the convergence time period is deterministically dictated by the delivery/expiration date of the index futures contract.

A behavioral or correlation convergence process exists when there is historical evidence of a systematic relationship or a correlation in the behavior of the assets’ prices. However, the mispriced assets fall short of being linked mechanically. An example of a behavioral or correlation convergence process is pairs trading. Pairs trading identifies two stocks that have historically tended to move closely, as measured by the average spread between their prices. It is common to identify pairs of stocks that are highly correlated in large part due to being in the same industry. The essence of this strategy is to identify pairs whose spreads are significantly higher or lower than usual and then sell the higher-priced stock and buy the lower-priced stock under the expectation that the spread will eventually revert to its historical average. Thus, pairs trading relies on an estimated correlation and projected convergence toward the historical mean spread. Importantly, no mechanical link guarantees this convergence, and no deterministic model indicates how long such convergence should take. Although they are commonly referred to as arbitrage, behavioral/correlation convergence process-based strategies are not true arbitrage, because they can be quite risky. This book is concerned primarily with mechanical/absolute convergence process-based arbitrage because that is the fertile soil from which modern finance has grown.





Arbitrage and the Impossibility of Time Travel

Proving whether time travel is possible may seem the exclusive province of science. Yet some creative brainstorming by financial economist Marc Reinganum frames the issue differently.16 He argues that time travel is impossible because it would create arbitrage opportunities.

Consider how a time traveler could engage in arbitrage. Let’s say that the traveler deposits $500 in a bank account that pays 5% annually. In ten years, the value of the deposit will be $500 (1.05)10 = $814.45. Of course, the time traveler does not have to wait ten years to withdraw this amount. The traveler could immediately travel ten years into the future, collect the $814.45, and redeposit it again today. He would get $814.45 (1.05)10 = $1,326.65 in ten years, which would again be collected and reinvested immediately. So the pattern is set. Given that the interest rate remains at 5%, the time traveler could parlay the initial $500 into an infinite amount. Time travel would be the proverbial “money machine.” As summarized by Reinganum:

As long as time travel is costless, and as long as the cost of transacting is nil, time travelers will drive the nominal rate of interest to zero by engaging in arbitrage transactions. Conversely, the existence of positive nominal rates of interest suggest that time travelers do not exist.17

Given the nature of time travel, if the no-arbitrage principle implies that time travel is impossible today, it must be impossible in the future because there is no material distinction between the present and the future. So it seems that arbitrage is truly a timeless concept of enduring significance.




Identifying Arbitrage Opportunities

Arbitrage Situations

Arbitrage opportunities exist when an investor either invests nothing and yet still expects a positive payoff in the future or receives an initial net inflow on an investment and still expects a positive or zero payoff in the future.18

This appeals to the commonsense expectation that money must be invested to result in a positive payoff. Furthermore, if you receive money upfront, you expect at the least to pay it back and certainly do not expect the investment to produce positive payoffs in the future. It is also reasonable to expect the value of a portfolio of assets to properly reflect the prices of the underlying components of that portfolio. Thus, the situations described in this chapter indicate arbitrage opportunities in which deviations from the Law of One Price can potentially be exploited. Any one of these conditions is sufficient for the presence of an arbitrage opportunity. Consider the following examples, which indicate the presence of an arbitrage opportunity.

Arbitrage When “Whole” Portfolios Do Not Equal the Sum of Their “Parts”19

What if the price of a portfolio is not equal to the sum of the prices of the assets when purchased separately and combined into an equivalent portfolio? This summons the earlier image of a basket of fruit selling for a price different from the cost of buying all its contents individually. More specifically, if fruit basket prices are too high, people will buy individual fruit and sell baskets of fruit. They would consequently “play both ends against the middle” to make a profit.

This situation could occur when commodities or securities are sold both separately and as a “packaged” bundle. For example, the Standard & Poor’s 500 Composite Index (S&P 500) is a portfolio consisting of 500 U.S. stocks that can be traded as a package using an SPDR.20 Of course, the stocks can also be traded individually. Thus, an arbitrage opportunity would exist if the S&P 500-based SPDR sold at a price different from the cost of separately buying the 500 stocks comprising the index.

Consider what happens if this condition is not satisfied for a two-stock portfolio consisting of one share of Merck (MRK) selling at $31.46 and one share of Yahoo (YHOO) selling at $34.02. If the price of the equal-weighted portfolio differs from $31.46 + $34.02 = $65.48, an investor could profit without assuming any risk.

The two possible imbalances are as follows:

Price portfolio (MRK + YHOO) > $31.46 + $34.02

or

Price portfolio (MRK + YHOO) < $31.46 + $34.02

In the first case, the portfolio is overpriced relative to its two underlying components. In the second case, the portfolio is underpriced relative to its components. More specifically, assume in the first case that the portfolio sells for $75.00 and in the second case that the portfolio sells for $55.00. We expect that the sum of the prices of MRK and YHOO will equal the price of the portfolio at some time in the future. However, in light of the earlier discussion of convergence, we must admit that because there was mispricing to begin with, there is no certainty that the relevant prices will equalize in the future. We assume that such convergence will occur eventually.

If the price of the portfolio is $75.00 and therefore exceeds the costs of buying MRK and YHOO individually, the strategy is to buy a share of MRK for $31.46 and a share of YHOO for $34.02 separately because they are cheap relative to the price of the portfolio. To finance the purchases, it is necessary to sell short the portfolio for $75.00 at the same time. Because the price of the portfolio exceeds the cost of buying each of its members separately, selling the portfolio short generates sufficient money to purchase the stocks individually. The strategy consequently is self-financing. It generates a net initial cash inflow of $75.00 – $65.48 = $9.52.

Yet what will the net long and short positions yield in the future? You will have to return the portfolio at some time in the future to cover the short position, which involves a cash outflow to buy the portfolio. However, you already own the shares that constitute that portfolio. Thus, subsequent moves in the prices of MRK and YHOO are neutralized by the offsetting changes in the value of the portfolio consisting of the same two stocks. Thus, the net cash flow in the future is zero.

What does this mean? It means that you could generate an initial cash inflow of $9.52—that is like getting a loan you never have to repay! This cannot last, because everyone would pursue this strategy. Indeed, investors would pursue this with as much money as possible! Ultimately the increased demand to buy MRK and YHOO would put upward pressure on their prices, and the demand to sell short the portfolio would put downward pressure on its price. Consequently, an arbitrage-free position will ultimately be reached in which the price of the portfolio equals the sum of the prices of the assets when purchased separately.

To reinforce this result, consider the other imbalance, in which the price of the portfolio is only $55.00, which is less than the costs of buying MRK and YHOO individually for a total of $65.48. The strategy is to sell short a share of MRK for $31.46 and to sell short a share of YHOO for $34.02 separately because they are expensive relative to the price of the portfolio at $55.00. Similarly, you would buy the portfolio for $55.00 because it is cheap relative to its underlying components.

It is obvious that selling short the two stocks individually generates more cash inflow than the cash outflow required to purchase the portfolio. Thus, the investment generates an initial positive net cash inflow of $65.48 – $55.00 = $10.48. As in the case just evaluated, it is important to consider the cash flow at termination of the investment positions in the future. Some time in the future you will have to return the shares of MRK and YHOO to cover the short sale of each stock, which involves the cash outflow to buy each of the two stocks. However, you already own the portfolio, which consists of a share each of MRK and YHOO. Thus, subsequent moves in the prices of the long positions in MRK and YHOO are neutralized by the equivalent, mirroring price moves of the same stocks within the short portfolio. Consequently, the net cash flow in the future is zero. As observed with the other imbalance, you can effectively borrow money that never has to be paid back! This indicates an arbitrage opportunity and shows why only arbitrage-free asset and portfolio prices persist.

Arbitrage When Investing at Zero or Negative Upfront Cost with a Zero or Positive Future Payoff

An arbitrage opportunity can be identified based on the relationship between the initial and future cash flows of a portfolio formed by an investor who buys and sells the component assets separately. Consider the case in which putting together a portfolio of individual assets generates either a zero net cash flow or a cash inflow initially and yet that portfolio produces a positive or zero cash inflow in the future. This situation produces an arbitrage opportunity because everyone would want to replicate the portfolio at no cost or even receive money up-front and also receive money or not have to pay it back in the future.

Consider three individual assets that can be purchased separately and as a portfolio. Table 1.2 portrays the cash flows to be paid by each of the three assets and the portfolio at the end of the period as well as their prices at the beginning of the period. The future cash flow payoffs are also presented.

Table 1.2. Example Identifying an Arbitrage Opportunity
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Table 1.2 shows that an arbitrage opportunity exists. Remember that an arbitrage opportunity is present if the price of a portfolio differs from the cost of putting together an equivalent group of securities purchased separately. In this example, the portfolio of 1,080 units of asset 1 can be purchased more cheaply than if 1,080 units of asset 1 are purchased separately. Specifically, it would cost $1,000 or 1,080 (0.926) to buy 1,080 units of asset 1 individually, while a portfolio of 1,080 units of asset 1 is priced at only $900. Thus, the “whole” portfolio is not equal to the sum of its “parts.”

The arbitrage strategy is to sell short 1,080 units of asset 1 for $1,000 now to finance the purchase of one (undervalued) portfolio that contains 1,080 units of asset 1 for only $900. The resulting current cash inflow is $1,000 – $900 = $100. No cash inflow or outflow would occur at the end of the period, because you would hold a portfolio of asset 1 that is worth $1,080, which is the same value you must return to cover the short position in 1,080 individual units of asset 1. Thus, $100 is generated upfront, and nothing must be returned. This is either a dream come true or an arbitrage opportunity—one and the same. Obviously, investors would pursue this opportunity on the largest possible scale.

Another arbitrage condition is satisfied using assets 2 and 3. The current value of the portfolio formed by buying and selling these two assets separately is nonpositive, which means that either there is no initial cash flow or there is an initial cash inflow. Thus, the portfolio either is costless or produces a positive cash inflow when established and yet still generates cash at the end of the period. Using the data in Table 1.2, the arbitrage portfolio is formed by selling short two units of asset 2 and buying one unit of asset 3. The initial outlay would be –2($900) + 1($1,800) = 0. Notwithstanding the zero cost of forming the portfolio, at the end of the period the cash flow is expected to be –2($1,800) + 1($2,200) = $400. Thus, an arbitrage opportunity exists because the strategy is costless but still produces a future positive cash inflow. The portfolio consequently is a proverbial money machine that investors would exploit on the greatest scale available to them.

Market Implications of Arbitrage-Free Prices

The conditions required for the presence of an arbitrage opportunity imply that their absence also places a structure on asset prices. As noted, prices are at rest when they preclude arbitrage. Specifically, arbitrage-free prices imply two properties. First, asset prices are linearly related to cash flows. Known as the value additivity property, this implies that the value of the whole portfolio is simply the added values of its parts. Thus, the value of an asset should be independent of whether it is purchased or sold individually or as a member of a portfolio. Second, any asset or portfolio that has positive cash flows in the future must necessarily have a positive current price. This is often referred to as the dominance criterion. Thus, the absence of arbitrage opportunities places a structure on asset prices.

Summary

This chapter explored the relationship between arbitrage, hedging, the Law of One Price, the Law of One Expected Return, and the structure of asset prices. The same thing is expected to sell for the same price. This is the Law of One Price. Securities are the same if they produce the same outcomes, which encompass both their expected returns and risk. Similarly, equivalent combinations of assets providing the same outcomes should sell for the same prices. Thus, the criteria for sameness or equivalence among financial securities involve the comparability of expected returns and risk. If the same thing sells for different prices, the Law of One Price is violated, and the price disparity can be exploited if transactions costs are not prohibitive. Thus, the Law of One Price imposes structure on asset prices through the discipline of the profit motive. Similarly, equivalent securities and portfolios must have the same expected return. This is the Law of One Expected Return.

If the Law of One Price defines the resting place for an asset’s price, arbitrage is the action that draws prices to that resting place. Arbitrage is defined as the process of earning a riskless profit by taking advantage of different prices or expected returns for the same asset, whether priced alone or in equivalent combinations of assets.

True arbitrage must be riskless. The ability to hedge is a necessary condition for arbitrage because it can eliminate risk. Thus, a hedging transaction is intended to reduce or eliminate the risk of a primary security or portfolio position. An investor consequently establishes a secondary position that is designed to counterbalance some or all of the risk associated with another investment position.

This chapter identified the conditions associated with the presence of an arbitrage opportunity. An arbitrage opportunity exists when an investor can put up no cash and yet still expect a positive payoff in the future and when an investor receives an initial net inflow but can still expect a positive or zero payoff in the future. An arbitrage opportunity is also present when the value of a portfolio of assets is not equal to the sum of the prices of the underlying securities composing that portfolio.

The absence of arbitrage opportunities is consistent with equilibrium prices. Thus, arbitrage-free prices are expected to be the norm in efficient financial markets. The act of arbitraging mispriced assets should return prices to appropriate values. Arbitrage consequently reinforces the Law of One Price or the Law of One Expected Return and imposes order on asset prices.

Endnotes

1 Bernstein (1992, p. 171).

2 A variation of this is the purchase of a target’s stock at the announcement of an acquisition and the sale of this stock after the acquisition takes place.

However, the risk associated with such strategies precludes it from being true arbitrage. Another example of risk arbitrage is the strategy pursued by Long-Term Capital Management (LTCM). LTCM is a now-defunct hedge fund that caused great concern in the financial markets in 1998. LTCM had large, levered positions in bonds with close maturities but wide yield spreads. Rather than narrowing to more normal yield spreads, the spreads widened further and wiped out LTCM’s equity capital. See Dunbar (2000) and Lowenstein (2000).

3 Indeed, in futures markets, a theory exists that hedgers must effectively pay speculators to take the other side of a futures contract that allows them to hedge their risk. For example, a farmer who hedges the risk of a decline in corn prices by selling a futures contract must get a speculator to buy that futures contract. Thus, hedgers can be viewed as losing to speculators.

4 The Law of One Price and the Law of One Expected Return are used interchangeably in this chapter because they are conceptually similar.

5 See Neftci (2000, pp. 13–14).

6 Hence the question, “How about them apples?”

7 It is generally assumed that investors are risk-averse, which implies that they require higher expected returns to compensate for higher risk. Envision an extremely risk-averse person wearing both a belt and suspenders.

8 Violation of this assumption would limit the ability to implement arbitrage strategies that keep prices properly aligned.

9 An efficient financial market is one in which security prices rapidly reflect all information available concerning securities.

10 While this is the classic definition of arbitrage, it is possible for such a position to require a net initial outlay if the strategy generates a return in excess of the risk-free rate of return without exposing the investor to risk.

11 Long positions in stocks and bonds profit when prices rise and lose when prices fall. Alternatively, short positions profit when prices fall and lose when prices rise. A stock is sold short when an investor borrows the shares from their owner (usually through a broker) with a promise to return them later. Upon entering the agreement, the short seller then sells the shares. The short seller predicts that the price of the stock will drop so that he can repurchase it below the price at which he sold it short. Thus, if the goal of a long position is to “buy low, sell high,” the goal of a short position is the same, but in reverse order—“sell short high, buy back low.” Note that it is common for many equity managers to be prohibited from selling short stocks by their governing portfolio policy statements.

12 This is called “going short against the box.” In the past, it was more common for investors to hold stock certificates registered in their names rather than the currently common practice of allowing brokers to hold shares in the name of the brokerage firm (“street name”) while crediting the owned shares to investors’ individual accounts. Thus, “going short against the box” refers to the practice of selling short shares that are already owned by an investor, which were commonly retained by the investor in a safe deposit box. Although it’s a bit anachronistic, the term has survived and is used commonly.

13 In the U.S., tax laws are complicated. The Internal Revenue Service has published rulings concerning the treatment and legality of such tax-motivated trades. Investors should consult a tax expert before engaging in any trades designed to minimize taxes.

14 Thus, it is obviously possible for an investor to be both long and short. The net position is what is important in assessing an investor’s risk exposure. An investor who is short a position that is not completely offset by an associated long position is considered a “naked short” or uncovered.

15 See the related discussions in Taleb (1997, pp. 80–87) and Reverre (2001, pp. 3–16).

16 See Reinganum (1986).

17 Reinganum (1986, pp. 10-11).

18 See Neftci (2000, p. 13).

19 This presentation of arbitrage conditions was inspired by Jarrow (1988, pp. 21–24).

20 SPDR stands for Standard & Poor’s Depositary Receipts, which is a pooled investment designed to match the price and yield performance, before fees and expenses, of the S&P 500 index. It trades in the same manner as an individual stock on the American Stock Exchange.


Chapter 2. Arbitrage in Action

Emotion, like instinct not moored in analysis, could be misleading. If you became frightened easily—or were greedy—you couldn’t function effectively as an arbitrageur ... To an outsider, our business might have looked like gambling... It was an investment business built on careful analysis, disciplined judgment—often made under considerable pressure—and the law of averages.

—Robert E. Rubin, former U. S. Secretary of the Treasury, describing risk arbitrage at Goldman Sachs1

You can best understand arbitrage by considering examples that reflect different perspectives and involve varying degrees of complexity. The first example in this chapter presents the intuitively obvious case of a mispriced individual commodity—gold. The essence of arbitrage is revealed because “sameness” is directly observable and the arbitrage strategy is constructed easily. The second example shows how to exploit mispriced equivalent combinations (or portfolios) of assets. The concept of sameness is extended to evaluate whether various asset combinations produce equivalent outcomes. This example consequently shows how to identify equivalent combinations and illustrates the arbitrage strategy to be used when the underlying individual assets are mispriced relative to a portfolio. The remaining three examples illustrate arbitrage in the context of the capital asset pricing model (CAPM) and the Arbitrage Pricing Theory (APT). This chapter provides general examples of arbitrage in action that are extended in later chapters concerning more specialized arbitrage situations.

Simple Arbitrage of a Mispriced Commodity: Gold in New York City Versus Gold in Hong Kong

What if gold sold at different prices in New York City and Hong Kong? Under what circumstances could the different prices be exploited profitably? Consider what you would do if the price of gold (per troy ounce) was $425 in New York City and $435 in Hong Kong. An arbitrage opportunity exists only if there is no economic reason for the price difference. What would be a legitimate reason for the observed price difference? Assuming that the gold is of comparable quality, one possible reason is the cost of transporting gold between New York City and Hong Kong.

Storage costs, taxes, various government fees, and trading commissions could also explain the price difference. Thus, an economically significant arbitrage opportunity exists only when the price discrepancy is large enough to exploit after taking into account the transactions costs of implementing the arbitrage strategy. There consequently could be a statistically significant difference between the prices (or returns) of the same asset that is economically insignificant in light of transaction costs. Thus, statistical significance does not necessarily imply economic significance.

If the price difference is economically significant after taking into account transaction costs, the arbitrage strategy is to buy gold in New York City, where it is relatively cheap, and sell it in Hong Kong, where it is relatively expensive. Your profit would be $435 – $425, or $10 per ounce less the transaction costs of buying and selling the gold. The combined long and short positions in gold form a hedge that locks in the $10 price difference between Hong Kong and New York City.

How sustainable is the price difference in gold between New York City and Hong Kong? As discussed in Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” we expect the prices of gold in Hong Kong and New York City to converge. In that event, the profit is obtained without a risk of deviating from that $10 difference. Specifically, buying pressure will drive up gold prices in New York City and force gold prices down in Hong Kong. This pressure would bring a sustainable equilibrium price—or a band of prices reflective of transaction costs—for gold on the world market. Thus, prices should converge to the point where any remaining difference reflects only transactions costs that cannot be arbitraged profitably.

Exploiting Mispriced Equivalent Combinations of Assets

Let’s first examine the arbitrage of mispriced equivalent combinations of assets in the absence of an explicit asset-pricing model. Consider two stocks currently priced at P1 = $38 and P2 = $120. Two possible sets of future values are projected for the stocks. In Outcome 1, the first stock is worth P1= $45, and the second stock is worth P2 = $135. In Outcome 2, the first stock is worth P1= $30, and the second stock is worth P2 = $90. Figure 2.1 portrays these values.

Figure 2.1. Looking for Equivalent Combinations of Stocks
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Is there an arbitrage opportunity? This can be determined by examining the relationship between the prices of the two stocks now and their respective values in the two future possible outcomes. This reveals any relationship between the outcomes for the two stocks, which indicates whether they offer equivalent outcomes in some combination.

It is only possible to evaluate whether the stocks are priced correctly relative to one another. No asset valuation model is used to assess whether the absolute prices of either stock are appropriate. The fact that the two stocks have different values in Outcome 1 and Outcome 2 does not definitively reveal an arbitrage opportunity. Conclusive evidence is provided by examining the relationship between the two stocks’ values across outcomes. The comparison of the stocks’ prices across outcomes indicates that P2 = 3 × P1 in both Outcome 1 and Outcome 2. However, P2 currently is greater than 3 × P1. Consequently, there appears to be an imbalance. Indeed, stock 2 should be viewed as equivalent to three shares of stock 1. The absence of an arbitrage opportunity currently is consistent only with P2 = 3 × P1. However, this is not the case, so the prices of stocks 1 and 2 are unbalanced. The Law of One Price is violated because a comparison of the future outcomes reveals that stock 2 is equivalent to three shares of stock 1, and yet the current price of stock 1 is not one-third the price of stock 2. An arbitrage strategy can be designed to profitably exploit the incorrect relative pricing of the two stocks.

What is the appropriate arbitrage strategy? At a current price of only $38, stock 1 is undervalued relative to stock 2’s price of $120. Remember that true arbitrage requires no additional funds and is riskless. Arbitrage strategies sell or sell short overvalued stocks, buy undervalued stocks, and hedge the overall investment position to render it riskless. Because stock 1 is undervalued relative to stock 2, three shares should be bought because this position is equivalent to one share of stock 2. To finance the purchase of three shares of stock 1 and to make the strategy riskless, stock 2 should be sold short. Importantly, this does not necessarily imply that stock 2 is overvalued. The arbitrage strategy exploits the relative undervaluation of stock 1 by buying it and hedges the position by selling short stock 2. Thus, the short sale of stock 2 finances the purchase of stock 1 because the investor is assumed to have access to the proceeds of the short sale. Furthermore, the short sale of stock 2 hedges the overall position against risk because its price in all envisioned future outcomes is always three times that of stock 1.

Consider the cash flows generated by the arbitrage strategy. The three shares of stock 1 cost a total of $38 × 3, or $114, which is more than financed by the short sale of one share of stock 2 for $120. Regardless of which future outcome occurs, the exact amount of money needed to buy back the share of stock 2 that has been sold short will be generated by the sale of your three shares of stock 1. This confirms that the short sale of stock 2 not only finances the purchase of three shares of stock 1 but also hedges the position against risk. Thus, you receive a net cash inflow of $6 ($120 – $114) initially—yet you do not have to come up with any money later!

The arbitrage portfolio is riskless and is comparable to a $6 loan that never has to be repaid. This situation is unsustainable. As in the example concerning mispriced gold, pressure is placed on the prices of stocks 1 and 2 by the act of arbitrage. This should eventually force the price of stock 2, now and in the future, to be consistently three times the price of stock 1 because stock 2 is equivalent to three shares of stock 1. This forces prices to preclude arbitrage.



Can the Market Add and Subtract? 3Comm/Palm, the Law of One Price, and Short Sale Constraints2

The Law of One Price should hold when transactions costs are small and competition to uncover arbitrage opportunities is keen. Yet what if transactions costs are significant? Does the Law of One Price still hold?

Professors Lamont and Thaler examined apparent violations of the Law of One Price in which the transactions costs involved with short selling could play an important role in limiting arbitrage. One interesting case was a transaction between 3Comm and Palm. 3Comm sold computer network systems and services and owned Palm, which made Personal Digital Assistants (PDAs). In March of 2000, 3Comm sold about 5% of Palm to the public through an initial public offering (IPO), retaining 95% of the shares. 3Comm also announced that it would spin off the remaining shares of Palm to 3Comm’s shareholders by the end of 2000. The terms of the spin-off were that 1.525 Palm shares would be distributed for every share of 3Comm stock.

The planned spin-off created an interesting opportunity to measure possible deviations from the Law of One Price. This is because the transaction created two ways for an investor to take a position in Palm:

• Buy 150 shares of Palm directly, or

• Buy Palm indirectly by buying 100 shares of 3Comm that could be converted into about 150 shares of Palm later in the year.

Given that stock prices cannot drop below zero, the Law of One Price presented a testable hypothesis in this case: The price of 3Comm should be at least 1.525 times the price of Palm. So did the prices of 3Comm and Palm support this hypothesis?

Shares of 3Comm closed at $104.13 the day before the Palm IPO. At the end of the first day it traded, Palm’s shares closed at $95.06. Thus, the Law of One Price predicted that 3Comm’s price should have rocketed up to at least $95.06 × 1.525 = $144.96. Surprisingly, 3Comm’s shares fell to $81.81 that day! 3Comm held other assets beyond just Palm. Thus, the market seemed to be telling investors that 3Comm’s non-Palm assets were worth -$63.15 per share! As Lamont and Thaler interpret it:

The nature of the mispricing was so simple that even the dimmest of market participants and financial journalists were able to grasp it. On the day after the issue, the mispricing was widely discussed, including in two articles in the Wall Street Journal and one in the New York Times, yet the mispricing persisted for months.3


This imbalance created an arbitrage opportunity because an investor buying 100 shares of 3Comm and selling short about 150 shares of Palm was essentially buying 3Comm’s non-Palm assets for about -$63 per share. If the terms of the spin-off were executed, the strategy would produce a net payoff of at least zero by the end of the year. Yet investors bought expensive shares of Palm directly instead of the cheaper Palm shares that could be obtained indirectly by buying shares of 3Comm that could be exchanged for Palm shares. Palm was clearly overvalued relative to 3Comm. But was this arbitrage strategy practically available to investors?

Lamont and Thaler’s findings provocatively question market efficiency. They find evidence in the options market and in the value reflected in 3Comm’s price that Palm was overvalued. Thus, it is hard to understand why investors would own the shares. If irrational investors had forced Palm’s price to an unreasonably high level, why didn’t arbitrageurs sell Palm short and thereby push the price back down to a reasonable level? The authors hypothesize that many in the market at this time thought Internet stocks were generally overpriced during a “bubble” and yet few were willing to take short positions. Consequently, there was not enough short selling to return Palm’s price to a rational level. Compounding the problem, many financial institutions like mutual funds are prohibited from selling short or do not do so by choice. Further, there is evidence that the interest in Palm’s shares made it difficult to borrow shares to sell short and that the cost of doing so was higher than for non-Internet shares at the time.

Lamont and Thaler summarize their research:

The conclusion we draw is that there is one law of economics that does still hold: the law of supply and demand. Prices are set so that the number of shares demanded equals the number of shares supplied. In the case of Palm, the supply of shares could not rise to meet demand because of the sluggish response of lendable shares to short. Similarly, if optimists are willing to bid up the shares of some faddish stocks and not enough courageous investors are willing to meet that demand by selling short, then optimists will set the price.4


We consequently observe that arbitrage cannot be expected to discipline prices appropriately in the presence of market frictions like costly short selling.




Arbitrage in the Context of the Capital Asset Pricing Model

Thus far, our arbitrage examples have not relied on any asset pricing model. We have only looked for situations in which the prices of the “same” asset or portfolio differ. Consequently, only relative mispricing has been considered, and no position has been taken concerning whether an asset’s absolute price is correct. However, many investors use an asset valuation model as a benchmark in identifying arbitrage opportunities. We first examine arbitrage in the context of the CAPM.

The CAPM is an equilibrium pricing model. In such models the absence of arbitrage opportunities is part, but not all, of the conditions that describe general equilibrium. The concept of general equilibrium comprehensively describes how asset prices are set.5 Thus, the absence of arbitrage opportunities is a necessary but insufficient condition for achieving general equilibrium. The asset pricing model presented in the APT asserts that the lack of arbitrage opportunities is inconsistent with general equilibrium.

However, it does not speak to the broader issue of how asset prices are determined in general. Although the CAPM is an equilibrium model, the APT is not. The APT framework is explored later.

The CAPM relies on a measure of how much a given asset’s returns change in response to changes in the returns on a broad stock market index. This so-called beta (β) measures the risk of a security relative to the overall market. A common benchmark is the S&P 500 Composite Index (S&P 500). Thus, the volatility, βi, of stock i’s returns, Ri, relative to returns on the indicated proxy for the market, Rm, is measured as:
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where Δ = change. The beta of a stock (or a portfolio) consequently measures the percentage change in the asset’s returns associated with a given percentage change in the overall stock market during the measurement period.

The CAPM posits that the appropriate expected rate of return on asset i, E(Ri), depends on the β coefficient as well as on the risk-free rate of return, Rf, and a market-wide risk premium, E(Ri) – Rf. The usual proxy for the risk-free rate in the U.S. is the return on a U.S. Treasury security. Specifically, the relationship is:

E(Ri) = Rf + βi (Rm – Rf)

For example, consider a stock with a β coefficient of 0.75 when Rf = 4% and E(Rm) = 14%. The CAPM indicates that the appropriate, risk-adjusted rate of return on the stock is 4% + 0.75 (14% – 4%) = 11.5%. Note that the CAPM may be used to price not only individual stocks but also portfolios. The graphic portrayal of the equilibrium trade-off between expected return and risk (β) is known as the Security Market Line (SML).

Consider two well-diversified portfolios with the same beta. As shown in Figure 2.2, asset A resides on the SML and has an expected return of 15%, and asset B has an expected return of 17% and is consequently off the SML. Both assets have a β of 1.2. The risk-free return is 6%. The expected return on asset B is too high, which implies that its price is too low. Thus, asset B is undervalued, and asset A is correctly valued. Observe that assets A and B are the same in terms of risk (β = 1.2 for both). Both assets should consequently have the same expected return. Asset A is correctly priced in an absolute sense within the CAPM, asset B is incorrectly priced in an absolute sense, and assets A and B are mispriced relative to one another because they have the same systematic risk but different expected returns. However you look at it, the Law of One Expected Return is violated, and an arbitrage opportunity exists.6

Figure 2.2. Capital Asset Pricing Model Perspective on Arbitrage
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How should the mispricing of asset B be arbitraged? Buy asset B because it is undervalued, and sell short A to hedge the position. Importantly, asset A is not sold short because it is overvalued. Indeed, asset A is correctly priced. It is sold short to fund the purchase of undervalued asset B and to hedge away the risk of possible adverse price moves in asset B. Assuming that the proceeds from the short sale can be used to fund the purchase of B, the strategy generates an initial net cash inflow because the price of B is less than the price of A. This follows from the fact that the expected return on asset B is higher than that for asset A. The transaction locks in the 2% misvaluation of asset B as a riskless excess return. The excess return is hedged because assets A and B have the same β. In other words, no matter which way the prices of the two assets move, the long/short position locks in the 2% return differential. This means that the position is hedged against the damage done if the entire market fell, thereby bringing down the prices of both assets A and B. Similarly, the position could not benefit from a general upsurge in the market either.

Arbitrage Pricing Theory Perspective

One-Factor Model

As the name suggests, the APT prices assets by focusing on the condition in which arbitrage is precluded for assets and portfolios. Arbitrage is first examined from this perspective using a one-factor model. This is similar but not identical to the CAPM, which asserts that the only relevant source of systematic risk is the broad market itself. However, this does not suggest that the CAPM and the APT make the same assumptions or view equilibrium in the same fashion. After exploring arbitrage from the one-factor perspective, the next example considers arbitrage using a broader multifactor version of the APT. This departs from the prior examples by presenting the arbitrage portfolio as a riskless revision of a previously established portfolio in a way that does not require additional funds. The example illustrates the principle that any portfolio change that involves no incremental risk and requires no investment should provide zero incremental expected returns. Alternatively stated, an arbitrage opportunity exists if incremental expected returns are nonzero in the absence of incremental risk.

Consider the portfolio of three stocks shown in Table 2.1, which presents their expected returns, E(Ri), and sensitivities, bi, to the one assumed factor or source of risk.7 These b coefficients are analogous to the β of the CAPM, except that not every b relates to “the market.” For example, stock 1’s b of 3.2 indicates that a 10% increase (decrease) in the return on the single factor is expected to be associated with a 32% increase (decrease) in stock 1’s return.

Table 2.1. One-Factor APT Arbitrage Data
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The investment consists of $5 million in stock 1, $5 million in stock 2, and $10 million in stock 3. Thus, the total invested wealth is $20 million. If the expected returns of these three stocks do not properly reflect relative (factor exposure) risk, an arbitrage portfolio can be formed that increases expected return without increasing risk beyond the current level of our portfolio.

An arbitrage opportunity is identified by examining the relationship among the expected returns and risks of the stocks in the portfolio. It is necessary to determine whether any equivalent combinations of securities are not priced equivalently. To describe the portfolio, define Wi as the percentage (weight) of wealth invested in security i. In the current example, W1 = .25, W2 = .25, and W3 = .50. As discussed in Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” long positions have positive weights, and short (or liquidations of existing) positions have negative weights. If the expected return on the current portfolio E(Rp) can be increased by changing the amounts invested in each security without requiring additional funds or increasing risk, an arbitrage opportunity exists. This just restates the previously discussed requirements that true arbitrage is both self-financing and riskless. In this example, the arbitrage portfolio is described by the incremental changes in the amounts invested (weights) in the three assets of the original portfolio. As explained next, the new final portfolio is the addition of the original and arbitrage portfolios.

Let’s more systematically express the constraints that must be satisfied for an arbitrage opportunity. First, the arbitrage portfolio cannot require additional funds. Indicating change with Δ, this requires that ΔW1 + ΔW2 + ΔW3 = 0 in the portfolio. This means that any change in the amounts (weights) invested in the three securities in the portfolio must cancel each other out so that no additional funds are required in modifying the existing portfolio to form the arbitrage position. In other words, additional funds needed to alter the existing long positions (positive weights in the arbitrage portfolio) are offset by the proceeds generated by some sales (negative weights in the arbitrage portfolio) of the existing positions. The arbitrage portfolio has no net sensitivity to the single factor; in other words, it is riskless. A portfolio’s sensitivity is the weighted average of each of the sensitivities of the securities in the portfolio to the one assumed relevant factor. For the portfolio in this example to be riskless, this implies that:

(2.1A.)

[image: image]

or

(2.1B.
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Zero nonfactor (unsystematic) risk is assumed.8 Thus, the search for an arbitrage opportunity reduces to solving for the amount of money (weight) invested in each of the three assets that simultaneously satisfy the two constraints that no additional funds are required (ΔW1 + ΔW2 + ΔW3 = 0) and that the position be riskless (b1ΔW1 + b2ΔW2 + b3ΔW3 = 0) and yet generate a nonzero incremental expected rate of return. If no such weights can be found that meet these constraints and generate a nonzero expected return, no arbitrage opportunity exists, and prices are presumably in “arbitrage-free” steady state.

The problem contains three unknowns (ΔW1, ΔW2, ΔW3) and two equations (constraints).9 Thus, the two constraints may be restated together in terms of the example as follows:

(2.2A.)
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(2.2B.)
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This system of equations can have an infinite number of solutions. However, if any one solution set of values for ΔW1, ΔW2, and ΔW3 yields a nonzero expected return, an arbitrage opportunity is present. Let’s arbitrarily try a value of ΔW1 = .15. The complete solution is then found by substituting ΔW1 = .15 into the no-additional-investment constraining equation (2.2A), solving for ΔW3 in terms of ΔW2 and then relying on the no-additional-risk constraining equation (2.2B) to indicate the appropriate value for ΔW3. The solution process first restates the no-additional-investment constraint:

(2.3A.)
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(2.3B.)
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This implies that:

ΔW3 = –.15 – ΔW2

The no-additional-risk constraint states that:

3.2 (.15) + 1.0ΔW2 + 2.0 (–.15 – ΔW2) = 0

This implies that ΔW2 = .18. Thus, if:

ΔW1 + ΔW2 + ΔW3 = 0

and

ΔW1 = .15

and

ΔW2 = .18

then

ΔW3 = –ΔW1 – ΔW2 = –.15 – .18 = –.33

To confirm that both the no-additional-risk and no-additional-investment constraints are satisfied simultaneously, we observe that:

(2.4A.)
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and

(2.4B.)
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The economic interpretation of this solution is that the long position in stock 1 should be increased by 15%, the long position in stock 2 should be increased by 18%, and the long position in stock 3 should be decreased by one-third to finance the increased amount invested in stocks 1 and 2. In other words, stock 3 is partially liquidated to fund the increased exposure to stocks 1 and 2. All the percentage changes are measured relative to the overall value of the combined portfolio of the three stocks, which is $20 million. Thus, ΔW1 = .15 implies an increased investment in stock 1 of $20 million × .15 = $3 million, ΔW2 = .18 implies an increased investment in stock 2 of $20 million × .18 = $3.6 million, and ΔW3 = –.33 implies a reduction of the investment in stock 3 by $20 million × –.33 = $6.6 million. The no-additional-investment constraint is satisfied because the aggregate increase in the amount invested in stocks 1 and 2 of $6.6 million ($3 million + $3.6 million) is offset by the proceeds generated by the sale of $6.6 million of stock 3.

Is this portfolio an arbitrage candidate? If its incremental expected return is nonzero, an arbitrage opportunity is present. This is determined by calculating the incremental expected return on the portfolio containing the revised investment weights:

(2.5.)
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Thus, the revised portfolio weights indicate that the arbitrage portfolio generates a positive incremental expected return of 2.52% while requiring no additional funds and adding no more risk to the original portfolio.

Consider the relationship between the original and arbitrage portfolios presented in Table 2.2. In interpreting the table, focus on the example of stock 1. It is now worth $8 million ($5 million + $3 million). Stock 1 consequently has gone from 25% to 40% of the portfolio. Similarly, stock 2 has increased from 25% to 43% of the portfolio, and stock 3 has decreased from 50% to 17%. This implies the following new expected return and overall factor sensitivity for the portfolio:

(2.6A.)
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(2.6B.)
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Table 2.2. The Relationship Between the Original and Arbitrage Portfolios
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Recall that the expected return on the initial portfolio was 17% and the risk or b was .25(3.2) + .25(1.0) + .50(2.0) = 2.05. Thus, the arbitrage strategy enhances return without increasing the investor’s risk. No significant change in total volatility would be expected if the portfolio were initially well-diversified. In other words, unsystematic risk is trivial.

Two-Factor Model

The preceding examples of asset pricing model-based examples of arbitrage determine expected returns on the basis of a single source of risk—the “market” within the CAPM and an unnamed single factor in the previous APT example. Consider a two-factor APT framework that is representative of more extensively specified models that consider multiple sources of risk.

Assume that assets are priced as portrayed in the general APT approach just presented. The previous model is modified by allowing returns to be generated by two sources of risk. It is reasonable to believe that stock returns are determined by numerous macroeconomic factors such as the rate of inflation, changes in the overall level of interest rates, or changes in the average risk tolerance of investors in the market as the economy moves through the business cycle. Thus, actual portfolio returns, Rp, in this two-factor APT framework should differ from expected returns, E(Rp), due to unexpected changes in two macroeconomic factors, F1 and F2, and the sensitivity of the given portfolio to each of the those factors, as measured by b1 and b2, and the average firm-specific contribution to unexpected returns, εp. More specifically:

(2.7.)
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For the sake of the example, consider the first factor to be unanticipated inflation and the second factor to be unanticipated changes in investors’ average risk tolerance. Each of these factors is represented by a factor portfolio, which is a well-diversified portfolio that has a b of 1 on its given source of risk and a b of 0 on the other factor. In other words, the factor portfolio for unanticipated inflation has a b of 1 with respect to the variability in returns induced by unanticipated changes in inflation and a b of 0 with respect to unanticipated changes in investors’ average risk tolerance. The two individual factor portfolios provide benchmarks against which the risk and return of portfolios can be priced in a multifactor context. Assuming that the portfolios in this example are well-diversified, the expected value of the firm-specific component should be 0, or E(εp) = 0. We also assume that each of the factor portfolios may be invested in something like an index fund.

Let the expected return on the first-factor portfolio, E(RF1), be 14% and the expected return on the second-factor portfolio, E(RF2), be 18%. Assume that the risk-free rate of return Rf is 6%. This implies that the risk premium on Factor 1 is [E(RF1) – Rf] = 14% – 6% = 8% and that the risk premium on Factor 2 is [E(RF2) – Rf] = 18% – 6% = 12%. Suppose that portfolio A has a Factor 1 exposure of bAF1 = 0.85 and a Factor 2 exposure of bAF2 = 0.35. The two-factor APT model consequently indicates that portfolio A’s expected return should be as follows:

(2.8.)
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What if portfolio A is mispriced so that its expected return is 19% rather than its appropriate return of 17%? Portfolio A’s expected return is too high, which implies that it is undervalued. This is because the ability to buy at too low a price brings the expectation of too high a rate of return. This violates the Law of One Price and the analogous Law of One Expected Return because a similar portfolio can be built that generates the appropriate expected return of 17%. Similarity in this context is measured by the sensitivities to each of the two factors or sources of risk. Thus, if another portfolio, call it arbitrage portfolio B, with bF1 = 0.85 and bF2 = 0.35 can be constructed to yield the appropriate expected return of 17%, the “same thing” will not sell for the same price (expected return), and an arbitrage opportunity will be present. As mentioned earlier, such an opportunity places pressure on asset prices until arbitrage-free prices prevail.

This mispricing may be exploited by taking positions in each of the two-factor portfolios and the risk-free security so as to replicate the riskiness and appropriate expected return of portfolio A. In so doing, we rely on the ability to go long or short and to hedge a position to render it riskless. Furthermore, the arbitrage strategy must not require any net positive initial outlay. As always, the percentages invested in each asset must sum to 100 percent. To determine the riskiness of the arbitrage portfolio, recall that the overall systematic or factor risk of a well-diversified portfolio is equal to the weighted average of the systematic or factor risks of the individual assets constituting the portfolio. The weights are the percentage amount invested in each of the assets relative to the portfolio’s overall market value. Specifically, the goal is to ensure that the same exposure to each of the two factors is achieved wherein bF1 = 0.85 and bF2 = 0.35 by investing in the two-factor portfolios and the risk-free security. The essential logic is that we want to go long and short portfolios of equivalent risk but at different prices so that the mispricing can be captured in a riskless, self-financing manner.

Before completing this example of arbitrage using the two-factor APT, let’s consider the concept of calculating portfolio risk in the more straightforward context of the CAPM. Assume that a portfolio consists of $40,000 invested in a stock with a β of 1.25 and $60,000 invested in another stock with a β of 0.95. What is the βp of the overall portfolio? It is the weighted average of the two βs for the stocks in the portfolio. In this example, it is:

(2.9.)
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The same approach can be used to determine a portfolio’s overall sensitivity to each of the economic factors in the two-factor APT. Thus, a portfolio’s overall sensitivity to a given factor is the weighted average of the sensitivities to the given factor for each of the securities in the portfolio. As in the CAPM example, the weights are the percentage amounts invested in each of the assets relative to the portfolio’s overall market value.

The preceding two-factor APT example sought to replicate a Factor 1 sensitivity of bAF1 = 0.85 and a Factor 2 exposure of bAF2 = 0.35 to replicate the riskiness of portfolio A. Each factor (index) portfolio has, by definition, sensitivity with respect to its own factor of 1. Furthermore, the risk-free security has a sensitivity of zero with respect to all the specified economic factors. This implies that an investor can achieve the desired factor sensitivities by allocating 85% of his money to the Factor 1 portfolio and 35% of his money to the Factor 2 portfolio. The target Factor 1 sensitivity of bAF1 = 0.85 is obtained because investing 85% in the Factor 1 portfolio, which has a b of 1.00 with respect to Factor 1 by definition, yields a weighted b with respect to Factor 1 of 0.85. Simply put, 0.85 × 1.00 = 0.85 = bAF1. Similarly, the target Factor 2 sensitivity of bAF2 = 0.35 is obtained because investing 35% in the Factor 2 portfolio, which also has a b of 1.00 with respect to Factor 2 by definition, yields a weighted b exposure to Factor 2 risk of 0.35 × 1.00 = 0.35 = bAF2.

You probably are wondering how investing 85% in the Factor 1 portfolio and 35% in the Factor 2 portfolio is possible, because the percentages add up to 120%. Indeed, an investor’s allocations must ultimately sum to 100 percent if we have completely described what a portfolio contains and how it has been financed. Let’s address this apparent contradiction.

We earlier assumed that an investor has access to the funds generated by short sales. Consider that selling short an asset with a positive expected return is like borrowing funds at that expected rate of return. By implication, obtaining funds through the short sale of the risk-free asset is the same as borrowing funds at the risk-free rate. So what is the significance of this observation? The ability to obtain funds through selling short the risk-free asset brings an overall portfolio allocation that appears to be above 100 percent back to the required allocation of only 100 percent of an investor’s money. In other words, the amount allocated to the Factor 1 portfolio is 85%, to the Factor 2 portfolio is 35%, and to the risk-free security is –20%. The investor has invested in two assets (factor portfolios 1 and 2) and sold short the risk-free asset to help finance the overall position.

Now that you understand how to construct arbitrage portfolio B to replicate the risk of undervalued portfolio A, let’s explore how to implement the overall arbitrage strategy and evaluate the expected outcome. Portfolio A is bought because it is undervalued. To render the overall strategy riskless and to eliminate any initial cash outlay, it is necessary to sell short arbitrage portfolio B. The two portfolios have the same risk. Portfolio A has an expected return in excess of portfolio B, which implies that the price of portfolio B exceeds that of portfolio A. Thus, the proceeds generated by the short sale of portfolio B exceed the price of purchasing undervalued portfolio A. Therefore, going long and short portfolios of the same risk is a hedged, riskless position, and yet the strategy generates an initial cash inflow. The strategy consequently meets the requirements for the presence of an arbitrage opportunity; it is riskless and self-financing.

What outcome can you reasonably expect from this strategy? This can be portrayed by comparing the actual returns that will be obtained on each of the two portfolios. Recall from equation 2.7 that Rp = E(Rp) + b1F1 + b2F2 + εp. The actual returns that will be obtained on the portfolios are:

(2.10A.)
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(2.10B.)
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Any variation in the two sources of factor risk cancel each other out because the two portfolios have the same exposure to those factors, and one portfolio is long while the other is short. Thus, as shown in equations 2.10A and 2.10B, the combined positions make up a riskless hedge that captures the 2% difference in the expected returns on portfolios A and B without requiring an initial cash outlay. This is a “money machine,” and the act of arbitrage will push the two portfolios back to the arbitrage-free price level.

Summary

This chapter illustrated the nature of the Law of One Price, the Law of One Expected Return, arbitrage, and hedging using several examples. These concepts were first illustrated using the example of a discrepancy in the price of gold in two locations. We concluded that an arbitrage opportunity is present and exploited it by buying gold where it is cheap and selling short gold where it is expensive. This example showed that arbitrage is riskless, is self-financing, and involves at least one mispriced asset. It is riskless because the position is shown to be perfectly hedged, and it is self-financing because the proceeds from selling the gold short are used to finance the purchase of the gold where it is cheap. Although no asset pricing model was invoked in the example, at least one of the gold prices must be incorrect.

Arbitrage and hedging also were illustrated in the context of asset pricing models. The perspectives of the CAPM and one- and two-factor APT models were presented. These examples showed how asset pricing models can be used to determine the sameness or equivalence of different assets and portfolios. The CAPM and APT examples showed that two portfolios with the same risk are viewed as equivalent for the purpose of identifying arbitrage opportunities. By the Law of One Expected Return, the two portfolios with the same risk must have the same expected return. If equivalent investments do not have equivalent returns, the cheap investment is bought and the expensive is sold in a manner that produces a riskless hedge that is self-financing. Thus, a return in excess of the risk-free rate is produced even though no risk is borne due to the presence of some mispricing.

The examples presented in this chapter implicitly show that the Law of One Price cannot be relied on solely because assets and portfolios with equivalent returns do not necessarily have the same expected future cash flows and therefore need not have the same prices. Thus, the Law of One Price must be restated as the Law of One Expected Return in considering the CAPM and APT. This revised law asserts that equivalent assets should generate the same expected return, which is different from requiring that the same assets have the same prices.

Endnotes
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3 Lamont and Thaler (2000, p. 266).
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5 While the absence of arbitrage opportunities is consistent with equilibrium, the achievement of general equilibrium satisfies additional conditions. See Fama and Miller (1972) for an extensive discussion of market equilibrium in the theory of finance.

6 This example presents expected returns, which implies risk. Thus, there is no guarantee that the ex post returns will equal the estimated ex ante returns. For example, it is possible that some unsystematic (diversifiable) risk that is unrelated to beta will cause the ex ante and ex post returns to differ. However, the fact that the example is for well-diversified portfolios minimizes any concern over the impact of unsystematic risk.

7 This example is adapted from the discussion of arbitrage and the APT in Sharpe, Alexander, and Bailey (1999, pp. 283–286).

8 This would be easiest to accept if the positions in the portfolio were actually well-diversified portfolios. Nonetheless, we assume that nonfactor risk is not large enough to be a concern and recognize that true arbitrage assumes that this is so as well.

9 Alternatively, the problem may be viewed as having a third constraint that the expected incremental return on the arbitrage portfolio must be nonzero. I present the problem with the goal of finding a nonzero expected incremental return rather than viewing it as a constraint.


Chapter 3. Cost of Carry Pricing

The price of an article is charged according to difference in location, time, or risk to which one is exposed in carrying it from one place to another or in causing it to be carried. Neither purchase nor sale according to this principle is unjust.

—St.Thomas Aquinas c. 1264

This chapter extends the arbitrage framework by presenting the cost of carry model approach to identifying and exploiting mispriced positions. The model links two types of prices: spot prices, which are transactions today, and forward and futures prices, which are negotiated today but apply to future transactions. The framework powerfully yet simply reveals when spot and forward or futures prices incorrectly reflect the costs and benefits of the passage of time. After explaining the logic of the cost of carry approach, this chapter presents specific examples of the model for a commodity, silver, and for interest rates.

The Cost of Carry Model: Forward Versus Spot Prices

Pricing Perspective

First consider the cost of carry model from an absolute pricing, currency-denominated perspective. What is a reasonable relationship between the spot (cash) price, S, of a commodity like silver and its forward price, F, for delivery in one year?1 Should the forward price be higher or lower than the spot price? If there is a difference, what is reasonable?

Consider the key source of any difference between spot and futures prices: time. The difference results from the costs and benefits of moving the commodity through time. Costs could include insuring, storing, and financing the silver position over the one-year holding period. Benefits would include any cash flows generated by the asset, such as dividends or interest over the holding period, but these do not apply in the case of silver. Let’s assume that the contracting parties each hold up their end of the bargain, so there is no risk of default. Otherwise, the risk of default would likely be reflected in the pricing of the forward contract. The relative pricing of the spot and forward should express the net cost of carry, which reflects both the costs and benefits of carrying silver over the given year.

Assume that the net carrying cost amounts to C percent, which is dominated by the borrowing cost component for financial assets. Thus, the forward price should equal the spot price grossed up by the cost of “carrying” the spot position of silver at C percent for the indicated time period:

(3.1.)
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For example, a spot price of silver of $5.84 per ounce and a net cost of carry of 3% imply a forward price of $5.84 (1.03) = $6.02 for delivery in one year. This forward price covers the cost of carrying the spot position in silver to the delivery date in one year. The forward price is expected to exceed the spot price when there is a positive net cost of carry.2 Thus, the net cost of carry is the cost of financing and holding the commodity over the indicated time period, which is 8¢ per ounce or 3% in this silver example.3

Why should this forward price hold? The current owner of the silver is unwilling to commit to a future sales price less than $6.02 because he could sell the silver today for $5.84, earn 3% on the proceeds over the next year, and have $6.02 at the end of the year. Alternatively, the buyer of the silver through the contract would be unwilling to pay more than $6.02 because he could borrow the current spot price of silver of $5.84, finance the loan at 3% over the next year, and pay off the principal and interest on the loan for $6.02 in a year. Because the buyer is unwilling to pay more than $6.02 and the seller is unwilling to accept less than $6.02, this becomes the steady-state price. This reference point is important because deviations from it imply an arbitrage opportunity.

Rate of Return Perspective: The Implied Repo Rate

Reconsider the cost of carry model from a rate of return perspective. Let’s calculate the return implied by buying silver, holding (carrying) it for one year, and then delivering the silver to cover a short position in the forward market. The result is referred to as the implied repo rate because it is similar to a short-term transaction called a repo, in which a security is sold with the agreement to buy it back later at a higher price. The difference between the purchase and sale prices implies a financing rate for the transaction’s given time horizon. In the context of forward and spot prices, the implied repo rate, R, is:

(3.2.)
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If the forward price reflects the mentioned 3% cost of carry, the implied repo rate equals the cost of carry:

(3.3.)
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Enforcing the Cost of Carry with Arbitrage

What if the forward price does not properly reflect the cost of carry? Alternatively stated, what if the repo rate is not equal to the cost of carry? This creates an arbitrage opportunity, which is the opportunity to risklessly lock in the difference between the implied repo rate and the cost of carry using a strategy that does not require a positive initial investment. One of two strategies is appropriate: cash and carry or reverse cash and carry.

There are two mispricing possibilities: the forward price is either too high or too low relative to the spot price. It is important to emphasize that this is a relative valuation approach. In other words, the forward price is misvalued relative to the spot price. Thus, any misvaluation originates in the forward, not the spot market. Importantly, no absolute spot pricing model is used to identify mispricing. An example of an absolute pricing model is calculating the present value of the expected future cash flows on a spot position.

Example of Cash and Carry Arbitrage

Consider the case in which the forward price of silver is $6.15. We noted that the appropriate forward price is $6.02 in light of a cost of carry of 3% and a spot price of $5.84. Thus, the forward contract is too high relative to the spot price of silver. Consequently, the forward contract is overvalued relative to the spot price. Two approaches may be used to show that this situation is unsustainable. We first show that this creates an arbitrage opportunity from a pricing perspective. Second, we show that the implied repo rate differs from the financing rate in this case.

Common sense suggests that we sell the forward contract because it is overvalued. However, selling it alone is risky because the price that must be paid to buy the silver in a year is unknown. This is called price risk. As explained in Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” the risk of selling the forward contract can be neutralized by establishing a hedge. In this example, the hedging transaction is to buy the silver today in the spot market and carry it forward for delivery in a year. This eliminates price risk because we then know the total cost of buying the silver to be delivered in a year: the spot price plus the cost of financing that purchase price over the year-long period. And we know the sales price of the silver because it was established by the short forward contract. Thus, because we are long and short the same quantity of silver, any move in the price of silver is self-canceling. Thus, we risklessly lock in the spread between the spot and the forward prices by borrowing to buy spot silver and also selling it forward.

This strategy is called cash and carry arbitrage: buy the commodity in the spot market with borrowed funds, carry (hold) it for one year, and pay off the loan using the proceeds generated by the sale of the commodity under the terms of the forward contract. Table 3.1 summarizes the steps of the strategy using the data for silver on a per-ounce basis.

Table 3.1. Cash and Carry Arbitrage Example for Silver
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The strategy meets the required conditions for arbitrage presented in Chapter 1. The purchase of silver in the spot market using borrowed funds neither generates nor requires cash. There is no price risk, and yet the difference between the effective purchase and sale prices implies a return that differs from the risk-free rate. As explained previously, a riskless position that does not generate the risk-free rate of return implies an arbitrage opportunity.

Let’s confirm that the implied repo rate differs from the financing rate in this example:

(3.4.)
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This is greater than the 3% cost of carry. The source of the excess return is the forward price being greater than that predicted by the cost of carry model. Thus, as discussed, the appropriate strategy is to sell the overvalued forward contract and hedge the position by buying silver in the spot market with borrowed funds. Because the implied repo rate exceeds the cost of carry, we can carry the silver to the delivery date and still make a profit in excess of the risk-free rate. Thus, we effectively can borrow at the risk-free rate and invest at a rate above the risk-free rate. As noted, the position is riskless and self-financing.

Example of Reverse Cash and Carry Arbitrage

Reconsider the preceding example by assuming that the forward price for silver is only $5.95, which is lower than the $6.02 predicted by the cost of carry model. The forward contract is consequently undervalued relative to the spot price. Once again, we can show that this creates an arbitrage opportunity from both the pricing and implied repo rate perspectives.

We obviously want to buy the forward contract because it is undervalued. However, buying the contract alone is risky because we do not know what the spot price will be when we sell the silver in a year after we buy it through the long forward position. This risk can be neutralized by selling short the silver today in the spot market. As before, we assume that the proceeds of the short sale can be invested at the 3% cost of carry for the one-year time period spanned by the contract. This transaction eliminates price risk because the price at which we sell the silver in the spot market is locked in by the short sale. As in the case of cash and carry arbitrage, any move in the price of silver is self-canceling. This is because we are long (via the long forward position) and short (via the sale of silver in the spot market) the same quantity of silver. Consequently, there is no exposure to the risk that silver prices will increase and thereby bring a loss on our short position, because the price at which we will cover the short is fixed at the long forward position’s price. Thus, we have risklessly locked in the spread between the spot and forward prices. The hedge generates a profit in excess of the risk-free rate because the forward price is less than that indicated by the cost of carry pricing relation.

This strategy is called reverse cash and carry arbitrage—buy the forward contract, sell short silver in the spot market and invest the proceeds at the riskless interest rate for one year, and cover the short position in one year using the silver bought at the price specified in the forward contract. Table 3.2 summarizes the steps of this strategy using the data for silver on a per-ounce basis.

Table 3.2. Reverse Cash and Carry Arbitrage Example for Silver
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The reverse cash and carry strategy meets the required conditions for arbitrage. The simultaneous short sale of the silver in the spot market and the investment of those proceeds neither generate nor require cash initially. There is no risk because the short sale is covered using the silver purchased at the predetermined forward price at the end of the year. However, the riskless position does not generate the risk-free rate of return, which implies an arbitrage opportunity.

As expected, the implied repo rate differs from the cost of carry in this example:

(3.5.)
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which is less than the 3% riskless interest rate. The source of the excess return is the forward price being lower than that predicted by the cost of carry model. Thus, as discussed, the appropriate strategy is to buy the undervalued forward contract and hedge the position by shorting silver in the spot market and investing the proceeds for one year at the cost of carry. Because the implied repo rate is below the riskless interest rate, we effectively can borrow at a rate below the risk-free lending rate. The cash and carry and reverse cash and carry arbitrage strategies are summarized in Table 3.3.

Table 3.3. Summary of Cost of Carry-Based Arbitrage Strategies
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Using Forwards to Predict Future Spot Prices: The Risk Premium Bias

Perhaps you have heard it argued that the forward price is the market’s unbiased consensus prediction of the future spot price on the delivery date. For example, consider a forward price (F) of $31.05 for delivery of a non-dividend-paying stock in one year, which is currently selling for a spot price (S) of $30.00.4 If we accepted this argument, we would interpret the forward price of $31.05 as the market’s unbiased prediction that the spot price will be $31.05 in one year. The cost of carry framework and its relationship to the stock’s rate of return show this argument to be incorrect.

Consider the cost of carry pricing relationship presented in equation 3.1 in this chapter:

F = S (1 + C)

where C is the net carrying cost, as defined previously. For a stock, we will reasonably assume that the cost of carry is dominated by the financing cost, which is the risk-free rate of return discussed earlier. This financing cost expresses the time value of money. Assume C = 3.5% in this case.

Note that the expected future spot price is not in the cost of carry equation! Thus, the forward price is not a predictor of the expected future spot price. The key to developing some intuition for this observation is provided by exploring the relationship between the cost of carry and the expected return on the stock.

The expected return (E(R)) on a stock is equal to the risk-free rate and a risk premium (RP) that compensates the investor for the risk in excess of the mere time value of money:

E(R) = C + RP = C + [E(R) – C].

The expected future stock price (E(S1)) is the current stock price grossed-up by the expected return over the one-year holding period:

E(S1) = S [1 + E(R)].

Assume for our purposes that E(R) = 18%. Thus, E(S1) = $30.00 (1.18) = $35.40. Therefore, it is clear that the expected future stock price is not the same as the forward price. The difference between the two is:

E(S1) – F = S [1 + E(R)] – S (1 + C) = S [E(R) – C] = $30.00 (0.18 – .035) = $4.35.

Recall that [E(R) – C] was previously defined as the risk premium. Thus, the difference between these two equations indicates that the forward price is a biased estimate of the expected future spot price. Indeed, the specific magnitude of the bias is the risk premium, which is (0.18 – .035) = 0.145 in this case. Because we generally expect the risk premium to be positive, this implies that the expected future spot price should, on average, exceed the forward price. More specifically, this implies that the forward price is expected to systematically underestimate the expected future spot price. This is consistent with the long forward contract earning a positive risk premium. This is because the long is obligated to buy at F, which is expected to be less than E(S1). The long forward will consequently capture E(S1) – F = $35.40 – $30.00 = $4.50 as a profit; this has previously been shown to equal the risk premium.

Why should the forward contract earn only the risk premium over a one-year period? Stated alternatively, why does the return exclude compensation for the time value of money, as measured by the cost of carry C? The time value of money should be earned on an investment due to its opportunity cost, which is the cost of tying up the money in that position as opposed to some other investment. However, a forward contract requires no initial investment and consequently should not be compensated for the time value of money. Yet the forward contract retains the risk of the move in the stock’s price over the contract period and consequently should earn the risk premium. Similarly, think of the initial “investment” in the forward contract as being completely financed, which should be compensated with a risk premium. This result should hold for both non-dividend- and dividend-paying stocks.5

In summary, the common sense notion that forward prices express the market’s average forecast for the future spot price is misguided and incorrect. Indeed, the forward price is a biased estimate of the expected future spot price that reflects a risk premium.




Cost of Carry and Interest Rate Arbitrage

The arbitrage strategies just discussed exploit unjustified differences between forward and spot prices, which also imply that the implied repo rate and cost of carry differ. The same approach can be used to explore differences in fixed income security returns across maturities, which is known as the term structure of interest rates. It is common to graphically plot the relationship between spot market yields and maturities for U.S. Treasury securities, resulting in what is called the yield curve. Term structures of interest rate analysis can identify differences in yields across different maturities that reflect violations of the cost of carry relation. This can consequently identify potentially profitable arbitrage opportunities. Such analysis also enhances our understanding of the nature and applicability of the cost of carry pricing framework.

Example of Identifying an Interest Rate Arbitrage Opportunity

Consider the following data on spot and forward yields observed on July 19:
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We consider spot and forward positions in zero-coupon bonds with face values of $1 million, which are discount instruments that do not pay coupons. For simplicity, we assume that these securities have no default risk. While this example is most applicable to government securities, such as U.S. Treasury bills (T-bills) and their forward or futures contracts, the analysis may be extended easily to other zero-coupon and coupon-bearing securities.6 Figure 3.1 shows a timeline of the data for this example.

Figure 3.1. Timeline for Interest Rate Arbitrage Example
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Designing an Arbitrage Strategy

Consider the insight into financial engineering revealed by analyzing the relationship between spot and futures or forward contract interest rates across the term structure. The goal is to determine whether the relative prices and implied yields of the spot and forward instruments described here are consistent with the Law of One Price and its corollary, the Law of One Expected Return.7 This implies that returns on all positions of comparable risk for the same time period should be the same.

We explain interest rate arbitrage analysis by looking at the preceding example from two different vantage points in time. The first perspective compares the return on the shorter-term spot security (maturity t) with the return on a combined spot/forward position for the same period of time. In the example, we specifically explore whether the forward contract can be combined with a spot position to generate a return over the 90-day period from July 19 to October 19 that differs significantly from the 90-day spot rate of 3.6921%. Because the two investments cover the same time period and have the same risk, they should have the same return. If these returns are different, the cost of carry relationship is violated, and an arbitrage opportunity exists.

Taking the second perspective, the return on the longer-term spot security (maturity T) is compared to the return from investing first in the shorter-term (maturity t) spot security followed by investing in the spot security (maturity T – t) delivered by the forward contract, which matures at time T. An investment maturing at time t followed by an investment for period (T – t) spans the entire longer time period of maturity T: t + (T – t) = T. Because these two investments have the same risk as the spot security maturing at time T, they should jointly generate the same return. Specifically, we compare the return on the longer-term 181-day spot position with the return from investing in the 90-day spot position followed by investing in the 91-day spot zero-coupon bond delivered by the forward contract. Thus, we compare the returns on two different 181-day investments that have the same risk and consequently should have the same returns. If the returns differ, an arbitrage opportunity exists.

Let’s more carefully describe the specific steps in doing interest rate arbitrage analysis from each of the two perspectives. From the first perspective, we start by examining the spot return on a security with a shorter-maturity at time t. Suppose that a forward contract is trading on the same shorter-term security that is to be delivered at time t. Then, we examine the return on a longer-term, otherwise identical spot security, maturing at time T. Thus, T > t. At the delivery date t, the longer-term security will have a remaining maturity of T – t, which is the maturity of the security that will be delivered by the forward contract. Consequently, this security can be used to satisfy the delivery requirement on the forward contract. Given this information, we can check whether the prices and implied returns are arbitrage-free. Specifically, we compare the return on the t-maturity spot security with the return on a combined long position in the T-maturity spot security and a short forward position that delivers at time t. Thus, both positions have a maturity of t. If the returns differ, an arbitrage opportunity exists.

Let’s apply this analytical approach from the first perspective to the data. As of July 19, we examine the spot return on a 90-day security maturing on October 19 (time t), the spot return on a 181-day security maturing on January 18 (time T), and the implied return on a combined spot/forward position spanning the 90-day period from July 19 to October 19. Note that on October 19, the remaining maturity on the 181-day security is 91 days (T – t = 181 – 90 = 91), which is the maturity of the security to be delivered by the forward contract on that date.

Now consider the specific combination of a spot security and the forward contract that yields a return over the 90-day period from July 19 to October 19. If we hold the 181-day security for only 90 days and use it to meet the delivery requirement on a short forward position, we effectively create a synthetic shorter-term security. In other words, we can implement a strategy that shortens the effective maturity of the 181-day security to only 90 days. Similarly, we could structure a strategy to effectively create a longer-term security by buying the 90-day cash instrument and also buying the forward contract. Generalizing this, our analysis demonstrates how to create synthetic maturity (t-period) securities. You will see that the best strategy is determined by the relationship between the return generated by a combined spot/forward contract position and the return on a 90-day spot position, both over the 90-day period from July 19 to October 19.

The first perspective essentially argues that the return on the 90-day spot zero-coupon bond over the period from July 19 to October 19 should equal the implied repo rate on a long spot/short forward position over the same time period. The appropriate spot position to use in calculating the implied repo rate is the longer-term 181-day spot zero-coupon bond, which will have the 91-day maturity on October 19 needed to meet the delivery requirement of the forward contract. Thus, the annualized implied repo rate for the 90-day period is

(3.6.)

[image: image]

which is not equal to the 3.6921% rate on the 90-day spot security. Because the two rates differ, an arbitrage opportunity exists. Given that we view relative mispricing to originate in the forward market, the forward contract price is too high. Thus, an overvalued forward should be exploited using the cash and carry arbitrage strategy, which we will illustrate in detail.

Now, let’s apply the interest rate arbitrage analysis approach from the second perspective to the data. The 181-day return, i181, on the sequence of investing first in the 90-day spot zero-coupon bond yielding i90, and then in the 91-day spot zero-coupon bond yielding f91, delivered by the forward contract on October 19, will provide a 181-day return, i181, of:

(3.7.)
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This periodic rate may be restated on an annualized basis as (1.01860)365/181 – 1 = 3.7863%. This is less than the 181-day spot rate of 3.9318%. Thus, an arbitrage opportunity exists because the two rates are different. Given that we once again attribute misvaluation to only the forward market, the fact that the 90-day spot/91-day forward sequential investment strategy produces a return that is lower than the competing 181-day spot position indicates that the return on the forward contract is too low. In other words, if the forward return is too low, its price must be too high.

To reinforce the usefulness of this second perspective, let’s reexamine equation 3.7. We observed that to be arbitrage-free, an investor should be able to earn the same return on the sequence of investing first in the 90-day spot zero-coupon bond and then in the 91-day spot zero-coupon bond delivered by the forward contract as the return on the 181-day spot position. We can further explore this point by restating equation 3.7 to solve for the no-arbitrage 91-day forward contract rate implied by the 181- and 90-day spot rates:

(3.8.)
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The annualized implied arbitrage-free forward rate is (1.010236)365/91 – 1 = 4.1694%. However, the quoted 91-day zero-coupon forward rate is only 3.88%. The forward rate implied by the spot term structure should be the same as the quoted forward rate that applies to the same 91-day period in the absence of an arbitrage opportunity. Given that the effective yields are unequal, an arbitrage opportunity exists. The fact that the quoted forward rate is lower than the arbitrage-free forward rate implied by the spot term structure indicates that the quoted price of the forward contract is too high. Indeed, this corroborates our prior finding that the forward contract is overvalued and that the cash and carry arbitrage strategy is appropriate.

It is important to note that the analytical perspectives discussed here are complementary. Each answers the same question, which is whether an arbitrage opportunity exists. Let’s now explore the cash and carry and reverse cash and carry interest rate arbitrage strategies in more detail.

Example of Cash and Carry Interest Rate Arbitrage

Let’s create a synthetic 90-day position for the period from July 19 to October 19 using the preceding data. We will use this strategy to exploit the overvalued forward contract. The 90-day spot position is replicated by selling short the zero-coupon bond forward contract and using borrowed funds to buy a spot zero-coupon bond that can be delivered to meet the requirement of the short forward position. As discussed, it is appropriate to buy the 181-day spot zero-coupon bond because in 90 days its remaining maturity will be 91 days, which satisfies the delivery requirement of the short forward contract. This combined position meets the required conditions for an arbitrage strategy because it is riskless and self-financing. The position is riskless because the purchase price of the spot security and the sales price of the short forward position are each established and known. It is self-financing because the purchase price of the spot security is borrowed. This spot/forward combination is the previously discussed cash and carry arbitrage strategy as applied to fixed-income instruments.

Let’s more explicitly describe the steps of implementing the cash and carry strategy. First, on July 19, we borrow the current purchase price of $981,058 for the 181-day spot zero-coupon bond with $1 million face value at its maturity at the 90-day rate of 3.6921%.8 As discussed, we buy this security to meet the delivery requirement resulting from our sale of the forward contract, which requires us to deliver a 91-day zero-coupon bond in 90 days. Consistent with the earlier discussion, we carry the spot zero-coupon bond to hedge the risk of the arbitrage transaction. Second, we sell short the zero-coupon forward contract that pays $990,554 for the delivery of a 91-day spot zero-coupon bond on October 19. No cash changes hands at the inception of the forward contract on July 19.

On the delivery date of October 19, we deliver the original 181-day spot security, which then has a remaining maturity of 91 days. We repay our 90-day loan, which costs us $981,058 (1.036921)90/365 ≈ $989,868. As noted, we receive $990,554 for delivering the spot security. Thus, the arbitrage profit is $990,554 – $989,868 = $686.9

Example of Reverse Cash and Carry Interest Rate Arbitrage

Reconsider the preceding example by assuming that the effective yield on the forward contract is 4.45%, which implies a quoted price per $100 of $98.9204, for a total contract price of $989,204. The implied repo rate over the 90-day period from July 19 to October 19 is now:

(3.9.)
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which is lower than the 3.6921% on the 90-day spot security. Relying on the same logic as before, the first perspective consequently indicates that the forward contract is undervalued. The second perspective indicates that the 181-day return, i181, on the sequence of investing first in the 90-day spot zero-coupon bond yielding i90, and then in the 91-day spot zero-coupon bond yielding f91 delivered by the forward contract on October 19, will provide a 181-day return, i181, of:

(3.10.)
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This periodic rate implies an annualized rate of (1.01999)365/181 – 1 = 4.0721%. This is greater than the 181-day spot rate of 3.9318%. As expected, the fact that the 181-day spot/forward sequential investment strategy produces a return that is higher than the competing 181-day spot position indicates that the return on the forward contract is too high and that its price is too low.

We also observe that the modified example provides a quoted forward contract yield of 4.45%, which is higher than the 4.1694% no-arbitrage forward rate implied by the current term structure. While arbitrage consequently once again appears feasible, the fact that the implied no-arbitrage forward rate is lower than the quoted forward contract yield implies that the forward contract is undervalued. The appropriate strategy consequently is the reverse cash and carry arbitrage. Let’s examine this strategy in more detail to reinforce your understanding of cost of carry-based interest rate arbitrage.

The strategy is implemented by buying the undervalued zero-coupon bond forward contract today at $989,204. Yet holding this position alone exposes us to the risk of a decline in the spot price of zero-coupon bonds by the delivery date. So we sell short the 181-day spot zero-coupon bond today at a yield of 3.9318% to lock in the sales price, which is currently $981,058. This amounts to borrowing money. We then invest the proceeds of the short sale by buying the 3.6921%, 90-day spot zero-coupon bond that matures on October 19. Admittedly, this is a bit artificial, because we assume that part of a zero-coupon bond can be bought. In other words, the “whole” zero-coupon bond sells for $991,100, but we want only $981,058 of it so as to match the current price of the 181-day zero-coupon bond. On the delivery day, October 19, we collect the return on the invested proceeds of the previously-shorted 181-day zero-coupon bond, which is $981,058 (1.036921)90/365 ≈ $989,868. We also pay the contract price of $989,204 to take delivery of the 91-day zero-coupon bond under the forward contract commitment. Our arbitrage profit is $989,868 – $989,204 = $664. There are no other net cash flows on the position because on January 18 we collect the $1 million from the maturing zero-coupon bond and use the proceeds to pay the $1 million due on the maturing loan.

Practical Limitations

Arbitrage strategies should be evaluated in light of four practical market imperfections. First, arbitrage is limited by the fact that the repo rate typically is not fixed for the strategy’s full-time period and that it is expected to exceed the risk-free rate. Second, it is possible that an investor will not have access to the full proceeds of a short sale. This would limit the ability to implement a reverse cash and carry arbitrage strategy. Third, the analysis does not capture the potentially significant effect of transaction costs on the profitability of the arbitrage strategies. Fourth, some goods cannot be stored and consequently cannot be carried over time for future delivery. However, this should not be an issue in the example concerning zero-coupon bonds. The basic effect of these frictions is to create a band around the arbitrage-free price or interest rate.

Summary

This chapter presented the cost of carry approach to identifying and exploiting mispriced positions. This useful, simple framework portrays the appropriate relationship between spot and forward or future prices. Properly priced forward/futures contracts reflect the costs and benefits of carrying a spot market commodity or security over time. The cost of carry model was illustrated in this chapter using the examples of a commodity, silver, and interest rates.

The cost of carry model was viewed from the perspectives of both pricing and rate of return. The pricing approach explicitly relates forward price to the spot price as intermediated by the cost of carrying the commodity over time. The difference between the purchase and sale prices also implies a financing rate for the transaction’s given time horizon, which is known as the implied repo rate. If the forward price does not properly reflect the cost of carry, an arbitrage opportunity exists. Thus, it is possible to risklessly lock in the difference between the implied repo rate and the cost of carry using a strategy that does not require a positive initial investment. One of two strategies is appropriate: cash and carry arbitrage or reverse cash and carry arbitrage.

There are two mispricing possibilities: the forward price is either overvalued or undervalued. If the contract is overvalued, a cash and carry arbitrage is appropriate. This is implemented by buying the commodity in the spot market with borrowed funds, carrying (holding) it until the delivery date, and paying off the loan using the proceeds generated by the sale of the commodity under the terms of the contract. If the forward price is undervalued, the reverse cash and carry arbitrage strategy is appropriate. This is implemented by buying the forward contract, selling short silver in the spot market and investing the proceeds at the cost of carry over the time until delivery, and covering the short position using the commodity bought at the price specified in the forward contract.

Arbitrage analysis also helps you better understand the term structure of interest rates. Term structure of interest rate analysis can identify unjustified differences in yields across different maturities that reflect violations of the cost of carry relation. Such analysis may identify potentially profitable arbitrage opportunities. This chapter illustrated the application of both the cash and carry and the reverse cash and carry arbitrage strategies in the context of term structure of interest rate analysis. Interestingly, these strategies can be used to create synthetic maturity securities.

This chapter concluded with an overview of practical market imperfections that influence the implementation of cost of carry-based arbitrage strategies. These imperfections include transactions costs and limited access to the proceeds generated by short sales. The general effect of these frictions is to create a band around the arbitrage-free price or interest rate.

Endnotes

1 A forward contract is a customized commitment to either make (short) or take (long) delivery of a commodity or security of a given quality at a given price at a future point in time. As customized contracts, forwards are traded over the counter. A futures contract is a comparable but standardized exchange-traded contract. In contrast to forward contracts, futures contracts are marked-to-market daily to allocate the profits implied by the day’s price change between the long and short sides. Because forward contracts are not marked-to-market over their life, there are no cash flows until the delivery date. Rather than referring to both forward and futures prices throughout the subsequent discussion, I refer primarily to forward contracts and indicate when a relationship applies differently to futures.

2 It is possible for the forward price to be less than the spot price when an actual or expected shortage forces the spot price up. Consequently, a non-pecuniary “convenience yield” is associated with holding the spot commodity that exceeds the net cost of carry.

3 For simplicity, I do not consider commodities or securities that provide cash inflows over the life of a contract. The effect of such cash inflows would be to decrease the net cost of carry and the forward price.

4 See McDonald (2003, p. 119–198) for an interesting comparison of stock and commodity forwards and futures.

5 If the stock paid dividends, the net cost of carry would decrease, thereby decreasing both the forward and the expected future spot prices. Thus, the results of our analysis would remain the same.

6 Related instruments, such as T-bill and Eurodollar, futures trade on the Chicago Mercantile Exchange (CME). See the CME’s web site for information on these instruments and discount pricing conventions (http://cme.com). See Kolb (1999, pp. 126–130) for comparable T-bill arbitrage examples.

7 I purposely do not rely on the Pure Expectations Theory (PET) of the term structure in designing or implementing interest rate arbitrage strategies. For more on why this is appropriate, see Chance and Rich (2001).

8 Of course, this borrowing rate might not be available to all investors.

9 Yet you may think this amount is insufficient compensation for working through the problem.


Chapter 4. International Arbitrage

... [O]thers who favour exerting more control over currency trading are making the dangerous assumption that governments know better than markets what the “correct” exchange rate is. In fact there are good reasons to expect governments to make even bigger mistakes. Moreover, financial markets find it a lot easier than governments to admit their mistakes, and to reverse out of them. That is because one of the un-sung beauties of markets is that, unlike governments, they have no pride.

—The Economist1

The Law of One Price should hold no matter where an asset is traded in the world. Of course, the price of the same good trading in different places should reflect the transportation costs of moving it around the world. However, such legitimate reasons for price differences should not, on average, be arbitraged profitably. Similarly, differences solely due to prices being denominated in different currencies should “wash out” to preclude arbitrage opportunities. This chapter considers how arbitrage in international markets aligns prices and influences the relationship among currency exchange rates in light of international interest rate and inflation differences. In so doing, we show how foreign exchange rates are molded by arbitrage pressures through so-called international parity relations.

Exchange Rates and Inflation

Absolute Purchasing Power Parity

Consider how exchange rates react to differences in the price of the same good trading around the world. The Law of One Price argues that the same good should sell for the same price no matter where it is after adjusting for the “prices” of different currencies. Prices quoted in different currencies only reflect different scales. It’s like measuring lumber in inches, feet, or meters—you can compare the different measures and figure out how long a board “really” is in familiar terms. Similarly, the price of a comparable cup of coffee at Starbucks should be about the same in Chicago and London after adjusting for the U.S. dollar/British pound exchange rate.

Absolute purchasing power parity (PPP) applies the Law of One Price to exchange rates. Rather than applying it to every good, absolute PPP argues that the average price of a representative basket of goods and/or services should be the same in all countries after adjusting for the effect of different currencies. In other words, in fully competitive economies, the real price of a good or service should be the same everywhere. This implies that the equilibrium exchange rate between any two currencies equates the prices of the representative baskets from each country. For example, if the average price of goods in the U.K. increases relative to that in the U.S., the U.S. dollar must depreciate relative to the British pound if the average real cost of goods in the two countries is to remain the same.

In a world without trade impediments, an arbitrage opportunity is created when absolute PPP is violated. For example, assume that the price of corn is $2.07 per bushel in the U.S. while the exchange rate is $1.8025/£ or £0.5548/$. View the exchange rate as the price of one currency in terms of another. Thus, the exchange rate of £0.5548/$ means that it costs 0.5548 British pounds to buy a single U.S. dollar. Alternatively stated, it costs about $1.80 to buy a British pound. For the price of a bushel of corn in the U.K. to be the same as that in the U.S., it would have to sell for $2.07(0.5548) = £1.15. However, what if the price in the U.K. were £1.45? The real price of corn would then be cheaper in the U.S. than in the U.K., which implies an arbitrage opportunity. Investors would obviously want to buy corn at the lower price in the U.S. and sell it at the higher price in the U.K. Using the framework developed in Chapter 1, “Arbitrage, Hedging, and the Law of One Price” and Chapter 2, “Arbitrage in Action,” the preferred strategy is to sell short corn in the U.K. and use the proceeds to buy corn in the U.S. Thus, the price difference could be risklessly locked in using this self-financing strategy. Pursuing this opportunity should put upward pressure on the price of corn in the U.S. and downward pressure on the price in the U.K. Arbitrage efforts should eventually push the prices together on a currency-adjusted basis. As explained next, the exchange rate should adjust to achieve this result.

Empirical evidence indicates that the absolute version of PPP generally does not hold due to market frictions, such as international taxes, tariffs, and import quotas. Furthermore, consumers in different countries tend to prefer different representative baskets of goods and services that are not, by definition, directly comparable. Notwithstanding this evidence, the absolute version of PPP provides a useful starting point for understanding exchange rate determination.

Relative Purchasing Power Parity

Absolute PPP compares average price levels across countries. It argues that exchange rates should equalize average prices on a currency-adjusted basis. By implication, movements in exchange rates over time are also expected to capture differences in the rate of change of the prices of goods and services across countries. Of course, the rate of change in the average level of prices over time is the inflation rate. Relative PPP argues that exchange rate movements should reflect differences in inflation rates between countries. Thus, for the Law of One Price in general and absolute PPP in particular to hold, countries experiencing higher (lower) inflation should expect their currency to depreciate (appreciate) to keep the real price of their goods and services equal to those abroad. In other words, exchange rate movements should offset differences in inflation rates among countries.

Let’s more precisely examine the specific relationship among the current (spot) exchange rate (S0), the exchange rate at the end of one period (St), the expected inflation rate in the domestic economy (INFd), and the expected inflation rate in the foreign country (INFf). Relative PPP states the following:
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This assumes that exchange rates are quoted as domestic currency per unit of foreign currency—U.S. dollars per British pounds in this example.2 The expression asserts that the ratio of the ending to the beginning of period exchange rates should equal the ratio of the domestic-to-foreign inflation rates in the two countries. Similarly, the difference between the inflation rates in the domestic and foreign economies should be approximately equal to the percentage change in the spot exchange rates:
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Reconsider the earlier example of the price of corn in the U.S. and the U.K. What if the U.S. inflation rate over the next year is expected to be 3.7% while the U.K. inflation rate is expected to be only 1.5%? Granting that these respective expected inflation rates apply to the price of corn in each country, the exchange rate in effect a year from now should change to maintain the relative prices of corn in the U.S. and the U.K. If the U.S. dollar does not depreciate to offset the 2.2% difference in expected inflation between the two countries, U.S. corn will be less competitive internationally, and arbitrageurs will move money between the U.K. and the U.S. to exploit the unequal real prices of corn. Relative PPP indicates how much the exchange rate must change to preclude an arbitrage opportunity in light of different inflation rates in two countries. Assuming for present purposes that inflationary expectations are realized, the arbitrage-free new exchange rate is implied by the following:
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Thus, the higher rate of inflation in the U.S. should cause the exchange rate to move from its current level of $1.8025/£ to an expected exchange rate of $1.8416/£ in a year. This means that the U.S. dollar will depreciate relative to the British pound because it will take more dollars to buy a pound. Alternatively stated, it will cost fewer pounds to buy a dollar at the end of the year. Thus, the value of the dollar must decline to offset the higher dollar-based corn price in the U.S. relative to the price of corn in the U.K.

The ability of arbitrage to influence exchange rate moves is tempered by uncertainty about future inflation. Pure arbitrage is riskless, which precludes such uncertainty. While arbitrage can still be expected to put pressure on exchange rates in the same manner and direction as just explained, uncertainty concerning future inflation implies that arbitrage transactions will not precisely conform to the rigorous riskless condition that characterizes pure arbitrage.

The common sense of relative PPP is reinforced by applying it to the example of corn prices in the U.S. and the U.K. Remember that the current prices per bushel of corn are $2.07 in the U.S. and £1.15 in the U.K. Given that the expected inflation rate is 3.7% in the U.S. and 1.5% in the U.K., the price of corn is expected to be $2.07 (1.037) = $2.15 in one year in the U.S. and £1.15 (1.015) = £1.17 in one year in the U.K. If the exchange rate does not change over the year, the real price of corn will be higher in the U.S. than in the U.K. In other words, using the current exchange rate of $1.8025/£, the price of corn in the U.S. from the British perspective will be £0.5548/$ ($2.15) = £1.19 in one year rather than the £1.17 that is expected to prevail in light of the U.K. inflation rate over the period.

Although this difference is modest due to the small inflation differential, it is nonetheless illustrative. For the arbitrage to be profitable, an investor must find the price disparity large enough to cover the transactions costs of trading. Such an imbalance would create an opportunity for arbitrageurs to buy corn at a lower price in the U.K. and sell it at a higher real price in the U.S. In contrast, relative PPP asserts that the exchange rate should move from $1.8025/£ to $1.8416/£ to preclude arbitrage. Thus, the expected price of corn in one year, which reflects expected inflation in the U.K. and an accommodating change in the exchange rate, would be 0.5430 ($2.15) = £1.17. Relative PPP consequently predicts that the real price of corn will remain the same in the U.S. and the U.K. even though the countries are expected to experience different inflation rates. This is because the exchange rate movement is expected to preclude arbitrage by offsetting the impact of the inflation differential. Again, the threat of arbitrage imposes structure—this time in international markets in terms of exchange rates and inflation.

Interest Rates and Inflation

Domestic Fisher Interest Rate Relation

PPP relies on arbitrage to discipline the relationship between inflation and exchange rates. Before exploring how exchange rates and interest rates are influenced by arbitrage, it is important to consider the relationship between inflation and interest rates in an international context. This relationship is an extension of the famous domestic Fisher relation that asserts that the nominal interest rate (Rn) results from compounding the real interest rate (Rr) and the expected inflation rate (E(INF)):3

(1 + Rn) = [1 + Rf] [1 + E(INF)]

The nominal interest rate thus reflects the real interest rate, which is absent of the effects of inflation, and the impact of expected inflation. The relation is often presented as a linear approximation in which the nominal interest rate equals the sum of the real interest rate and the expected inflation rate: Rn = Rr + E(INF). For example, a real return of 5% in the presence of 3% expected inflation should be associated with a nominal rate of return of about 8%.

Consider this relationship in light of the inflation rate example data cited earlier. Recall that the expected rates of inflation in the example are 3.7% in the U.S. and 1.5% in the U.K. As is often done, further assume that the real interest rate is the same in both countries, which is 1.3%. What are the implied nominal returns on bonds in the U.S. and the U.K.? Relying on the domestic Fisher relation, the nominal rate of return in the U.S. is [(1.037) (1.013)] – 1 = 5.05%, and the nominal rate of return in the U.K. is [(1.015)(1.013)] – 1 = 2.82%.

International Fisher Interest Rate Relation

The Fisher relation just discussed portrays the relationship between interest rates and inflation in a domestic economy. Unsurprisingly, the domestic Fisher relation can be extended to understand arbitrage in an international context. As noted, it is common to assume that the real interest rate is constant across countries because the international economy is increasingly integrated. Conversely, unequal real interest rates are expected across countries whose economies are fragmented due to imperfections, such as taxes, tariffs, and import quotas. Given this assumption, the international version of the Fisher relation just divides the relation for the domestic country by the relation for the foreign country:
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The left side of the equation is the ratio of 1 plus the nominal interest rates in the domestic (Rd) and the foreign (Rf) country, respectively. On the right side of the equation, neither the numerator nor the denominator includes the real interest rate because it is assumed to be the same in the two countries, which causes it to cancel out.

We can consequently confirm that nominal interest rates in the two countries reflect the inflation rate differential in an arbitrage-free manner using the preceding data. Recalling that the U.S. is defined as the domestic country and the U.K. is defined as the foreign country:
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Thus, the ratio of nominal interest rates in the U.S. and the U.K. is equal to the ratio of the inflation rates in the two respective countries.

While the international Fisher relation provides useful insight into long-run international interest rate relationships, it is subject to the same criticisms as absolute PPP along with the complication introduced by possible differences in real interest rates across countries. Nonetheless, it provides a useful example of how arbitrage places boundaries on international rates and prices.

Interest Rates and Exchange Rates

Linking Purchasing Power Parity and the International Fisher Relation

Combining relative PPP and the international Fisher relation reveals the relationship between nominal interest rates and exchange rates. The common link between relative PPP and the international Fisher relation is inflation. On the one hand, relative PPP asserts that changes in exchange rates offset different expected inflation rates in countries to support the Law of One Price. On the other hand, the international Fisher relation posits that nominal interest rates reflect differences in expected inflation rates across countries. Thus, if exchange rates vary with expected inflation and nominal interest rates also vary with inflation, nominal interest rates and exchange rates must be related by virtue of their common link to inflation. This relationship is called interest rate parity, which states that exchange rate movements should offset nominal interest rate differences between countries. In other words, exchange rates should adjust to preclude arbitrage opportunities resulting from interest rate differences.

Uncovered Interest Rate Parity

Stating the relationship just discussed in terms of the current spot exchange rate (S0) and the expected spot exchange rate next year (E(S1)), interest rate parity is stated as:
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When portrayed as the relationship between the current and expected future spot exchange rate, this is called uncovered interest rate parity (UIRP). This is because no effort is made to protect against exchange rate risk when investing in the foreign country; hence, it is uncovered or risky. Our brief discussion of UIRP consequently provides the context for the covered or risk-managed version of interest rate parity.

Consider why UIRP is expected to hold using the data. Recall that S0 = $1.8025/£, E(S1) = $1.8416/£, Rd = 5.05%, and Rf = 2.82%. The U.S. is defined as the domestic country, and the U.K. is defined as the foreign country. UIRP asserts that the expected spot exchange rate in one year, E(S1), should agree with the prediction of relative PPP. Thus:
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which is consistent with the results of our prior analysis.

To more clearly see the economic intuition behind UIRP, compare the rates of return from the domestic and foreign perspectives as follows:
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This form of UIRP emphasizes that the rate of return from investing abroad depends on the nominal return earned in the foreign market (Rf) and the return associated with investing at one exchange rate (S0) and repatriating funds at another at the end of the period (E(S1)). The ratio of E(S1)-to-S0 in the preceding expression is 1 plus the expected rate of return from converting the domestic currency into the foreign currency and converting it back into the domestic currency at the end of the year. Similarly, it reflects the rate of return implied by the expected change in the exchange rate over the period.

UIRP yields insight into how arbitrage can moderate the relationship between interest rates and exchange rates. However, it is not true arbitrage because it assumes that an investor seeking to exploit interest rate differentials across countries remains exposed to exchange rate risk over the investment’s time horizon. True arbitrage involves hedging the risk of exchange rate fluctuations over the time horizon an investor is seeking to take advantage of international interest rate differences. Such hedging requires taking a position in a forward or futures contract that locks in the rate at which currencies will be exchanged in the future. We illustrate true arbitrage by examining covered interest rate parity (CIRP), which hedges foreign exchange risk using the forward market.

Covered Interest Rate Parity

CIRP portrays the relationship between the current spot exchange rate, S0, and a fixed exchange rate for future time t (Ft) specified by a forward contract. Thus, CIRP may be stated as:
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Assuming a one-year period, this is often expressed as:
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which indicates that to preclude an arbitrage opportunity, the forward exchange rate should equal the current spot exchange rate multiplied by the ratio of (1 + the domestic nominal rate) to (1 + the foreign nominal interest rates).

Think of the two interest rates as borrowing and lending rates; which is which depends on how CIRP is violated. CIRP says that arbitrageurs will not, on average, profit by merely borrowing money in a country with a lower nominal interest rate and then investing those funds in a country with a higher nominal interest rate. While an investor obviously wants to borrow at the lower rate and lend at the higher rate, CIRP argues that arbitrage will push exchange rates to adjust so that the currency-adjusted rate of return is equal across countries.

CIRP can be restated to emphasize the implied international borrowing and lending decision:
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where Rd is the rate of return (borrowing or lending) available in the domestic economy and Rf is the rate of return (borrowing or lending) available in the foreign country. Rd and Rf cannot be meaningfully compared until Rf is adjusted to capture the effect of moving between the domestic and foreign currencies. Thus, the ratio of F1-to-S0 may be interpreted as 1 plus the return associated with converting the domestic currency into the foreign currency at S0. That amount is invested in the foreign currency-denominated security to generate Rf, and then the principal and return generated by the foreign security is converted back into the domestic currency at the future exchange rate F1. The decision rule is to borrow in the domestic economy and lend in the foreign economy if:
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or to borrow in the foreign economy and lend in the domestic economy if:
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Thus, Rf can be compared to Rd only after adjusting for the exchange rate effect measured by the relationship between the initial exchange rate S0 and the forward rate locked in for repatriating the funds F1. Alternatively stated, the covered interest differential should equal 0 if CIRP holds:
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Therefore, at rest, the exchange rate-adjusted interest rates on investments of the same risk should be equal across countries.

Consider the international borrowing-lending decision indicated by the CIRP framework using the preceding data. Recall that S0 = $1.8025/£ or £0.5548/$, Rd = 5.05%, Rf = 2.82%, and the U.S. is defined as the domestic country while the U.K. is defined as the foreign country. For simplicity, assume that the forward rate is equal to the expected future spot exchange rate in one period, which is F1 = $1.8416/£ or £0.5430/$.

Let’s evaluate whether it is best to borrow in the U.K. and invest in the U.S. simply because the rate of return in the U.S. is 5.05% and the rate of return in the U.K. is 2.82%. In other words, we want to determine if the U.S. rate should be viewed as the lending rate and the U.K. rate should be viewed as the borrowing rate simply because the U.S. rate exceeds the U.K. rate. We expect CIRP, as an arbitrage-based argument, to prevent any profit resulting merely from an effort to borrow low and lend high.

The U.S. or domestic return is 5.05%. The exchange rate-adjusted return from borrowing at what appears to be a lower rate in the U.K. is actually the same rate from the U.S. perspective: 1.0282% (1.8416/1.8025) – 1 = 5.05%. Thus, CIRP holds because the exchange rate-adjusted borrowing and lending rates are the same from each country’s perspective. The important lesson is that nominal interest rates cannot be compared meaningfully until they are adjusted to take into account the beginning and ending exchange rates at which money can be invested abroad and repatriated.

To reinforce your understanding of these observations, consider the specific steps involved in attempting to arbitrage the difference between rates in the U.S. and the U.K. For completeness, we examine arbitrage efforts from both the perspectives of U.S. and U.K. investors on a per-unit-of-currency basis. In each case, assume that investors decide to borrow in the U.K. and invest (lend) in the U.S. simply because the nominal rate is lower in the U.K. than in the U.S. First consider the U.S. vantage point. The U.S. investor wants to invest $1 in the U.S. using funds borrowed in the U.K. Thus, $1 worth of pounds is £0.5548 at the indicated spot rate. Given a borrowing rate of Rf = 2.82%, (£0.5548)(1.0282) = £0.5704 will be owed in the U.K. at the end of the year. The $1 invested in the U.S. at Rd = 5.05% will mature to $1.0505 in one year. It costs U.S. investors (£0.5704)($1.8416/£) = $1.0505 to pay off the loan. Thus, U.S.-based investors borrowing in the U.K. and investing in the U.S. earn the U.S. rate of 5.05% after having borrowed in the U.K. at an exchange rate-adjusted rate of 5.05%. Investors consequently have borrowed and invested at the same effective rate. Thus, CIRP holds, and the arbitrage is to no avail.

Now, reconsider the same situation from the perspective of U.K. investors. They want to invest £1 in the U.S. at Rd = 5.05% and borrow in the U.K. at Rf = 2.82%. That £1 will buy (£1)($1.8025/£) = $1.8025 at the current spot rate, which is invested at Rd = 5.05% and matures to ($1.8025)(1.0505) = $1.8935 at the end of the year. This dollar-denominated principal and interest will be converted back into pounds at F1 = £0.5430/$. Thus, that end-of-year total return converts into ($1.8935)(£0.5430/$) = £1.0282. Thus, the U.K.-based investor starts with £1 and ends up with £1.0282, which is a return of 2.82%. Paying off the U.K.-based loan at 2.82% results in the investor’s having borrowed and invested at the same effective rate. Consequently, despite the effort to obtain a higher return by investing at the higher nominal rate of 5.05% available in the U.S., U.K. investors can earn only the U.K. rate of 2.82%. Once again, CIRP holds, and the arbitrage attempt is ineffective.

Example of Arbitrage Under CIRP

What does it mean if CIRP does not hold? It should imply an arbitrage opportunity. Let’s explore how a profitable arbitrage strategy is designed when a significant violation of CIRP occurs. Again, assume that S0 = $1.8025, Rf = 2.82%, Rd = 5.05%, and the U.S. is defined as the domestic country while the U.K. is defined as the foreign country. However, now assume that the forward rate is F1 = $1.9048/£, which is higher than the rate predicted by CIRP.

Compare the borrowing and lending rates implied by these data. Using the previously developed approach:
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Thus, on an exchange rate-adjusted basis, the rate available in the U.S. is 5.05%, and the rate available in the U.K. is 8.66%. The 8.66% generated by investing in the U.K. consists of a nominal return of 2.82% earned in British pounds and a return of about 5.68% resulting from converting the British pound-denominated principal and interest into U.S. dollars at a more advantageous rate than was in place when the investment was made at the beginning of the year. Thus, the 8.66% is the compound return based on two underlying simple returns: (1.0282)(1.0568). Alternatively stated using an approximation, the covered interest rate differential is not equal to 0; it is 8.66% – 5.05% = 3.61%.

This example again emphasizes that the simple comparison of nominal interest rates need not reveal an imbalance between effective borrowing and lending rates. Indeed, in this case, even though the nominal U.K. rate is only 2.82% while the U.S. rate is 5.05%, we ultimately find it profitable to borrow at the U.S. rate and lend at the U.K. rate. This is because CIRP is violated, which indicates that the exchange rates do not properly offset the interest rate difference.

Table 4.1 portrays the arbitrage strategy from a U.S. investor’s perspective. The strategy is to borrow U.S. dollars at a rate of 5.05%, convert these dollars into British pounds at the spot exchange rate of $1.8025/£ or £0.5548/$, invest these pounds in the British security, and then convert the British pound-denominated principal and interest back into U.S. dollars at the forward exchange rate of $1.9048/£ or £0.5250/$.

Table 4.1. Arbitraging a Violation of Covered Interest Rate Parity
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While this example assumes an investment scale of $1,000,000, an arbitrageur would want to invest on as large a scale as possible because the profit is $36,084 per $1,000,000. Interestingly, this profit is about 3.61%, which is equal to the covered interest differential. CIRP is expected to hold as a general rule because its violation creates arbitrage opportunities like this one.

The Relationship Between Covered Interest Rate Parity and the Cost of Carry Model

CIRP relates the spot exchange rate to the forward exchange rate. The cost of carry pricing model presented in Chapter 3, “Cost of Carry Pricing,” relates the spot price to the forward price of a commodity in general, which should include foreign currencies. Consequently, it is reasonable for CIRP to be related to the cost of carry model. Indeed, CIRP is just the cost of carry model restated in terms of currencies.

Recall that the cost of carry model is:

F = S0 (1 + C)

where F is the forward price, S0 is the spot price today, and C is the cost of carrying a commodity from today to the delivery date specified in the forward contract. Compare this to the previous statement of CIRP:
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The forward and spot rates in the two models are analogous, but they refer to exchange rates in the context of CIRP. We can easily isolate the cost of carry in the above expression as:
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Thus, the cost of carry may be viewed as the difference between the forward and spot prices of a commodity as a percentage of the spot price.

Let’s explore the cost of carry implied by CIRP. It may be isolated by restating CIRP using a first-order linear approximation:
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The cost of carry stated in percentage terms may be roughly viewed as the difference between the nominal domestic and foreign interest rates. Thus, CIRP argues that the cost of carry should equal the interest rate differential because the difference between the spot and forward exchange rates offsets any potential profit from trying to exploit differences in interest rates between countries.

The relationship between CIRP and the cost of carry model is instructive. However, it is often assumed that the expected future spot exchange rate will, on average, equal the forward rate. Indeed, this assumption was made for simplicity in the prior analysis. However, in Chapter 3, “Cost of Carry Pricing,” we explained that this assumption only holds in the absence of a risk premium. Further, many argue that it is possible to form expectations about the future course of exchange rates based on whether the forward rate is above or below the spot exchange rate. However, addressing CIRP in the context of the cost of carry model suggests that forward and spot exchange rates align themselves in response to interest rate differentials and risk premiums. Thus, placing much faith in forward premiums or discounts as signals of approaching currency appreciation or depreciation is misguided.

Triangular Currency Arbitrage



Cross-Rates, the Law of One Price, and the Nature of Triangular Currency Arbitrage

Our prior discussion views an exchange rate as the price of one currency in terms of another. These prices should adhere to the Law of One Price, which imposes an arbitrage-free structure on the relationship among exchange rates, inflation, and interest rates. Thus, it is reasonable to expect spot currency exchange rates to be consistent with each other as well. For instance, the U.S. dollar can be converted into the British pound, and the British pound can be converted into the Swiss franc. These two exchange rates imply a cross-exchange rate, which provides the exchange rate for converting U.S. dollars into Swiss francs in this example. Thus, U.S. dollars may be converted directly into Swiss francs or may be indirectly converted into Swiss francs by first converting U.S. dollars into British pounds and then converting those British pounds into Swiss francs.

In this context, the Law of One Price asserts that the quoted cross-rate must be the same as the cross-rate implied by the two associated underlying exchange rates. In other words, the exchange rate between the U.S. dollar and the Swiss franc should be the same regardless of whether the conversion is effected directly or indirectly. Because an imbalance between the quoted and implied cross-rates involves three currencies, this is called triangular currency arbitrage. Although exchange rate consistency can be evaluated across more than three currencies, we limit our analysis to the case of three currencies.

Identifying an Arbitrage Opportunity Across Currencies

Let’s first develop a framework for identifying an inconsistency between quoted and implied cross-exchange rates. For example, we can examine the exchange rates between the U.S. dollar and the British pound, between the British pound and the Swiss franc, and between the U.S. dollar and the Swiss franc. The U.S. dollar-to-British pound exchange rate, $/£, and the British pound-to-Swiss franc exchange rate, £/SF, together imply a cross-exchange rate between the U.S. dollar and the Swiss franc, $/SF. More precisely:
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To preclude profitable arbitrage, the cross-rate implied by these $/£ and £/SF exchange rates must equal the actual cross-rate quoted in the market.

The easiest way to identify an arbitrage opportunity across the three currencies is to compare the two direct exchange rates and the cross-exchange rate in light of the arbitrage-free condition indicated by simple algebra:
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Thus, if the product of the three exchange rates is not equal to 1, an arbitrage opportunity exists.

Consider the example presented in Table 4.2. Evaluating the preceding expression shows that the product of the three exchange rates is 1.0972, which indicates an imbalance. At least one of the exchange rates is too high, because the product should be equal to 1. Consequently, it is worthwhile to design a specific strategy for how you buy and sell the three currencies to exploit the arbitrage opportunity.

Table 4.2. Triangular Currency Arbitrage
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To cultivate an understanding of the underlying currency valuation dynamics, arbitrarily assume that the SF/$ exchange rate is the reason that the product of the three exchange rates is too high. Let’s take the perspective of a U.S. investor who will start and end in U.S. dollars. Simple algebra indicates that this exchange rate is too high for one of two reasons: the Swiss franc quote (numerator) is too high, and/or the U.S. dollar (denominator) is too low. Consider the economic intuition behind these explanations. If the Swiss franc quote is too high for a given U.S. dollar, this implies that the Swiss franc should be lower. This means that it should take fewer Swiss francs to buy a dollar, which indicates that the observed “too high” exchange rate reflects an undervalued Swiss franc relative to the U.S. dollar. Similarly, if the U.S. dollar is too low per Swiss franc, this implies that the U.S. dollar should be higher. Because it should take more U.S. dollars to buy a Swiss franc, the U.S. dollar is overvalued relative to the Swiss franc. Thus, this economic interpretation of the exchange rate product being too high indicates that a U.S. investor should sell overvalued dollars and use them to buy undervalued Swiss francs. The rest of the arbitrage strategy is dictated by the need to move the Swiss francs back into the U.S. dollar. Consequently, the investor should sell Swiss francs and buy British pounds, which would then be converted back into U.S. dollars.

Table 4.2 shows the profit from implementing this strategy. Assuming an initial investment of $1 million, the U.S.-based investor would first convert the U.S. dollars into $1 million (0.8116) = SF 811,600. Wanting to move the funds back into the U.S. dollar, the investor would then sell the Swiss francs and buy SF 811,600 (0.7523) = £610,567. Then he would convert the £610,567 into $1,097,189 at the exchange rate of $1.7970/£. Thus, the U.S.-based investor starts with $1,000,000 and risklessly generates $1,097,189 for a profit of $97,189. This is a return of ($1,097,189/$1,000,000) – 1 = 9.072%. Note that this return is the same as the difference between the product of the three ratios and the balanced, steady-state product of 1, or 1.0972 – 1 = .0972. This confirms the presence of an arbitrage opportunity.

As shown in Figure 4.1, this three-currency arbitrage strategy can be presented graphically as a triangle. Let’s use it to reinforce the lessons of the preceding example. The three corners of the triangle correspond to each of the three currencies. An investor starts and ends in his domestic currency. In this example, that is the U.S. dollar. This consequently dictates the first and last transactions in the arbitrage strategy. The specifics of the strategy—what to buy and sell and in what sequence—are determined by arbitrarily choosing one of the exchange rates and using it to explain the observed deviation of the product of the rates from the steady-state reference of 1. In the example, the product is greater than 1, and the ratio chosen to cultivate our economic intuition is the SF/$ rate. This indicates that the Swiss franc is undervalued and thus that the Swiss franc should be purchased to exploit the imbalance across the rates. The triangle’s value is in visualizing how an investor implements an arbitrage strategy.

Figure 4.1. Example of Triangular Arbitrage
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George Soros, Currency Speculator: The Man Who Broke the Bank of England4

George Soros is a famous investment manager who started the Quantum Fund in the late 1960s, which was a successful hedge fund.5 His fund earned phenomenal returns from exploiting foreign exchange rate moves. Soros is also known for his philanthropic efforts to develop Eastern Europe. Ever controversial, his wealth has been estimated at around $7 billion. Here we examine one of Soros’s most notable currency speculations—an attack on the British pound sterling in 1992.

Consider the economic context in which Soros speculated against the British pound. Volatility in foreign exchange rates among European trading partners can be costly. Thus, continental European countries had agreed to link their currencies together in an Exchange Rate Mechanism (ERM). Thus, instead of allowing their exchange rates to float freely, the countries agreed to keep rates within a narrow band. The central banks of the member countries would intervene by buying their currency when the exchange rate dropped to a point that might move it out of the band. The trade-off of the ERM was lower exchange rate volatility at the expense of greater government payments.

German reunification in 1989 brought enormous expenditures to revitalize the east. The German central bank raised short-term interest rates in an effort to fight the resulting inflationary pressures. This attracted global investors to the Deutsch mark (DM) and thereby strengthened the currency relative to the other members of the ERM. In an effort to support the pound, Britain raised interest rates, first to 10%, then 12%, and even promised to increase rates to 15%. However, this was particularly onerous to the British economy because so many mortgages are floating-rate, as also are many business loans. Further, Britain announced that it would allocate about $14 billion for purchases of the pound to keep its value within the ERM band. Yet the pound still fell against the DM.

On September 16, 1992, Soros looked at the 15% announced rate in the U.K. and recognized that market forces would ultimately prevail and force the pound out of the ERM band. Thus, on this so-called “Black Wednesday,” Soros sold about $10 billion worth of pounds. He did this by borrowing in pounds and entering forward contracts to exchange those pounds for DMs later. The Quantum Fund exchanged the pounds for DM immediately because the pounds were expected to be cheaper at the delivery date of the forwards. As Soros predicted, the Bank of England attempted to push up the value of the pound with its $14 billion war chest.

Yet it used up all of its money without staunching the pound’s decline. Thus, Britain was forced to leave the ERM. As the pound floated freely, it dropped precipitously against the DM. A common estimate of Soros’s profit is about $1 billion. Hence the oft-used label: the man who broke the Bank of England.

What’s the moral of the story? While we expect interest rate parity to hold and find the framework useful, sometimes government intervention and various market frictions prevent it from doing so. And was Soros’s strategy true arbitrage? While the spirit of exploiting mispricing is present, his approach was anything but self-financing or riskless.




Summary

This chapter has shown how arbitrage influences the relationship among currency exchange rates in light of international interest rate and inflation differences. Foreign exchange rates are structured by arbitrage pressures through international parity relations. Furthermore, this chapter described various arbitrage strategies involving international interest rates and exchange rates.

Absolute purchasing power parity argues that the average price of a representative basket of goods and/or services should be the same in all countries after adjusting for currency effects. Real prices should be the same everywhere because the equilibrium exchange rate between any two currencies equates the prices of the representative consumption baskets from each country. Although trade restrictions such as taxes and import quotas prevent absolute purchasing power from holding perfectly, it is a useful starting point for understanding the relationship between exchange rates and inflation.

Relative purchasing power parity argues that to preclude arbitrage opportunities, exchange rate movements should reflect differences in expected inflation between countries. Thus, countries experiencing higher (lower) inflation should expect their currency to depreciate (appreciate) so as to keep the real price of their goods and services equal. In other words, exchange rate movements should offset differences in inflation rates between countries.

The global relationship between inflation and interest rates can be expressed as an extension of the domestic Fisher relation, which asserts that the nominal interest rate reflects the real interest rate and the expected inflation rate. Combining purchasing power parity and the international Fisher relation reveals the relationship between nominal interest rates and exchange rates. The common link between purchasing power parity and the international Fisher relation is inflation. This link reveals covered interest rate parity, which portrays the relationship between the current spot exchange rate and a fixed future exchange rate specified by a forward or futures contract.

Covered interest rate parity says that arbitrage will not, on average, be profitable if it involves merely borrowing money in a country with a lower nominal interest rate and then investing those funds in a country with a higher nominal interest rate. This is because arbitrage pressures should push exchange rates to the point that the currency-adjusted rate of return is equal across countries. Thus, arbitrage efforts will be worthwhile only if there is a significant difference between domestic and foreign nominal interest rates after currency effects are considered. CIRP is just a special form of the cost of carry model for exchange rates. Comparative analysis of the two models indicates that the cost of carry may be viewed as the interest rate differential.

It is reasonable to expect that spot currency exchange rates for a given base currency will be consistent with each other across all the involved currencies. For example, there should be no price advantage to buying the U.S. dollar directly with British pounds rather than indirectly by first going through another currency to get into British pounds and then into the U.S. dollar. In other words, cross-exchange rates should be consistent with the underlying exchange rates. An inconsistency between the quoted and implied cross-rates involving three currencies may be exploited using a strategy known as triangular currency arbitrage.

Endnotes

1 “Mahathir, Soros, and the Currency Markets,” September 25, 1997. http://www.economist.com/Story_ID=101043.

2 The relation can be extended to consider more or less than one period. Our analysis is limited to one period to emphasize the intuition of the relation and to simplify calculations.

3 See Fisher (1930).

4 See Dunbar (2000, pp. 120-123).

5 Under Securities and Exchange Commission (SEC) rules in the U.S., hedge funds have less than 100 investors, each of whom are worth at least $1 million. The name “hedge fund” comes from the common practice of both buying and selling short financial assets, thus creating some semblance of a hedge. Unlike mutual funds that tend to charge management fees of 1% or assets under management per year, hedge funds charge that type of fee as well as a fee of 20% or more of profits produced by the fund. The Quantum Fund was legally headquartered in Curacao.


Chapter 5. Put-Call Parity and Arbitrage

It’s a wrong perception to believe that you can eliminate risk just because you can measure it.

—Professor Robert C. Merton, Nobel Laureate in Economic Sciences, 19971

Put-call parity describes the relationship among the values of put and call options on the same stock and a riskless security such as a Treasury bill (T-bill).2 Specifically, the call price, put price, stock price, time to expiration, exercise price, and risk-free rate are related to one another systematically. Focusing on European options, we first demonstrate how the put-call parity relation holds. Then we show how to exploit deviations from the predicted relationship using arbitrage strategies. Next we explain how the relation can be used to create synthetic securities. Finally, put-call parity is used to examine some basic option/stock combination strategies.

The Put-Call Parity Relationship

Put-call parity can be demonstrated using the same framework presented in the arbitrage examples in Chapter 2, “Arbitrage in Action.” Recall that we examined the relationship between the prices of two stocks now and their respective values in two future possible outcomes. Our goal was to identify whether they offered equivalent future outcomes in some combination. We use the same general approach to establish the relationship among the values of puts and calls on the same stock and a riskless security in this chapter. We first explain the relationship generally and then reinforce the concept using market price data.

Consider a European call option with a price of C and a European put option with a price of P, both on the same underlying stock with a current price of S0. For simplicity, we consider only a non-dividend paying stock. Furthermore, assume that the options have the same exercise price X and the same expiration date T and that U.S. Treasury bills maturing at the same time the options expire yield Rf percent. We also assume discrete rather than continuous compounding because it makes the presentation more intuitive. ST is the value of the stock on the expiration date. Market data are used in an example after presenting the put-call parity relation.

Table 5.1 shows two portfolios containing the described securities. Portfolio A consists of a long stock and a long put. Portfolio B consists of a long call and a long T-bill with a face value of X maturing at the same time the options expire. Compare the values of the portfolios now and on the expiration date to reveal the relationship among the securities. The values of the respective portfolios are determinate on the expiration date because the options are worth only their intrinsic values at that time, and the T-bill matures to its face value.3

Table 5.1. Put-Call Parity for European Options
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Before drawing key conclusions, let’s carefully explore Table 5.1. The initial investment in Portfolio A is S0 + P, which is the sum of the prices of the long stock and the long put. The initial investment in Portfolio B is C + X/(1 + Rf)T, which is the sum of the prices of the long call and the long T-bill. In Portfolio B, the second component can be viewed as the present value of the exercise price X or as the present value of the face amount X of the T-bill that will be paid at maturity. In searching for some intuition, think of the T-bill being in Portfolio B for two reasons: At maturity it provides the funds to pay the price needed to exercise a valuable call at expiration, and it introduces the risk-free rate of return into the analysis.4 Although we do not yet know the relationship between the current values of the two portfolios, it can be inferred on the basis of the relationship between the values of the two portfolios at expiration.

Table 5.1 shows the values of the two portfolios on the expiration date, assuming that the value of the stock is either less than or equal to the exercise price or greater than the exercise price. We examine these two outcomes because they express the two possible sets of cash flows generated by the option positions at expiration. The indicated net values relate the payoffs on each component to the respective overall portfolio.

Observe that Portfolio A’s net value is either X or ST. Interestingly, on the expiration date, Portfolio B’s net value is the same as Portfolio A’s: X or ST. Thus, if the two portfolios have the same payoffs at expiration, they should have the same current values as well. Put-call parity asserts that a portfolio of a stock and a put is equivalent to a portfolio of a call and a T-bill and therefore should be priced the same. This is consistent with our observation in Chapters 1 and 2 that equivalent combinations of securities should sell for equivalent prices. Equivalence in this context is the equality of payoffs at expiration.

In light of this observation, we can state put-call parity for European options as:

S0 + P = C + X/(1 + Rf)T

Put-call parity thus portrays the relationship among call and put prices, the underlying stock price, the exercise price, the risk-free rate, and the time to expiration.

Let’s look at data on Yahoo, Inc. (YHOO), the U.S. Internet company, to make our analysis more concrete. On July 12, YHOO was selling at $30.35. The August call with an exercise price of $30.00 was selling for $1.80, and the August put with an exercise price of $30.00 was selling for $1.41. The risk-free rate for the T-bill maturing closest to the options’ expiration was 1.29%. The time to expiration stated as a percentage of the year was 0.1096 (40/365). Put-call parity indicates that:

S0 + P = C + X/(1 + Rf)T

30.35 + 1.41 = 1.80 + 30.00/(1.0129)0.1096

$31.76 ≈ $31.76

Thus, put-call parity holds.

Why Should Put-Call Parity Hold?

Put-call parity should hold because deviations create arbitrage opportunities that can be exploited, thereby returning the prices to no-arbitrage, steady-state values. Reconsider the YHOO data. Rather than the stock and put portfolio being priced at $31.76, assume that it is priced at $34.76. Thus, the stock and put portfolio is overvalued by $3.00. Although it is unnecessary to know whether the mispricing results from the stock or the put, we assume that the put is the source. Selling short the stock and put portfolio generates $34.76, whereas purchasing the call/T-bill portfolio costs only $31.76. Thus, the net result is an initial inflow of $3.00, which never has to be returned because the two portfolios cancel to a net value of zero at expiration. Let’s explore in detail how the arbitrage strategy should be implemented using the put-call parity framework.

As discussed, the stock/put portfolio is overvalued relative to the call/T-bill portfolio. We consequently sell short the stock/put portfolio and hedge that investment by buying the call/T-bill portfolio. The proceeds of the short sale exceed the cost of hedging the position with the long call/T-bill portfolio. Thus, the strategy generates an initial cash inflow of $34.36 – $31.36 = $3.00, which meets the self-financing requirement of arbitrage. While selling short the stock/put portfolio makes sense given its apparent mispricing, doing so alone would be risky. The strategy must also be demonstrably riskless.

Consider the arbitrage strategy shown in Table 5.2. Observe that the portfolio’s net value is initially –$3.00 because S0 + P > C + X/(1 + Rf)T, or $34.75 > $31.76. The interpretation of the negative initial investment is that the short sale of the stock/put portfolio generates more funds than it costs to go long the call/T-bill portfolio. This confirms that the strategy is self-financing. Also note that both of the portfolios’ net payoffs at expiration are zero. This makes sense, because the stock/put and call/T-bill portfolios ultimately generate the same payoffs at expiration, which cancel each other out because one position is long (call and T-bill) and the other is short (stock and put). This means that the strategy is riskless. This outcome is provocative: The arbitrage strategy generates money upfront that never has to be given back! This is like receiving a loan that the bank never requires to be paid back. Thus, put-call parity should hold because significant departures can be exploited in this fashion.

Table 5.2. Arbitrage Strategy Using Put-Call Parity: Overvalued Stock/Put Portfolio
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The put-call parity expression may be rearranged algebraically to identify a variety of identical portfolios that should be priced consistently. For example, solving for the value of the call in the put-call parity expression yields the following:

C = S0 + P – X/(1 + Rf)T

Thus, a call is equivalent to a portfolio of a long stock, long put, and short T-bill. Note that selling short a T-bill is equivalent to borrowing at the risk-free rate.

In terms of our data, let’s assume that the call is priced at $1.50 instead of the appropriate $1.80. Clearly, we would like to buy the call, because it is undervalued by $0.30. However, we prefer to exploit the misvaluation using an arbitrage strategy that is, by definition, self-financing and riskless. The strategy may be rendered riskless by hedging the long call with a position that is equivalent to a properly priced short call. Such a joint position would risklessly lock in the difference between the undervalued call and the correctly-valued position that is equivalent to the call. In other words, the arbitrage portfolio is effectively long a real call and short a synthetic call. The combined positions cancel out all risk.

Let’s develop some intuition concerning the construction of the arbitrage portfolio by applying a simple rule. In terms of the put-call parity relation restated to isolate the call, we buy the “left side” (the call trading in the market) and sell the “right side” (the put-call parity equivalent or synthetic call). A positive sign indicates a long position, and a negative sign indicates a short position. If we buy a “side,” the signs remain unchanged; positive means buy, and negative means sell. In contrast, if we sell a “side,” the sign of each given position on that side is reversed: longs become shorts, and shorts become longs. The rationale for this rule is that we are really just algebraically manipulating put/call parity to go long and short the same portfolios—one actual position and one synthetic position.

Continuing our intuitive exploration, apply this rule to the preceding case of an undervalued call. The arbitrage strategy is implemented by buying the undervalued call, which is the left side of the preceding put-call parity equation. This purchase is hedged and financed by selling the right side of the equation, which is the properly priced portfolio or synthetic position that is equivalent to the given call. Applying the rule, the sign of each member of the synthetic call should be reversed. We consequently start with the equivalent portfolio of S0 + P – X/(1 + Rf)T, which is long the stock, long the put, and short the T-bill. Reversing the signs produces the revised portfolio of X/(1 + Rf)T – S0 – P, which is long the T-bill, short the stock, and short the put. Think of the sign reversals as replicating a short call, which generates an inflow in excess of the outflow required to purchase the undervalued call trading in the market.

Table 5.3 portrays this arbitrage example. The position produces an initial cash inflow of $0.30 but no net cash flow on the expiration date. To understand the strategy’s underpinnings, consider the relationship among the portfolio members. No cash flow occurs on the expiration date because any cash flows generated by the actual undervalued call are exactly offset by mirroring cash flows on the synthetic short call. At expiration, the actual long call will produce cash flows of either 0 or (ST – X) if ST ≤ X or ST > X, respectively. The synthetic short call produces a net cash flow of either 0 or (X – ST), respectively. While both the actual and synthetic calls have a net cash flow of 0 if ST ≤ X, the cancellation effect is most clearly seen when ST > X. In that situation, the actual call is worth (ST – X), and the synthetic short call is worth (X – ST), which nets to a value of 0.

Table 5.3. Arbitrage Strategy Using Put-Call Parity: Undervalued Call C = S0 + P – X/(1 + Rf)T
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Using Put-Call Parity to Create Synthetic Securities

Synthetic and Mimicking Portfolios

As the preceding discussion and examples indicate, put-call parity reveals how to design synthetic securities that replicate a security’s cash flows without entering that actual position. This was shown in the earlier arbitrage example that used put-call parity to form a portfolio that was equivalent to a short call, which was used to hedge the purchase of an undervalued call trading in the market. Let’s look at this construct in more depth.

A synthetic portfolio offers the same cash flow pattern as the security position it replicates at the appropriate value. The goal is to replicate both the cash flow levels and the responsiveness of those cash flows to moves in the underlying position. For instance, in the example of designing an arbitrage strategy to exploit an undervalued call option, we bought the actual call and then created a portfolio that replicates the cash flow pattern of a short call at the appropriate value of such a call. Put-call parity provides a framework for determining the specific combination of stock, options, and T-bills that replicates any of the given positions within the relation.

In contrast, a mimicking portfolio provides the same general, but not exact, cash flow pattern as the security position it mimics, but not necessarily at the same value. Thus, whereas the goal of a synthetic portfolio is exact replication, the goal of a mimicking portfolio is approximate replication. Therefore, a mimicking portfolio captures the general shape or responsiveness of the cash flow pattern but not the specific level of the cash flows.

Investors may chose to construct a mimicking rather than synthetic portfolio to save money. For instance, in the preceding example, what if we chose to mimic the short call rather than replicating it exactly? Recall that the synthetic short call portfolio is X/(1 + Rf)T – S0 – P. A mimicking portfolio could be formed as –S0 – P, which is simply the synthetic portfolio of short the stock and short the put, but absent the long T-bill. The omission of the T-bill would reduce the cost of establishing the position but would still preserve the responsiveness of the cash flows to changes in the underlying stock price. Thus, one rationale for mimicking is cost reduction.

The General Method of Forming Synthetic Portfolios

The prior discussion provided examples of forming synthetic portfolios using the put-call parity framework. Now we explain the method in more general terms to reinforce the related concepts. As discussed, put-call parity may be rearranged algebraically to identify a variety of identical portfolios that should be priced consistently. Our starting point is the previous general statement of put-call parity:

S0 + P = C + X/(1 + Rf)T

Four individual securities are portrayed in the relation: stock, put, call, and T-bill. Thus, we can synthetically replicate any one security given information about the values of the remaining three securities. Earlier, we synthetically replicated a call.

Let’s illustrate the general synthetic portfolio formation method for a long stock position. Solving for the variable of interest provides the following:

S0 = C + X/(1 + Rf)T – P

This tells us that a long stock position can be synthetically replicated by forming a portfolio of a long call, a long T-bill with face value X, and a short put. How do we prove that this truly replicates the cash flow profile of a long stock position? This is done by showing that the initial cash flow generated by the synthetic portfolio is the same as that on a long stock and by showing that the cash flows of the synthetic portfolio at the position’s expiration date match those of a long stock.

Table 5.4 shows that the cash flows are indeed replicated properly. If the individual securities are all properly priced, the initial value of the synthetic portfolio is priced such that S0 = C + X/(1 + Rf)T – P, or $30.35 = $1.80 + $29.96 – $1.41. This is our goal.

Table 5.4. Creating a Synthetic Long Stock Using Put-Call Parity
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Furthermore, at expiration the net value of the synthetic portfolio is ST, which replicates the value of a long stock position at that point in time. The table shows that the initial value of the synthetic portfolio is the same as that of a long stock, which is $30.35. It also shows that the net cash flows of the synthetic portfolio at the expiration date match those on a long stock, which is ST in each case. This illustrates the general method of replicating a position synthetically. Obviously, the same approach may be used to form portfolios that replicate individual calls, puts, or T-bills—either long or short.

It is interesting to consider the special impact that the T-bill position has on synthetic portfolios. Because the T-bill has a constant payoff at maturity, its effect on the cash flows is always just a constant. In other words, the T-bill does not affect the responsiveness of the synthetic portfolio’s cash flows to moves in the underlying stock. Thus, it is common to omit the T-bill when an investor is comfortable just creating a mimicking portfolio at lower cost than creating a synthetic replicating portfolio.





Put-Call Parity, Innovation, and Regulatory Arbitrage

Put-call parity shows that the cash flow payoff of a given asset can be generated by combining other assets. Such cash flow repackaging can be used for regulatory arbitrage in which legal or regulatory constraints on traditional financial contracts and transactions can be circumvented.5 These efforts depend on arbitrage to price positions that provide the same cash flow outcomes equivalently. The profit motive provides a compelling incentive to repackage cash flows in a way that avoids transactions that are prohibited or rendered less effective by legal or regulatory constraints. While inconvenient for authorities, this type of arbitrage activity is a major source of financial innovation.6 Importantly, these are not illegal transactions but rather economically equivalent positions that are legal because they are put together with different instruments than those prohibited by laws and/or regulations. In discussing the usefulness of put-call parity as a framework for such arbitrage, Knoll (2002, p. 63) observes:

Its legal significance arises when economically equivalent positions receive different legal treatments simply because they are constructed from different instruments. If this happens, the legal system is inconsistent, some cash flow patterns correspond to more than a single legal treatment, form takes precedence over substance, and regulatory arbitrage is possible.


There is speculation that put-call parity was informally discovered in the mid-1800s by the American financier, Russell Sage. Working with Jay Gould to develop the railroad industry, he invested profitably in railway stocks, provided loans, and dealt in puts and calls. Eventually holding a seat on the New York Stock Exchange, he amassed a considerable fortune. The legend is that he was once approached by a prospective borrower who he could not charge an attractive interest rate due to the usury laws in effect at the time.7 While the formal put-call framework had not yet been discovered, Russell Sage used his intuition to effectively synthesize a loan that would generate an attractive return but did not violate usury laws.

Consider how Russell Sage could have created a synthetic loan to circumvent usury laws. Let’s assume that a lender, Ms. Hargrove, is approached by a prospective borrower, Mr. Bronson, who wants to take out a $10,000 discount loan for one year. Ms. Hargrove would like to earn a 30% return given Mr. Bronson’s credit history and current market conditions. However, usury laws prohibit charging a loan rate in excess of 15%. Thus, Ms. Hargrove would like to create a synthetic one-year loan for Mr. Bronson that generates 30% but does not violate the usury laws. If the arrangement is structured as Ms. Hargrove prefers, she will effectively lend $10,000 today and receive $13,000 in one year.

Recall from our prior analysis that put-call parity may be rearranged to solve for a synthetic loan as:

X/(1 + Rf)T = S0 + P–C.

Thus, a synthetic loan may be constructed if Mr. Bronson and Ms. Hargrove exchange a stock for the desired amount of the “loan” and take opposite sides of European put and call transactions on the same underlying stock at fictitious prices. More specifically, Mr. Bronson sells an asset to Ms. Hargrove for $10,000, Mr. Bronson sells Ms. Hargrove a put option on the asset with an exercise price of $13,000 (principal plus 30% “interest”), and Ms. Hargrove writes Mr. Bronson a call on the asset with the same exercise price. The desired return on the loan of 30% is substituted for Rf in the put-call parity expression. The true value of the exchanged asset matters only in that higher values provide Ms. Hargrove with greater collateral value if Mr. Bronson does not make the promised payment in one year.

Let’s consider the explicit cash flows associated with the synthetic loan from Ms. Hargrove’s perspective:
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Keeping in mind that Mr. Bronson has taken the opposite positions, this set of transactions assures that Ms. Hargrove receives a net payment of $13,000 in one year. And yet the transactions do not fall within the legal definition of a loan and consequently are not prohibited under the indicated usury law. Put-call parity and arbitrage consequently fuel financial innovation.




Using Put-Call Parity to Understand Basic Option/Stock Strategies

We considered how put-call parity provides a framework for forming synthetic portfolios that can replicate individual or combined security positions. Certain combinations of securities in a portfolio constitute a strategy. Here we extend our prior discussion of creating synthetic positions using put-call parity by considering two common option/stock strategies: covered call and protective put.

Put-Call Parity and the Covered Call Strategy

The covered call strategy consists of long stock and short calls on the same stock in a 1:1 mix. In other words, the classic covered call strategy holds a short call position that contains the same number of shares of stock that the investor owns. Consider two commonly offered motivations for this strategy. First, perhaps an investor is long a stock and fears that its price will drop, but he does not want to sell the shares now. Hence, the short call’s premium provides income that offers some downside protection on the exposed long stock. In other words, the premium income generated by the short call provides a buffer that defers losses on the long stock position. Thus, the primary motive is to protect the long stock position.

Second, perhaps an investor is unhappy with the return on his stock, so he decides to generate additional income by selling call options on that position. Similarly, an investor might expect the stock to go up only modestly, so he decides to write an “out-of-the-money” call to pick up some additional income.8 When the argument is presented as a “money for nothing” transaction, it is flawed. This is because the sale of call options on a preexisting long stock position gives up something of value. Indeed, the short calls establish the maximum price at which the investor can sell the underlying shares of stock. In other words, if the price of the stock exceeds the exercise price of the short call, the option is exercised, and the stock is sold at that exercise price. This imposes a potentially significant opportunity cost on an investor by imposing a ceiling on the maximum sale price. Think of the strategy as trading additional downside protection for reduced upside price appreciation potential. However, there is really no complete downside protection with the covered call strategy. Specifically, as soon as the stock price drops below the exercise price by more than the option premium received, the protection is exhausted, and the investor is exposed to all further declines in the stock’s price.

Let’s develop the insight that put-call parity provides into the construction of the covered call strategy. The analysis is limited to European options and considers cash flows only at inception and termination of the position at expiration. Our primary goal is to show how put-call parity yields insight into strategy formulation. Thus, no attempt is made to explore the covered call strategy exhaustively.

Recall that put-call parity was presented earlier as S0 + P = C + X/(1 + Rf)T. Let’s continue to use the previously presented YHOO data. Thus, the classic covered call strategy of a matched long stock, short call option position is revealed by restating the put-call parity relation as follows:

S0 – C = X/(1 + Rf)T – P or $30.35 – $1.80 = $29.96 – $1.41 = $28.55

Thus, the covered call strategy is equivalent to or may be synthetically replicated as a long T-bill and a short put option. This equivalence helps us better understand the nature and effectiveness of the covered call strategy. Note that the break-even price of the long stock alone is its purchase price of $30.35. The sale of the call reduces the break-even point to $30.35 – $1.80 = $28.55.

Remember that one rationale for the covered call is to provide some downside protection against a decline in the underlying stock. This provides two important observations that afford us some intuition. First, the short call provides income that protects the long position somewhat. Importantly, the risk of the short call is offset by the long stock position, because the investor is not exposed to the risk of buying the underlying stock at increasingly higher prices. This is the risk an investor would be exposed to if he had written a “naked” call. However, the underlying stock is already owned, so the purchase price is already known. The only risk is the price at which the long stock will eventually be sold, the maximum of which is determined by the exercise price on the short calls.

Second, the nature of the synthetic portfolio reinforces our intuition. Recall that the synthetic portfolio is long a T-bill and short a put. The long T-bill produces a certain payoff of X on the expiration date, and the short put option provides additional return through the premium income it generates. However, if the stock’s price drops, the short put option becomes more valuable, but to the detriment of the put writer. Consequently, the covered call strategy and its synthetic portfolio of long T-bill, short put are similar in that both have options that provide income that buffers the loss exposure associated with stock price declines.

Figure 5.1 shows the intuition yielded by applying the put-call framework to the analysis of the covered call strategy at expiration. Notice that the shape of the covered call strategy is quite similar to that of the short put. As discussed, the T-bill position in put-call parity may be viewed as a constant. In other words, its presence or absence in a portfolio changes only the level of the cash flows, not the responsiveness of the cash flows to changes in the underlying stock price. Thus, the T-bill position changes the level but not the shape of the profit/loss diagram. In terms of the put-call parity relation, a covered call strategy is equivalent to a long T-bill and a short put. Given that the T-bill can be dropped while still preserving the strategy’s general character, we should expect the covered call profit/loss diagram to look like that of a short put. This is confirmed by the indicated figures.

Figure 5.1. Profit/Loss Potential on a Covered Call Versus a Short Put Position
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So what is the significance of the observation that put-call parity reveals synthetic positions and comparable strategies? Interestingly, we see one of the most important observations in arbitrage analysis in general and derivatives strategy in particular. The same strategic goal can be accomplished using more than one method.

However, truly equivalent approaches must be priced equivalently. Thus, put-call parity is a lens through which we may see equivalent strategies and determine whether pricing is appropriate.

Put-Call Parity and the Protective Put Strategy

The protective put strategy consists of long stock and long puts on the same stock in a 1:1 mix. Similar to the motivation for the covered call strategy, the protective put may be used by an investor who is long a stock and fears that its price will drop but who does not want to sell the shares now. Hence, the long put is purchased so that the investor does not have to sell below the price chosen as the exercise price. Thus, loss exposure on the long stock position is bounded on the downside. Importantly, the put provides downside protection but does not limit the maximum price at which the underlying stock can be sold. Of course, if the stock’s price appreciates, the investor’s net profit will be reduced by the amount invested in the long put.

While the protective put requires the investor to pay the put premium, the covered call investor receives the premium income provided by the sale of the call option. The protective put strategy is like buying insurance. The put premium is the cost of the insurance. Like any insurance policy, it pays off only if you receive bad news. If nothing bad happens, you have paid the insurance premium but received nothing in return other than the peace of mind of having been insured. Thus, the strategy is like buying homeowner’s insurance and finding that your house did not burn down during the policy’s life. You pay a relatively small, certain amount rather than face the risk of a large potential loss if your house burns down. So good news, bad news—but more good than bad.

Let’s develop the insight that put-call parity provides into the construction of the protective put strategy. Again, we limit the analysis to European options and consider cash flows only at inception and expiration. Furthermore, our primary goal remains showing how put-call parity yields insight into the strategy, so we do not explore all the nuances of the protective put strategy.

Recall that put-call parity was previously presented as:

S0 + P = C + X/(1 + Rf)T

Thus, the protective put strategy of a matched long stock, long put option position is present in the original statement of put-call parity relation. No restatement is needed. Thus, the protective put strategy may be synthetically replicated as a long call option and a long T-bill. In terms of the YHOO data, the initial value of the synthetic put is:

$30.35 + $1.41 = $1.80 + $29.96 = $31.76

Figure 5.2 shows the relationship between put-call parity and the protective put strategy. As expected, the shape of the protective put strategy is similar to that of the long call. As discussed, the T-bill position in put-call parity may be viewed as a constant. Thus, the T-bill position changes the level but not the shape of the profit/loss diagram. In terms of the put-call parity relation, a protective put strategy is equivalent to a long call and a long T-bill. Given that the T-bill can be dropped without changing the strategy’s basic shape, we expect the protective put profit/loss diagram to look like that of a long call. This is confirmed in Figure 5.2. The breakeven on the long stock is $30.35 when held alone but is increased to $31.76 by the purchase of the put. This is because the price of the stock must rise enough to recoup the cost of the premium paid for the insurance afforded by the protective put strategy before breaking even.

Figure 5.2. Profit/Loss Potential on a Protective Put Versus a Long Call Position
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Summary

This chapter presented the put-call parity relation, which relies on arbitrage to portray the relationship between call and put prices, the underlying stock price, the exercise price, the risk-free rate, and the time to expiration for European options. It then showed how to exploit deviations from the predicted relationship using arbitrage strategies and explained how the relationship can be used to create synthetic securities. This chapter also showed how put-call parity lends insight into basic option/stock combination strategies such as the covered call and protective put.

Put-call parity for European options may be stated as follows:

S0 + P = C + X/(1 + Rf)T

The relationship should hold because deviations create arbitrage opportunities that can be exploited, thereby returning the prices to no-arbitrage, steady-state values. The chapter provided an example in which the stock/put portfolio was overvalued relative to the call/T-bill portfolio. This was exploited by selling short the stock/put portfolio and hedging that investment by buying the call/T-bill portfolio. The proceeds of the short sale exceeded the cost of hedging the position with the call/T-bill portfolio. Thus, the arbitrage strategy generates an initial cash inflow, which meets the self-financing requirement of arbitrage. The strategy is also riskless. The ability to construct such an arbitrage strategy when put-call parity is violated demonstrates why the relationship is expected to hold.

This chapter showed that put-call parity provides insight into how synthetic and mimicking portfolios can be created. A synthetic portfolio offers the same cash flow pattern and the same appropriate value as the security position it replicates. In contrast, a mimicking portfolio provides the same general, but not exact, cash flow pattern as the security position it mimics, but not necessarily at the same value. The general method of synthetic portfolio formation was illustrated for a long stock position. Rearranging put-call parity indicates that the synthetic portfolio for a long stock position is C + X/(1 + Rf)T – P. Thus, a long stock position can be synthetically replicated by forming a portfolio of a long call, a long T-bill with face value X, and a short put. Analysis showed that the initial cash flow generated by the synthetic portfolio is the same as that on a long stock and showed that the cash flows of the synthetic portfolio at the expiration date of the position match those on a long stock. Thus, if it barks like a dog and wags its tail like a dog, it’s probably a dog.

The chapter concluded with a discussion of how put-call parity provides insight into basic stock/option combination strategies.

The framework was applied to the examples of the covered call and protective put strategies. Put-call parity reveals synthetic portfolios that afford insight into the nature of each strategy.

Endnotes

1 As quoted in Lowenstein (2000, p. 116), which cites “Black-Scholes Pair Win Nobel: Derivative Work Paid Off for Professors Who Made Fortune from Investment in Wall Street Hedge Fund,” Daily Telegraph, October 15, 1997.

2 An option is a contract between a buyer (holder) and a seller (writer) that gives the holder the right—not the obligation—to buy or sell a given commodity or security at a predetermined price on an agreed-upon future date. The option to buy is referred to as a call, and the option to sell is referred to as a put. The option buyer pays the option seller the option price or premium for the given right. The writer of the option is obligated to do what the option holder decides to do. If the call owner exercises the contract, the call writer is obligated to deliver the underlying asset in return for the contracted price. A contract that can be exercised at any time, up to and including the expiration date, is called an American option, and a contract that can be exercised only on the expiration date is called a European option. To focus on the nature of arbitrage, the analysis is restricted to European options on nondividend-paying stocks. Put-call parity also can be extended to include forwards or futures and options on forwards or futures.

3 The intrinsic value of an option is the difference between the stock price and the exercise price if the difference is positive, and zero otherwise. For example, a call option with an exercise price of $45 on a stock selling for $50 has an intrinsic value of $5. A put with the same characteristics has an intrinsic value of 0. Any excess of the option premium beyond the intrinsic value is called speculative or time value. This reflects the speculation that the option will become more valuable as expiration approaches. Thus, if the call in the example sold for $6, that would imply a speculative value of $1. On the expiration date, an option has no speculative value, because no time is left to accrue more value.

4 One of the key observations of option pricing theory is that it is possible to combine stock and call options or stock and put options in a way that provides a certain riskless rate of return. Thus, including the risk-free rate through a T-bill, put-call parity may be thought of as capturing the ability to form a riskless hedge with these positions and also as reflecting the time value of money over the period until a European option can be exercised.

5 See Knoll (2002) for an interesting discussion of this issue and a more extensive set of examples of regulatory arbitrage.

6 See Miller (1991) for more on the sources of financial innovation.

7 See Ross, Westerfield, and Jaffe (1999, p. 554) for an example of how the legend of Russell Sage’s creation of synthetic loans has been integrated into a popular finance textbook.

8 A call option is “out-of-the-money” if S0 < X, “in-the-money” if S0 > X, and “at-the-money” if S0 = X. Similarly, a put option is “out-of-the-money” if S0 > X, “in-the-money” if S0 < X, and “at-the-money” if S0 = X.


Chapter 6. Option Pricing

When you want to estimate the price of fruit salad, you average the prices of the fruit the mixture contains. In a similar vein, I thought of the option formula as a prescription for estimating the price of a hybrid by averaging the known market prices of its ingredients.

—Emanuel Derman1

Option pricing is built on arbitrage. Yet perhaps you don’t think of fruit salad when you think of arbitrage or option prices. Complex problems are best understood when distilled to their basic building blocks. Option pricing can be approached the same way. An option can indeed be valued by averaging the prices of its underlying components. And arbitrage sets boundaries on the ultimate result. This chapter identifies the essential ingredients and describes the recipe for mixing up a stock option.

While arbitrage guides prices in all financial markets, it is particularly compelling—and elegant—in option pricing. Modern risk management and financial engineering rely on arbitrage to price options. Option pricing provides an intellectually rich and practically useful framework for thinking about a wide variety of financial problems. Immediate applications include the pricing of stock, index, and interest rate options. Broader applications of the option pricing framework include valuing executive stock options, deciding whether to expand a profitable new business line as an example of a “real option,” and even deciding whether to renew a magazine subscription early.

Figuring out how to price stock options occupied some of the best financial minds for most of the 20th century. Two of the three individuals who figured out how to value options ultimately won the Nobel Prize in 1997.2 One of the key unresolved issues was the appropriate rate of return for valuing the future payoffs generated by a stock option. Risky assets are discounted at rates compensating an investor for the risk of the asset beyond the rate available on a risk-free asset, such as a T-bill. Quantifying the discount rate applied to a stock option proved exceptionally challenging. One of the greatest insights of option pricing theory—and arguably one of the most important observations of 20th century finance—is the dramatic importance of the risk-free rate and hedging in option valuation. This chapter shows that the capacity to combine a stock option with its underlying stock in a portfolio that is riskless makes the risk-free rate the appropriate return to use in option valuation. Thus, there is no need, after all, to measure a risk premium to price a stock option. This is manifested in the risk-neutral valuation approach, in which investors value options as if they are unconcerned about risk. This is because a hedge can be formed to replicate the payoffs on the option without risk. Ultimately, an option’s price may be viewed as the cost of constructing a risk-free hedged portfolio that replicates the option’s payoff structure.

Option pricing has two major approaches. The first is the so-called binomial option pricing model, which portrays the underlying stock prices and associated option payoffs over a series of sequential discrete periods of time in which the underlying asset’s price can either go up or down by a specified amount each period.3 This model is widely used to price options, in part because of its explicit portrayal of potential price moves. The second major approach is the Nobel Prize-winning Black-Scholes-Merton (BSM) option pricing model, which views stock prices and option payoffs from a continuous-time probability distribution perspective. Although both the binomial and BSM approaches are commonly used and important contributions, we focus on the binomial pricing approach because it best conveys the essential intuition concerning the determinants and behavior of option prices and their relationship to hedging. The relationship between the two option pricing approaches is discussed.



Long-Term Capital Management: The “Perfect Storm” or Hubris?4

Long-Term Capital Management (LTCM) was a fascinating yet ultimately frustrated marriage of financial theory and practice. Formed as a hedge fund in 1994, LTCM started with equity of about $2.5 billion that grew to about $7 billion at its peak in late 1997. Fielding a so-called “dream team,” its partners included two Nobel Prize-winning finance professors, Robert Merton and Myron Scholes, John Meriwether (former head of bond arbitrage at Salomon Brothers), and David Mullins (former member of the Federal Reserve System’s Board of Governors). The firm required a minimum investment requirement of $10 million that could not be withdrawn for three years, charged an annual fee of 2% of assets under management, and took 25% of new profits. Thus, this was not an average investor’s fund. And LTCM started out with such promise....

LTCM’s primary strategy was “market-neutral arbitrage.” It is called “market-neutral” because holding long and short positions create the potential for a hedge in which a portfolio’s value is unaffected by changes in the overall market. It is called “arbitrage” because positions thought to be misvalued are taken with the expectation that they will eventually converge on their appropriate values, which should bring a profit. Yet the firm’s strategy was far from self-financing or riskless. Thus, it is not the classic arbitrage focused on in this book. LTCM looked for attractive relative value trades in which small market imperfections could be exploited profitably while supposedly managing risk.

LTCM focused on taking long positions in undervalued bonds and short positions in overvalued bonds. Their long positions targeted high-yield, less-liquid bonds, bonds issued by less-developed countries, and low-rated or “junk” corporate bonds. In contrast, LTCM’s short positions emphasized low-yield, highly-liquid bonds, many of which were U.S. Treasury bonds. Consequently, the long positions were largely higher-risk bonds and the short positions were primarily lower-risk bonds. The goal was to exploit what were considered unjustified spreads between the yields on the two types of bonds. Unrealistic spreads were identified in part on the basis of deviations from historical average spreads.

While being long and short seems to imply risk reduction, LTCM had considerable loss exposure if spreads did not narrow as expected. This strategy was implemented using some derivatives positions to replicate desired exposures, and employed aggressive leverage in which LTCM’s investments were as much as 27 times greater than its equity. Keep in mind how much risk this implies: A decline of only 3.7% (1/27) in the value of its investments would have wiped out LTCM’s equity at that time!

The firm produced enviable returns in the range of 17.1% to 42.8% between 1994 and 1997. Indeed, business was so good that in late 1997, LTCM returned about $2.7 billion to investors in an effort to keep the fund more agile in pursuing profitable investment opportunities. In late 1997 and early 1998, LTCM believed that the spread between high- and low-risk bond yields was too wide in light of market conditions and the historical record. This was thought to have resulted in part from the Asian Tiger currency crisis of the summer of 1997. The Asian Tigers, a group of East Asian countries, had pegged their currencies to the U.S. dollar. Starting in Thailand and spreading to other East Asian countries, currency speculators who believed these currencies were overvalued sold them, which forced the countries’ central banks to intervene in an effort to keep their currency values from falling further. Yet these central banks depleted their international currency reserves before achieving their goals and ultimately had to let their currencies float rather than remain tied to the U.S. dollar. In response to the crisis, many investors bought U.S. Treasury bonds as safe haven assets, which caused yields in developed countries to drop and yields in developing countries to rise. Thus, the yield spread between these assets was much higher than the recent historical average. LTCM consequently made a large bet that spreads would narrow using a lot of borrowed money. Thus, if spreads narrowed as LTCM was betting, it would have favorably levered its returns. Conversely, if yield spreads widened further, enormous losses could result.

In the spring of 1998, a series of seemingly low-probability events conspired against LTCM. The Asian Tiger currency crisis continued and spread to Latin America. In response, many investment firms sold off their riskier bond positions, thereby depressing those prices and pushing their yields even higher. Then in mid-1998, the Russian ruble came under pressure as the price of oil fell. As Russia increased its interest rates in an effort to stem flight from the ruble, its economy slowed dangerously and the ruble was ultimately devalued. Russia announced a debt moratorium that put it in default. This only added pressure to buy U.S. Treasury bonds and exacerbated the widening spreads described earlier.

The widening spreads put LTCM under severe pressure as it was forced to meet margin calls and offer more collateral to its various creditors. And yet the dropping value and increasing liquidity of many of LTCM’s high-risk bonds damaged their ability to generate cash and provide needed additional collateral. The double-edged sword of their high leverage was swinging in their direction. To complicate matters even further, Solomon Smithy Barney closed its U.S.-based bond arbitrage group around this time, which prompted security sales that further depressed the market that LTCM hoped to tap for needed liquidity. LTCM lost about $4.5 billion in 1998, which essentially wiped out its equity and eliminated its ability to borrow further.

Against this backdrop, the Federal Reserve Bank of New York was informed of LTCM’s imminent failure. Fearing broad systemic damage resulting from LTCM’s failure, the Federal Reserve organized rescue efforts. A consortium of 16 banks and investment firms put up capital of $3.625 billion in return for 90% of the remaining equity in LTCM. Ultimately, the consortium members were paid back their investments and are said to have even made a modest profit.

Some argue that the LTCM debacle was an example of the “perfect storm,” a case in which a series of low-probability events even more improbably combined to destroy the firm. Others argue that LTCM exhibited incredible hubris and should have known better than to take such enormous levered risk. One thing is clear: This is not an example of riskless arbitrage.




Basics of the Binomial Option Pricing Approach



Essence of the Approach

This chapter examines European call options to present the key insights of option pricing using the binomial model. Examining European contracts reveals key insights into option pricing without imposing the additional modeling complexities common to American options. Furthermore, binomial option pricing is explored using discrete rather than continuous time periods. Numeric examples are presented after the model’s structure is described.

To successfully value a stock option, it is necessary to model price movements in both the underlying stock and the associated call option over the life of the option contract. A one-period model is presented first and then is extended to two periods. The two-period model actually provides all the key insights into multi-period models. Specifically, the riskless mixture of stock and call options changes as the underlying stock price moves over time. The two-period model consequently shows how the hedge mixture must be reset to remain riskless in the second period after being rendered riskless during the first period.

Determinants of Call Option Prices

It is important to identify the key determinants of option prices. The binomial option pricing model assumes that the stock price can either move up by u percent or down by d percent each period. Consequently, option prices should depend on the underlying stock price, which is assumed to be S0 at the beginning of the period and either Su = S0 (1+ u) or Sd = S0 (1+ d) at the end of the first period. The differences among S0, Su, and Sd imply expected volatility, which is also a determinant of option prices. The basic form of the model assumes that volatility is the same in each period.5

It makes sense to expect an option’s price at the beginning of the period to be the present value of the average expected payoff at the end of the period. Thus, the interest rate used to discount the average expected future payoff is also a determinant of call prices. Furthermore, the exercise price at which the stock can be purchased through exercise of the option should influence the option’s current value. In subsequent two-period analysis, it becomes clear that the length of time until the call option’s expiration also influences its value. In summary, European call option prices are determined by the stock price, the option’s exercise price, the volatility implied by future stock prices, an interest rate, and the time to expiration.

It is also instructive to identify factors that are not determinants of call option prices. The risk-neutral pricing approach eliminates the need to consider investors’ risk tolerance in pricing options. Furthermore, option pricing does not rely on the expected return on the underlying asset or the probabilities that the future price will increase or decrease from period to period. As noted, it is also unnecessary to estimate a risk premium for use in valuing options.

One-Period Binomial Option Pricing Model

Description of the Framework

Application of the one-period binomial option pricing model requires us to specify how much the underlying stock price can move at the end of the period, which is defined as u or d. Thus, if the initial stock price can move up by 20%, (1 + u) = 1.2. If the initial stock price can move down by 17%, (1 + d) = 0.83. These measures are conventionally stated relative to 1 because this makes it easy to calculate the end-of-period stock prices using (1 + u) and (1 + d) as multipliers. An obvious question is how to determine the values of u and d. An objective approach is to assume that the stock price at the end of the period will, on average, be equal to the forward price implied by the cost of carry, which was discussed in Chapter 3, “Cost of Carry Pricing.” Further assume that the appropriate cost of carry is the risk-free rate applicable to the given time frame. We will see that this is the risk-neutral valuation approach.

The stock price predicted by the cost of carry at the end of period 1 should be the average of Su and Sd. This average is equal to the initial stock price, S0, grossed up by the cost of carry to S0 (1 + Rf)1. Thus, it is necessary to solve for the weights or “probabilities” that equate the average of Su and Sd to S0 (1 + Rf)1. Define pu as the risk-neutral probability of obtaining Su, and pd as the risk-neutral probability of obtaining Sd at the end of the period. “Risk-neutral” in this context means that the average payoff may be discounted at the risk-free rate, which implies that investors act as if there is no need for a risk premium. Importantly, these are not the probabilities that the stock will go up or down. They measure the amount by which the stock may go up or down. These measures also adjust the future stock values so that they can be discounted at the risk-free rate. No direct probabilities of the stock going up or down are estimated. Subjective probabilities consequently are absent from the analysis. We refer to pu and pd as probabilities for convenience because they share the traditional characteristic of exhaustively summing up to 100%.6 Thus, pu + pd = 1, and, consequently, pd = (1 – pu). Solving for pu:
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Forming a Riskless Portfolio of Stock and Call Options

Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” explains that, in the absence of any mispricing, a riskless portfolio should earn the risk-free rate. Consider a portfolio containing long stock and short-call options. Is there a mix of stock and options that provides a riskless, hedged position? If so, the price of the call that precludes arbitrage can be determined in the context of that riskless portfolio. Because the call option’s value is tied to that of the underlying stock, a riskless combination of both assets will contain offsetting elements—at least one long and one short.

Define the hedge ratio as the number of shares of long stock per call option, written (short) as h0. You will see that this ratio is of great significance both in the pricing of options and in describing the behavior of their prices. The initial value of the portfolio is h0 S0 – C0, which consists of h0 shares of long stock per call option written. The cost of forming the portfolio increases with the purchase of additional shares of (long) stock and decreases with the sale of additional (short) calls. To be riskless, the payoffs associated with the stock moving to either Su or Sd at the end of the period must be equal. In other words, the portfolio should grow only by the riskless rate of return over time. It is consequently unexposed to variations in the value of either the stock or the option, because an appropriately offsetting long/short mixture of the two has been adopted. What is lost on one position is offset by gains on the other.

The value of the portfolio at the end of the period is either (h0 Su – Cu) or (h0 Sd – Cd), where Cu is the value of the call at the end of the period if Su occurs, and Cd is the value of the call if Sd occurs. The value of the portfolio of calls and stock reflects the net effect of either an increase or decrease in the stock’s price. As noted, the payoffs at the end of the period must be equal for the portfolio to be riskless. Thus:

h0 Su – Cu = h0 Sd – Cd

The hedge ratio consistent with a riskless portfolio is found by solving for h0 in the preceding expression:
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Consider the interpretation of h0. The numerator measures the volatility of payoffs on the call option, and the denominator represents the volatility of the stock values at the end of the period. The hedge ratio thus balances changes in the value of the short calls against changes in the value of the long stock in an offsetting fashion that renders the portfolio riskless. Thus, one interpretation of the hedge ratio is as the mix of stock and call options that produces a riskless portfolio. You will soon see that the call must be priced in light of this capacity to generate a risk-free return when combined as described with the underlying stock, or an arbitrage opportunity will be created.

The hedge ratio may also be interpreted as the change in the value of calls per unit of change in the value of the underlying stock. Thus, h0 = ΔC/ΔS. The ratio consequently measures the call option’s sensitivity to variations in the stock’s value. This is called the delta of a call option. Thus, the ratio serves double duty by describing the risk-free hedging mixture of long stock and short calls and by measuring how much call prices are expected to move in response to changes in the value of the underlying stock.7 As explained in detail in the next section, the value of delta must be between 0 and 1 for calls.

Pricing Call Options Using the Backward Induction Technique

It is necessary to determine the values of Cu and Cd at the end of the period to estimate the current value of the call option, C0. The payoffs on the options are determinate because these are European options, and the current model considers only one period. In other words, there will be no speculative value, only intrinsic value at the end of the single period, which is the option’s expiration day.8 More concisely, Cu = max (0, Su – X) and Cd = max (0, Sd – X), where X is the option’s exercise price. This means that the payoff on the call will be equal to the greater of 0 or the difference between the value of the stock on the expiration date and the exercise price. The payoff on the call cannot be negative, because the holder of a call option cannot be forced to exercise the option when it is not in his or her best interest. For example, consider the case in which Su = $50, Sd = $40, and X = $45. Thus, Cu = max (0, $50 – $45) = $5 and Cd = max (0, $40 – $45) = 0. Cd cannot pay off –$5, because that would incorrectly imply that an investor would willingly exercise his or her right to buy the stock at $45 when it was worth only $40. Why buy a stock at an above-market price?

The time value of money suggests that the call’s current price should be the present value of the average payoff provided by the call option at the end of the period. Recall that we solved for the probabilities that weight Cu and Cd to provide an average expected payout equal to the forward price of the underlying stock price. This is tantamount to assuming that investors are risk-neutral and thus that the risk-free return is the appropriate discount rate. The current price of the call consequently is:
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where pu is defined as before and pd = (1 – pu). This expression takes the present value of the payoffs that can be generated by the call option at expiration. This is the so-called backward induction valuation technique, which determines the call option’s current value by first calculating the payoffs at the “backward” portion, or the expiration of the option’s life, and then uses the inductive method to infer its present value. The technique works because the payoffs on the option are known on its expiration date; it is either in, at, or out-of-the-money. The approach is especially helpful when multiple periods are involved. Figure 6.1 portrays the potential stock and call price moves over the single period under consideration.

Figure 6.1. One-Period Binomial Option Pricing Model Framework
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Example of Applying the One-Period Binomial Option Pricing Model

Let’s calculate the current price of a European call on Yahoo, Inc. (YHOO) with an exercise price of $30.00. For illustrative purposes, assume that YHOO’s current price is $30.35, the risk-free rate is 3%, there is one period until expiration, and the stock price could go up by 20% (1 + u = 1.2) or down by 17% (1 + d = 0.83). Thus, Su = $30.35 (1.20) = $36.42, and Sd = $30.35 (0.83) = $25.19. To apply the risk-neutral valuation method, we calculate the cost of carry price of YHOO in one period as:

S0 (1 + Rf)1 = $30.35 (1.03) = $31.26

As discussed, the risk-neutral probability pu can be calculated so that the average payoff equals the cost of carry-based forward price:

[image: image]

By implication, pd = (1 – 0.541) = 0.459.

It is helpful to confirm that the risk-neutral probabilities produce an average future stock price equal to the cost of carry-based forward price of $31.26. The average is pu Su + pd Sd = 0.541 (36.42) + 0.459 (25.19) ≈ $31.26. Thus, the risk-neutral probabilities achieve the desired goal, and the associated payoffs on the option can be discounted at the risk-free rate of return.

The current value of the call C0 is based on the option payoffs at expiration, which are Cu = max (0, $36.42 – $30.00) = $6.42 and Cd = max (0, $25.19 – $30.00) = 0. Thus, the call’s current price is:
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Demonstration That the Calculated Call Price Is Arbitrage-Free

If the preceding analysis is correct, the $3.37 call option price should preclude an arbitrage opportunity. In other words, if we adopt the appropriate hedge ratio when combining long YHOO stock and short YHOO call options at the indicated price of $3.37, the portfolio should generate the risk-free rate of return regardless of what happens to the stock price over the single period. The appropriate hedge ratio in this example is:
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A hedged portfolio consequently is formed by buying 572 shares of YHOO and selling short 1,000 YHOO call options. The cost of the portfolio is h0 S0 – C0 = 0.572 ($30.35) – $3.37 ≈ $13.99 per call written, which implies a total cost for 572 shares long and 1,000 short calls of $13,990.20.

As explained, if this portfolio is riskless, it should produce the same payoff no matter what happens to the price of YHOO, and the implied return should be the risk-free rate. Recall that the price of YHOO at the end of the period is either Su = $36.42 or Sd = $25.19, and the associated future payoff of the call option is either Cu = $6.42 or Cd = 0. If YHOO moves up, the portfolio’s value consequently is 572 ($36.42) – 1,000 ($6.42) = $14,412.24. If YHOO moves down, the portfolio’s value is 572 ($25.19) – 1,000 (0) = $14,408.68. The portfolio values are the same but for modest rounding error.9 The implied returns are ($14,412.24/ $13,990.20) – 1 ≈ 3% and ($14,408.68/$13,990.20) – 1 ≈ 3%. Thus, regardless of what happens to YHOO’s price, the portfolio’s value is approximately the same, and the implied return is equal to the risk-free rate of 3%.

Exploiting an Arbitrage Opportunity in the One-Period Binomial Option Pricing Model

The appropriateness of the preceding call price of $3.37 is also confirmed by the arbitrage opportunity created by a deviation from that price. Consider prices that are significantly above and below the arbitrage-free price of $3.37. For example, what if the price of the call is $4.00 rather than the arbitrage-free price of $3.37? Common sense suggests that we sell the overvalued call and buy the underlying YHOO stock in the mixture dictated by the hedge ratio. Given a hedge ratio of 0.572, the arbitrage strategy is to buy 572 shares of YHOO and sell 1,000 calls. Let’s develop some intuition concerning the indicated arbitrage strategy.

The rate of return in this situation is expected to differ from the risk-free rate because the call price is too high. Indeed, the strategy’s rate of return should exceed the risk-free rate because the overvalued short calls generate too much money and thereby reduce the initial investment required to construct the portfolio. Yet the portfolio generates the same payoff at the end of the period as that in our prior analysis. In other words, the initial investment is lower while the payoff on the portfolio remains the same. Thus, the rate of return must increase.

In terms of our specific example, the revised initial investment is h0 S0 – C0 = 0.572 ($30.35) – $4.00 ≈ $13.36 per call written, which implies a total cost for 572 shares long and 1,000 short calls of $13,360.20. The implied returns are ($14,412.24/$13,360.20) – 1 ≈ 7.87% and ($14,408.68/$13,360.20) – 1 ≈ 7.85%. Thus, the two outcomes again generate the same rate of return but for rounding error, and the returns are considerably in excess of the risk-free rate of return of only 3%. This should increase the investors’ desire to sell the options, thereby putting downward pressure on their price.

Alternatively, what if the price of the call option were too low, at a price of only $3.00? In this case, the arbitrage strategy is to buy the undervalued calls and hedge the position by selling short the underlying YHOO stock. This should be done consistent with the original hedge ratio calculated earlier so as to ensure the same riskless payoff at the expiration of the options. Thus, sell short 572 shares of YHOO at $30.35 and buy 1,000 call options at $3.00, which generates a net cash inflow of $3.00 (1,000) – 572 ($30.35) ≈ –$14,360.20. Because we have bought calls and sold short the stock, the payoffs at the option’s expiration are now net cash out-flows. The situation may be viewed as borrowing $14,360.20 and paying back $14,412.24 or $14,408.68. The implied borrowing rates are ($14,412.24/$14,360.20) – 1 ≈ 0.36% and ($14,408.68/ $14,360.20) – 1 ≈ 0.34%. Again, the two outcomes generate the same rate of return but for rounding error, and yet the implied borrowing rates are far below the 3% risk-free rate of return. It is obviously valuable to borrow below the risk-free rate. This should increase investors’ desire to buy the options, thereby putting upward pressure on prices.

In summary, the arbitrage-free call price of $3.37 is sustainable because significantly higher or lower prices create arbitrage opportunities that naturally push option prices back to that arbitrage-free level. Misvalued options are exploited by constructing a portfolio of stock and call options in the mixture dictated by the hedge ratio. In such strategies, the primary position is the option—long or short depending on whether it is undervalued or overvalued. The stock position is secondary in that it completes the risk-free hedge.

Two-Period Binomial Option Pricing Model

Description of the Framework and Rationale for Analysis

The one-period binomial model reveals the essential intuition of how arbitrage forms option prices. It is also necessary to explore how options are priced over multiple time periods. Multi-period applications of the binomial model still consider only two possible price moves at a time—up or down. Furthermore, multi-period models consider a time period to correspond to a price move. Thus, a period’s length is arbitrary. We explore the two-period model because it shows how the hedge ratio is revised over time so as to retain a riskless position no matter what happens to the price of the underlying stock.

Calculating the Price of a Call in the Two-Period Binomial Option Pricing Model

Our extension of the model to two periods uses the same data from the one-period model example. We consequently recalculate the current price of a European call on Yahoo, Inc. (YHOO) with an exercise price of $30.00, but now we consider potential price moves over two periods rather than just one. We continue to assume that the current price of YHOO is $30.35, that the risk-free rate is 3%, and that the stock price can go up by 20% (1 + u = 1.2) or down by 17% (1 + d) = 0.83) each period. It is important to keep in mind that the potential variability in the underlying stock price is the same for each period and that we consider moves over a total of two periods.

At the end of the first period, we still find Su = $30.35 (1.20) = $36.42 and Sd = $30.35 (0.83) = $25.19. Due to our extension, there are now four possible future values of the stock at the end of period 2, only three of which are distinct. Specifically, over the two periods, the stock can go up at the end of the first period and then up again at the end of the second period, which leaves us at Suu = S0 (1+ u) (1+ u) = S0 (1+ u)2 = $30.35 (1.20)2 = $43.70. If the price goes up the first period and then down, the price at the end of period 2 will be Sud = S0 (1+ u) (1+ d) = $30.35 (1.20)(0.83) = $30.23. If the price goes down first and then up, the price at end of period 2 will be Sdu = S0 (1+ d) (1+ u) = $30.35 (0.83)(1.20) = $30.23. Finally, if the price of YHOO goes down each period, the price at the end of period 2 will be Sdd = S0 (1+ d) (1+ d) = $30.35 (0.83)2 = $20.91.

Notice that with constant percentage periodic potential moves of u and d, Sud = Sdu = $30.23. Thus, there are only three different prices at the end of the second period. This is called a recombining price tree because the same price can result independent of how you got there over multiple periods of time. In other words, you end up with a price of $30.23 regardless of whether the price first went up and then down or whether it went down first and then up.

The backward induction valuation technique is applied to calculate the option’s current value in the two-period model. The value of the call at the end of period 1 cannot be captured through exercise at that time because this is a European option, which can be exercised only at expiration. The values of the call at the end of period 1 should nonetheless reflect the potential payoffs available through the exercise of the call at its expiration at the end of period 2. Consequently, the option’s current value should depend on the payoffs available on the expiration date through exercise. Because we cannot exercise the call at the end of the first period, the values at that time may be viewed as “placeholders” that reflect the value of the payoffs at the end of period 2. Thus, we see the application of the backward induction valuation approach.

The payoffs at the end of period 2—the payoffs at the “back” of the option’s life—can be used to infer the call’s values at the end of the first period. In turn, these can be used to infer the call’s current value. Two-period valuation can be seen as the culmination of a two-step valuation process in which we move backward from the expiration date to the current time in a period-by-period sequence.10

Let’s use the preceding information to calculate the current price of a European call on YHOO under the two-period framework. We compute the call’s price by applying the previously developed binomial approach on a period-by-period basis. The one-period model computes C0 as the present value of the weighted average of Cu and Cd, in which the weights are the risk-neutral probabilities that the stock will go up (pu) versus down (pd). We use the same approach while recognizing that Cu and Cd should reflect the values of the payoffs on the option at the end of period 2. Specifically, Cu should capture the payoffs associated with Cuu and Cud in the same fashion that C0 reflects the payoffs associated with Cu and Cd at the end of period 1 in the one-period model. Similarly, Cd should capture the payoffs associated with Cdu and Cdd as C0 reflects the payoffs associated with Cu and Cd at the end of period 1. Consequently, this valuation approach determines the call’s current value by applying the one-period binomial option pricing model twice in sequence.

Recall that the call option has an exercise price of $30.00, the risk-free rate per period is 3%, the current stock price is $30.35, and the stock price could go up by 20% (1 + u = 1.2) or down by 17% (1 + d = 0.83). Thus, Su = $36.42, Sd = $25.19, Suu = $43.70, Sud = Sdu = $30.23, and Sdd = $20.91. Furthermore, recall that pu = 0.541 and pd = (1 – pu) = 0.459. To calculate the current value of the call C0, we first calculate the value of the option payoffs at the end of period 2 as of the end of period 1. It is clear that Cu depends on Cuu and Cud. These payoffs are calculated as Cuu = max (0, Suu – X) = max (0, $43.70 – $30.00) = $13.70 and Cud = max (Sud – X) = max (0, $30.23 – $30.00) = 0.23. Similarly, Cd depends on Cdu and Cdd. These payoffs are calculated as Cdu = max (Sud – X) = max (0, $30.23 – $30.00) = 0.23 and Cdd = max (Sdd – X) = max (0, $20.91 – $30.00) = 0. Each of the two option values, Cu and Cd, is the present value of the associated average payoff at the end of period 2 as of the end of period 1. The values of the call at the end of period 1 are thus:
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and
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Continuing the backward induction process, we determine the appropriate current price of the call option C0 as the present value of the average value of the option at the end of period 1:
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Notice that this two-period price exceeds the previously calculated one-period price of $3.37. This appeals to our intuition that, everything else being equal, a longer-term option should be worth more than a shorter-term option.

Calculating and Interpreting Hedge Ratios in the Two-Period Model

While the stock prices at the end of period 1 are the same under both the one- and two-period models, the hedge ratio h0 that renders the long stock/short call portfolio riskless changes over the two periods. This is because the values of Cu and Cd differ from their one-period values now that there is an additional time period until expiration. Consequently, there is no reason to expect the hedge ratio to remain the same as in the one-period model or to be the same over both time periods in the two-period model.

At the beginning of the first period, we do not know what the stock price will be at the end of that period, much less where the price will be at the end of the second period. This is why we adopt the hedge ratio that ensures the same portfolio value at the end of the first period regardless of where the price ends up. However, at the end of the first period, some uncertainty is resolved because we know then whether the price went up or down. Importantly, this should change the hedge ratio, because knowing where the stock price is at the end of the first period reduces the range of possible payoffs faced by the investor at the end of period 2. Thus, when the risk of the payoffs changes, the hedge ratio that protects against that risk should also change. As explained earlier, this is the key insight provided by the two-period model: changes in the underlying stock’s price bring changes in the ratio necessary to hedge a portfolio of long stock and short calls.

A change in the risk-neutralizing hedge over time implies that the price of a one-period call differs from that of a two-period call because the cost of the replicating portfolio changes. This finding is significant. For example, as the number of periods increases to accommodate a more extensive set of potential price moves, the frequency with which a portfolio must be rebalanced to remain riskless increases. In the continuous-time context of the Black-Scholes-Merton option pricing model, a portfolio of long stock/short calls must be rebalanced continuously to remain riskless. Given that portfolio rebalancing is costly, this implies that the benefits of rebalancing must be weighed carefully against its costs.

Figure 6.2 shows the details of hedging and pricing options periodically in a two-period context. The hedge ratio that protects the portfolio over the first period is:
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Figure 6.2. Two-Period Binomial Option Pricing Model Framework
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Thus, a hedged portfolio is formed by buying 639 shares of YHOO and selling short 1,000 YHOO call options. Recall that the hedge ratio in the one-period model was 0.572. The initial hedge ratio in the two-period model exceeds that in the one-period model because of the greater range of possible future stock prices at expiration. Thus, it takes more shares of stock to protect the short call position in light of the greater risk posed by the additional share price variability in a two-period context.

At the end of period 1, two possible hedge ratios exist: hu, which is associated with the price going up to Su, and hd, which is associated with the price going down to Sd. Two different hedge ratios exist because the risk over the remaining period differs according to whether the stock price goes up or down at the end of the first period. Thus, different long stock/short call mixtures are needed to ensure that the portfolio remains riskless over the second period.

We rely on the stock prices and previously calculated payoffs as of the end of period 2 to calculate the hedge ratios at the end of the first period: Suu = $43.70, Sud = Sdu = $30.23, Sdd = $20.91, Cuu = $13.70, Cud = Cdu = $0.23, and Cdd = $0. Extending the prior approach, the two hedge ratios are:
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and
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One of the most important insights of the two-period binomial model emerges from interpreting these hedge ratios. This helps us develop more economic intuition about arbitrage in general and option pricing in particular. As noted, the initial hedge ratio was 0.639. When the stock price moves up at the end of the period, the hedge ratio increases to hu = 1.00. Conversely, when the stock price moves down at the end of the period, the hedge ratio decreases to hd = 0.025.

Consider why these hedge ratio changes make sense. Recall that each hedge ratio measures how many shares of stock must be held per call written to maintain a riskless position over the subsequent period. Furthermore, each also measures the expected responsiveness of call prices to changes in the price of the underlying stock. The connection between these two interpretations is that the relative sensitivity of call prices to stock price moves dictates the specific mixture of the two assets that creates a riskless portfolio. Either interpretation implies that such hedge ratios should have an absolute value between 0 and 1. Thus, the call and stock price are less related when the option is out-of-the-money, more highly related when the option is in-the-money, and somewhat related when an option can end up in or out-of-the-money at the end of the given period.

Let’s apply these observations concerning the intuition behind the magnitude of the hedge ratio to the preceding data. Visualize being at the end of period 1 in Figure 6.2. If you are at the upper node, the option will definitely finish in-the-money, and the hedge ratio is 1. This means that it is necessary to hold one share of stock for every call written to cover the risk associated with the cash payout on the in-the-money short call options at expiration.

The call option is expected to mirror stock price moves one-forone because the option is in-the-money. If you are at the lower node, the option may or may not end up in-the-money. If it does end in-the-money, it will be only modestly so. Thus, the hedge ratio is closer to 0 than to 1. It is consequently necessary to hold little stock to cover the payout on the short call option. The call option is expected to capture only a small amount of any move in the underlying stock’s price, because only one of the possible stock prices pushes the call in-the-money by a small amount while the other leaves the option out-of-the-money. If the subsequent outcomes were all out-of-the-money at a node, the hedge ratio would be 0. This provides some intuition concerning why the two ratios move as they do in response to the stock price’s going up or down at the end of the first period.

Portfolio Rebalancing Over Time

The portfolio of long stock/short calls must be rebalanced at the end of the first period if it is to remain riskless over the second period. One “size” (hedge ratio) does not “fit all” (both periods). Continuing the preceding example, we show how the portfolio is rebalanced periodically and explain that this process implies that the calculated call price of $3.89 should preclude an arbitrage opportunity. In other words, if we adopt the appropriate initial hedge ratio, the portfolio should generate the risk-free rate of return regardless of what happens to the stock price over the first period. The portfolio should also generate the risk-free return over the second period if it is rebalanced to conform to the new hedge ratio revealed at the end of the first period in light of what could happen to the stock price over the second period. The organizing principle is important enough to restate: A portfolio remains hedged only if it is rebalanced, and a hedged portfolio involving correctly priced assets should earn the risk-free rate of return.

Recall that the initial hedge ratio is 0.639 and that the hedge ratios in effect at the end of the first period are hu = 1.00 if the price increases and hd = 0.025 if the price falls. A portfolio consequently is hedged over the first period by buying 639 shares of YHOO and selling short 1,000 YHOO call options. The cost of establishing the portfolio is h0 S0 – C0 = 0.639 ($30.35) – $3.89 ≈ $15.50 per call written, which implies a total cost for 639 shares long and 1,000 short calls of $15,503.65.

Let’s confirm that adopting the initial hedge ratio h0 produces the same payoff at the end of the first period no matter what happens to the price of YHOO. It is also important to confirm that the implied return equals the risk-free rate. Recall that the price of YHOO at the end of the period can move to either Su = $36.42 or Sd = $25.19 and that the associated values of the call option are either Cu = $7.30 or Cd = $0.12. If YHOO increases, the value of the portfolio is consequently 639 ($36.42) – 1,000 ($7.30) = $15,972.38. If YHOO decreases, the value of the portfolio is 639 ($25.19) – 1,000 ($0.12) = $15,976.41. The portfolio values are roughly the same but for rounding error.11 The implied returns are ($15,972.38/$15,503.65) – 1 ≈ 3% and ($15,976.41/$15,503.65) – 1 ≈ 3%. Thus, regardless of what happens to YHOO’s price, the values of the portfolio at the end of the first period are approximately the same, and the implied returns are equal to the risk-free rate. This implies that the calculated call price of $3.89 is arbitrage-free.

At the end of the first period, we know whether the price went up or down, which resolves some of the uncertainty concerning where the price will end up at the end of the second period. At the end of period 1, we consequently adopt the hedge ratio that captures the new range of prices that will prevail at the end of period 2. Consider how the portfolio should be rebalanced if the stock price increases to Su = $36.42 at the end of the first period. In that case, the portfolio should be rebalanced to conform to the new hedge ratio of hu = 1.00. Thus, the portfolio needs to move from a hedge ratio of h0 = 0.639 to hu = 1.00, which implies that the ratio of stocks held long-to-short calls written needs to move to a 1:1 ratio. There are two ways to effect such a change: increase the number of shares held from 639 to 1,000 to match the 1,000 short calls, or decrease the number of short calls held from 1,000 to 639. An investor would presumably choose the cheaper of the two approaches. However, choosing the cheaper of the two options only means that the investor will then have less invested. Regardless of the choice, the investor will earn the riskless rate of return on whatever remains invested in the hedged portfolio. It is cheaper to buy back 361 options at Cu = $7.30 each for a total cost of $2,635.30 than to buy an additional 361 shares of stock at Su = $36.42 each for a total cost of $13,147.62.

We assume that the investor rebalances by either borrowing needed funds or by investing funds generated by rebalancing—both at the risk-free rate. In this case, the investor borrows the $2,635.30 needed to buy back 361 call options at the 3% risk-free rate. The rebalanced portfolio consists of 639 shares of YHOO valued at $36.42, 639 call options valued at $7.30 each, and debt of $2,635.30. Thus, the portfolio’s net value is (639)($36.42) – (639)($7.30) – $2,635.30 = $15,972.38. This is, of course, about the same value of the portfolio at the end of period 1 that we previously calculated. However, that value has been reallocated across the stock, call options, and debt to be consistent with the new hedge ratio hu. Notice as well that the portfolio rebalancing is self-financing. We show next that this rebalanced portfolio earns the risk-free return over the second period.

Now consider how the portfolio should be rebalanced if the stock price decreases to Sd = $25.19 at the end of the first period. In this case, the portfolio should be revised from a hedge ratio of h0 = 0.639 to hd = 0.025, which implies that very few shares of stock need be held to protect the 1,000 short calls. Indeed, only (0.025)(1,000) = 25 shares are needed. Thus, the investor should sell 639 – 25 = 614 shares. Given how close the option is to being out-of-the-money, we expect it to exhibit little sensitivity to changes in the price of the underlying stock. Given that Sd = $25.19, this stock sale generates (614)($25.19) = $15,466.66 in cash, which will be invested over the second period at the 3% risk-free rate of return. The rebalanced portfolio consequently consists of 25 shares of YHOO valued at $25.19, 1,000 short call options valued at $0.12 each, and a Treasury bill investment of $15,466.66. Thus, the portfolio’s net value is (25)($25.19) – (1,000)($0.12) + $15,466.66 = $15,976.41. Once again, this is about the same value as that of the portfolio at the end of the period. As in the prior case, the portfolio rebalancing is self-financing. We have just reallocated that value across the stock, call options, and T-bill investment to meet the requirements of the new hedge ratio hd. We show next that this rebalanced portfolio earns the risk-free return over the second period.

The values of the portfolio at the end of period 2 should be the same regardless of what happens to the price of YHOO if the hedge ratios provide the desired risk protection. First consider the values of the portfolio at the end of the second period if the price went up at the end of the first period. In other words, what are the values of the hedged portfolio if either Suu = $43.70 or Sud = $30.23 is obtained at the end of period 2 and we had adopted the indicated hedge ratio hu at the end of period 1?

If YHOO’s price goes to Suu = $43.70, the associated call price is Cuu = $13.70. Given that the hedge ratio hu = 1.00, we previously noted that the rebalanced portfolio contains 639 shares of YHOO, 639 short call options, and debt of $2,635.30. The debt must be paid off with 3% interest at the end of period 2. Thus, the net value of the portfolio under this scenario at the end of period 2 is (639)($43.70) – (639)($13.70) – $2,635.30 (1.03) = $16,455.64. Recall that the value of the portfolio at the end of period 1 associated with a price increase was $15,982.38. Thus, in this situation the return on the portfolio over the second period is ($16,455.64/ $15,972.38) – 1 ≈ 3%.

The other branch of the binomial tree emanating from an increase in the price at the end of period 1 takes us to a price of Sud = $30.23 and an associated call price of Cud = $0.23 at the end of the second period. Again, assuming that we adopted the appropriate hedge ratio hu = 1.00 at the end of period 1, the rebalanced portfolio still consists of 639 shares of YHOO, 639 short call options, and debt of $2,635.30. As noted, the debt must be paid off with 3% interest at the end of period 2. The net value of the portfolio under this scenario at the end of period 2 thus is (639)($30.23) – (639)($0.23) – $2,635.30 (1.03) = $16,455.64. Given that the value of the portfolio at the end of period 1 associated with a price increase was $15,972.38, this implies that the return on the portfolio over the second period is ($16,455.64/$15,972.38) – 1 ≈ 3%. Thus, after the price of YHOO goes up at the end of period 1, a portfolio hedged at hu has the same value at the end of the second period whether the price goes up or down from that point. Thus, the hedge ratio of hu = 1.00 has provided the desired protection.

Now, consider the values of the portfolio at the end of the second period if the price goes down at the end of the first period. In other words, what are the values of the hedged portfolio if either Sdu = $30.23 or Sdd = $20.91 occurs at the end of period 2 and we had adopted the indicated hedge ratio of hd = 0.025 at the end of period 1? If YHOO’s price goes to Sdu = $30.23, the associated call price is Cdu = $0.23. Given the hedge ratio of hd = 0.025, we previously noted that the rebalanced portfolio consisted of 25 shares of YHOO, 1,000 short call options, and a T-bill investment of $15,466.66, which had a total value of $15,976.41. The Treasury bill investment will return the principal plus 3% interest at the end of period 2. Thus, the net value of the portfolio at the end of period 2 is (25)($30.23) – (1,000)($0.23) + $15,466.66 (1.03) = $16,456.41. Recall that the value of the portfolio at the end of period 1 associated with a price decrease was $15,976.41. Thus, the return on the portfolio over the second period is ($16,456.41/ $15,976.41) – 1 ≈ 3%.

On the other hand, a decrease in the price at the end of period 1 could also end up at a price of Sdd = $20.91 at the end of period 2, which implies an associated call price of Cdd = $0. Again assuming that we adopted the appropriate hedge ratio of hd = 0.025 at the end of period 1, the rebalanced portfolio consisted of 25 shares of YHOO, 1,000 short call options, and a Treasury bill investment of $15,466.66. As noted, the T-bill investment will return the principal plus 3% interest at the end of period 2.

The net value of the portfolio is (25)($20.91) – (1,000)($0) + $15,466.66 (1.03) = $16,453.41. Given that the value of the portfolio at the end of period 1 associated with a price decrease was $15,976.41, this implies that the return on the portfolio over the second period is ($16,453.41/$15,976.41) – 1 ≈ 3%. Thus, after the price of YHOO goes down at the end of period 1, a portfolio hedged at hd has about the same value at the end of the second period no matter whether the price goes up or down from that point. Again, the hedge ratio has provided the desired protection.

This analysis shows that the portfolio will earn the risk-free return each period if it is rebalanced each period to conform to the applicable hedge ratio. In the two-period case, this means that if we adopt h0 initially and then rebalance the portfolio at the end of period 1 to hd if Sd has occurred or to hu if Su has occurred, the portfolio will earn the risk-free return in both periods 1 and 2.

For completeness, let’s confirm that the two-period rate of return is equal to the risk-free rate of return. Of course, we expect this result because the two sequential one-period returns are equal to the risk-free rate. Recall that the initial portfolio dictated by h0 = 0.639 has a total value of $15,503.65. If YHOO moves up to Suu = $43.70 at the end of period 2, the portfolio’s value is $16,455.64. Alternatively, if the price of YHOO moves to Sud = Sdu = $30.23, the portfolio’s value is $16,455.64 or $16,456.41. Finally, if YHOO’s price falls to Sdd = $20.91, the portfolio’s value is $16,453.41. Thus, but for minor rounding error, the value of the hedged portfolio is the same across all potential values of the stock and its associated call option at the end of period 2.

For simplicity, let’s use the average of these possible portfolio values at the end of period 2 of $16,455.28 to calculate the two-period return. Given a value at the beginning of the two-period horizon of $15,503.65, the return is calculated as ($16,455.28/ $15,503.65)1/2 – 1 ≈ 3%. This confirms our expectation that the two-period return equals the risk-free rate and thus that the periodic rebalancing strategy does indeed protect the portfolio over the entire time horizon.

The Black-Scholes-Merton Option Pricing Model

The binomial option pricing model presented here provides intuitive insight into how arbitrage determines option prices. As discussed, the Nobel Prize was awarded for developing the so-called Black-Scholes-Merton (BSM) option pricing model, which predates the binomial approach. Although the derivation and extensive exploration of the BSM approach is beyond the scope of this book, it is important to briefly consider how the model relates to the binomial approach to reinforce our understanding of arbitrage in this context.

The binomial option pricing approach considers discrete time periods that portray only two possible future stock prices for each future period. We expect the binomial approach to more accurately capture reality as the number of periods increases, which implies that the length of the implicit time periods decreases. Thus, enter the BSM approach, which uses continuous time to portray a myriad of future stock prices measured using a probability distribution. A primary value of the BSM model is to broaden the range of future stock prices reflected in pricing an option by using infinitesimally short time periods.

As in the binomial approach, the BSM model relies on a self-financing, riskless arbitrage strategy that replicates the cash flow profile of a European call option on a stock that pays no dividends. The BSM approach relies on the appropriate combination of the underlying stock and borrowing at a given time that replicates that cash flow pattern of the call option. Thus, the price of a call option estimated by the BSM model satisfies the arbitrage-free conditions identified in the context of binomial pricing. Obviously, a stock’s price can change from instant to instant during a trading day. This implies that the combination of stock and borrowing required to replicate a call option can also change from instant to instant. Thus, practical application of the BSM model to hedging situations must balance the costs and benefits of rebalancing a hedge in light of transactions costs.

The formula used to price call options under the BSM model is:

C0 = S0 N (d1) – Xe–Rc(T – t) N (d2)

where
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and
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The following variables have not been defined yet:

• T is the expiration date, and t is the time at which the option is priced—both stated as a percentage of a year.

• e is Euler’s 2.1718.

• Rc is the annualized continuous-time risk-free rate.

• N(di) is the probability that a standardized random variable that is normally distributed will be less than or equal to d (i = 1 or 2).

• ln is the natural log of the given quantity.

• σ2 is the annualized variance of the continuous return on the stock.

The BSM makes numerous technical assumptions:

• It applies only to European options.

• There are no transactions costs or taxes.

• There are no restrictions on short selling.

• The stock price follows a lognormal probability distribution.

• The stock price moves continuously without jumps.

• The interest rate is constant.

• The stock does not pay dividends.

Although these assumptions seem quite restrictive, accommodations can be made to handle their violation. Indeed, evidence shows that the BSM model produces reasonably accurate call option prices.

For our purposes, it is sufficient to observe that the BSM equation relies on the same general determinants of option value revealed in the binomial option pricing approach. Thus, European call option prices estimated using the BSM model are determined by the stock price, the option’s exercise price, the volatility of future stock prices, the risk-free interest, and the time to expiration. Consistent with the binomial option pricing approach, the BSM model also presents a call option’s price as the cost of constructing a risk-free hedged portfolio that replicates that option’s payoff structure. Importantly, option pricing does not rely on the expected return on the underlying asset.

Summary

This chapter explained how arbitrage forms the backbone of modern option pricing. After considering the binomial option pricing model presented in this chapter, perhaps you may now occasionally think of option prices when you see fruit salad. Just like you can estimate the price of fruit salad by averaging the prices of the individual fruit in the salad, the model shows that an option can be valued by averaging the prices of its underlying components. The price of a call option depends on the underlying stock price, the time to expiration, the exercise price, the risk-free rate of return, and the volatility of the underlying stock. The “recipe” described by the hedge ratio forms a portfolio that replicates the cash flows of a call option. Specifically, it describes the mixture of stock and call options that is riskless over the life of the associated option. The appropriate arbitrage-free price of a call option is really just the cost of constructing a risk-free hedged portfolio that replicates the payoff structure of the option itself. Although an option’s payoff is not risk-free, arbitrage-free option prices are dictated by the cost of such a hedging strategy.

The one-period binomial model reveals the essential intuition of how arbitrage forms option prices. We used the two-period model to show how the portfolio should be revised over time so as to remain riskless no matter what happens to the price of the underlying stock. It is necessary to rebalance a portfolio periodically if it is to remain riskless.

Useful economic intuition about arbitrage in general and option pricing in particular can be obtained by interpreting hedge ratios. First, hedge ratios measure how many shares of stock must be held per call written to maintain a riskless position over a given investment horizon. Second, hedge ratios also measure the expected responsiveness of call prices to changes in the price of the underlying stock. The connection between these two interpretations of the hedge ratio is that the sensitivity of call prices to stock price moves dictates the specific mixture of the two assets that creates a riskless portfolio. Thus, call and stock prices generally are unrelated when the option is out-of-the-money, perfectly related when the option is in-the-money, and somewhat related when an option can end up in or out-of-the-money over the remaining time to expiration. This provides some intuition concerning why the two ratios move as they do in response to stock price movements. It also helps us understand the implied changes in the mixture of stocks and calls that maintains a riskless position over the investment time horizon.

The binomial option pricing model elegantly shows how the engine of arbitrage forms option prices in light of the ability to construct riskless, hedged portfolios that can replicate option payoffs. In a multi-period context this implies that an investor can earn the risk-free rate each period if he or she is willing to rebalance the portfolio each period to conform to the appropriate hedge ratio.

The chapter concluded by explaining how the Black-Scholes-Merton (BSM) option pricing model relates to the binomial option pricing approach. Whereas the binomial option pricing approach considers discrete time periods in which only two potential future stock prices are considered at a time, the BSM approach considers continuous time periods to portray a probability distribution of future stock prices. Thus, a major contribution of the BSM model is to broaden the range of future stock prices reflected in pricing an option.

The binomial and BSM option pricing approaches both rely on a self-financing, riskless arbitrage strategy that replicates the cash flow profile of a European call option on a stock that pays no dividends. Thus, the price of a call option estimated by the BSM model satisfies the arbitrage-free conditions identified in binomial pricing. Both modeling approaches consider the following to determine call option prices: the stock price, the option’s exercise price, the volatility of future stock prices, the risk-free interest rate, and the time to expiration. Furthermore, both approaches view a call option price as the cost of constructing a risk-free hedged portfolio that replicates the option’s payoff structure.

Endnotes

1 My Life as a Quant (2004, p. 213).

2 Myron Scholes and Robert Merton were awarded the Nobel Prize in Economic Sciences for their contributions to option pricing theory. Fisher Black’s contribution was cited by the Committee but, unfortunately, he had passed away, and the Prize is not awarded posthumously. The papers that were the basis for the Nobel Prize are Black and Scholes (1973) and Merton (1973).

3 See Cox, Ross, and Rubinstein (1979) and Rendleman and Bartter (1979).

4 Sources: Dunbar (2000), Edwards (1999), Lowenstein (2000), and Marthinsen (2005, Chapter 8).

5 More advanced analysis considers that many investors expect volatility to be different at different stock prices.

6 For these reasons, pu and pd are sometimes called “pseudo-probabilities” in the literature, which is accurate but a bit unwieldy.

7 It is important to note the technical qualification that delta is only an accurate measure of the price sensitivity of a call option for small changes in the price of the underlying stock. This is because the call price response is not linear across the entire range of the underlying stock’s price.

8 Intrinsic value is the extent to which S > X, which expresses the value of exercising a call option. Intrinsic value cannot be negative. Speculative value is the part of an option’s premium that exceeds intrinsic value. It measures how much is paid for the possible movement of the call either “in-the-money” or further “in-the-money” if it already has positive intrinsic value.

9 If a more precise estimate of the hedge ratio, such as 0.571708447, is used, the portfolio values are closer together: $14,401.62 vs. $14,401.34. The less precise estimate of 0.572 is used because fractional shares cannot be traded.

10 Alternatively, the call’s current value can be inferred directly from the potential payoffs at the end of the second period. This may be expressed in an algebraically equivalent formula that we do not develop because it relies on the same economic intuition as the preceding analysis.

11 Again, the values of the two portfolios would be the same if a more precise hedge ratio was used. As before, the less precise estimate is used in light of our ability to trade only a discrete number of securities.


Chapter 7. Arbitrage and the (Ir)Relevance of Capital Structure

Looking back now, perhaps we should have put more emphasis on the other, upbeat side of the “nothing matters” coin: showing what doesn’t matter can also show, by implication, what does.

—Merton H. Miller1

One of the earliest examples of arbitrage-based financial reasoning is the Nobel Prize-winning Modigliani-Miller (M&M) capital structure theory.2 This chapter considers the role of arbitrage in assessing the relevance of capital structure decisions in the context of the M&M model. In so doing, the chapter shows how the firm and the securities it issues to finance its operations may be viewed as put and call options. Furthermore, it applies the put-call parity framework developed in Chapter 5, “Put-Call Parity and Arbitrage,” to emphasize the importance of arbitrage in the valuation of alternative capital structures. Thus, this chapter presents the classic theory in light of the previously developed arbitrage framework.

The Essence of the Theory of Capital Structure Valuation

Overview of the Nobel Prize-Winning Framework

Why study an unrealistic, frictionless world in which capital structure does not matter, when realistic frictions seem to imply that it does? As the preceding quote from Professor Miller emphasizes, it is important to understand the conditions under which capital structure does not matter so that it is possible to identify the circumstances under which it does. Furthermore, it is important to understand how arbitrage guides M&M’s classic argument.

M&M’s often-cited Proposition I argues that a firm cannot change the total value of its securities just by splitting cash flow claims into different streams. A firm’s value is determined by its real assets, not by the financial assets (securities) it issues against the cash flows generated by those real assets. Thus, Proposition I separates the firm’s investment and financing decisions and thereby shows that capital structure is irrelevant as long as the firm’s investment decisions are fixed. Indeed, if a firm uses a mix of debt and equity financing, its overall cost of capital will be exactly the same as its cost of equity with all-equity financing. But what ensures that the cost of capital is invariant to capital structure decisions and consequently leaves shareholders indifferent to such financing decisions? As suspected, arbitrage is the answer.

High Finance: Of Pizza, Poultry, and Capital Structure

Before illustrating the underlying arbitrage argument, let’s put a more day-to-day face on M&M’s argument. As we previously explained, M&M argue convincingly that the sources of a firm’s value are its real assets and the cash flows produced by them. In other words, a firm’s value is generated by the left side of the balance sheet, which includes assets, such as the plant and equipment and marketable security investments. The right side of the balance sheet includes the firm’s liabilities and owners’ equity. It portrays the claims against the firm’s real assets and expected future operating income that the firm has sold to investors.

Discussions of M&M rely on a variety of day-to-day analogies. The goal is to explain the relationship between the firm’s value (the “whole”) and the financial claims it issues (its “parts”). Popular analogies include what I call the “Ps of capital structure”: pizza and poultry. The pizza analogy points out that cutting an extra-large pizza into eight rather than six pieces does not increase the amount of pizza you can eat for dinner. By implication, no matter how you parse the financial claims to the firm sold in the capital markets, the underlying real assets that determine the firm’s value remain the same. Capital structure decisions consequently are irrelevant to the firm’s valuation—and, of course, to how you slice pizza.

The poultry analogy conveys the same logic and a bit more—albeit in a less palatable way. Professor Stewart Myers’ poultry analogy is instructive and reveals a nice sense of humor as well.

He couches the analogy in terms of commonsense marketing issues by observing that M&M’s Proposition I generally does not hold in the grocery store:

The slices cost more than the whole pie. An assembled chicken costs more than a chicken bought whole. Whole milk mixed at home from skim milk and cream costs more than whole milk bought at the store.3


This analogy captures the essence of a firm’s capital structure decision because an all-equity firm sells its assets to the market “whole”—like a whole chicken. Yet a firm with a more complicated capital structure, including equity, debt, and various hybrid securities, essentially sells its assets in pieces—like the parts of a chicken. It only makes sense for a firm with a complex capital structure to command a higher price if investors are willing to pay more for the securities in that capital structure and if it is costly for firms to produce that complex capital structure. Thus, Professor Myers argues that a complex capital structure will be more valuable only if it is expensive for a firm to create the associated securities and if it is costly for investors to reproduce them. However, if investors value a firm’s financial assets by valuing the underlying real assets, capital structure changes do not influence a firm’s value.

M&M use an arbitrage argument to show that capital structure decisions can be rendered irrelevant by investors. Hastening to the punch line, a firm’s leverage can be “undone” by an investor who is willing to buy the appropriate mixture of debt and equity. Alternatively stated, an investor will not value two otherwise identical firms differently just because the firms use different amounts of debt. Before developing that argument, it is first important to provide insight into how leverage decisions affect financial performance. This forms the basis of the subsequent arbitrage-based analysis of capital structure.

Measuring the Effect of Financial Leverage

It is important to understand how leverage affects standard metrics of financial performance before we offer a theory about how much leverage a firm should undertake. Consider the example of Creative Financial Concepts, Inc. (CFC). It is an all-equity firm with total assets and a total market value of $10 billion with 1 billion shares outstanding. The market value per share of equity is $10. The firm is evaluating whether it should borrow $4 billion and use the proceeds to repurchase equity. After the repurchase, $6 billion would be left in equity, which implies that 400 million shares ($4 billion/$10) would be repurchased. Thus, this is a “pure” financial decision that is independent of the firm’s investment decisions. The debt carries an interest rate of 5%. Consequently, the firm wants to determine whether the contemplated stock repurchase creates or destroys value for its shareholders. To explore arbitrage in light of M&M, we ignore taxes and bankruptcy costs. Furthermore, note that the price per share of CFC remains the same under either capital structure. We will explore the potential valuation effect of capital structure shifts using arbitrage in a subsequent section. The firm’s capital structure decision is summarized in Table 7.1.

Table 7.1. Creative Financial Concepts, Inc.: Current Versus Proposed Capital Structure
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In evaluating the proposed capital structure change, CFC’s management produces the scenario analysis of potential changes in the company’s fortunes shown in Figure 7.1 and Table 7.2. This includes pessimistic, most likely, and optimistic scenarios for earnings before interest (EBI) and the implied returns on assets and equity. It also includes the expected effect of the capital structure changes on earnings per share (EPS) under each scenario. In this context, EBI is a rough proxy for the firm’s cash flow.

Figure 7.1. The Effect of Leverage on Creative Financial Concepts, Inc.
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Table 7.2. Creative Financial Concepts, Inc.: Scenario Analysis of Capital Structure Decision
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Figure 7.1 shows that the all-equity and combined debt/equity capital structure plans have the same EPS of $0.50 at an EBI level of $500 million. This is a useful reference point in evaluating the trade-off between the two plans’ EPS for projected levels of EBI. Projected EBI in excess of that reference point of $500 million produces a higher EPS under the combined plan than under the all-equity plan. In contrast, projected levels of EBI below the reference point of $500 million have a lower level of EPS under the combined plan than under the all-equity plan. This confirms our intuition that leverage has an advantageous effect on EPS when operating earnings are more than sufficient to cover the associated interest charges, and that leverage will damage EPS when operating earnings are low relative to such interest charges. Figure 7.1 also shows that the slope of the combined plan exceeds that of the all-equity plan. Thus, the rate of change in EPS for a given change in EBI is greater under the levered plan than under the all-equity plan. Noting that variability is the standard measure of risk in finance, the different slopes mean that the levered plan is riskier than the all-equity plan, because it implies higher variability in EPS for a given fluctuation in EBI.

Table 7.2 shows that the return on assets (ROA—earnings before interest/total assets) and the return on equity (ROE—earnings after interest/equity) are equal within each given scenario under the all-equity capital structure. This makes sense, because the all-equity alternative has no debt. Thus, EBI is the same as earnings after interest (EAI). Furthermore, there is no difference between total assets and the equityholders’ investment. However, ROE exceeds ROA when earnings are more than sufficient to service the interest charges under the levered capital structure. In this case, the income from investments outstrips the cost of the associated financing. As expected, in this situation, EPS is higher under the levered case than under the all-equity case. Conversely, in the pessimistic scenario in which earnings can only just cover interest, ROE is less than ROA, and EPS is lower than under the all-equity alternative.

This analysis indicates that the use of leverage at higher projected levels of operating earnings is generally associated with higher EPS. Does this suggest that a firm’s leverage decision always adds value? No. This is like asking why an investor would not always prefer the asset offering the highest expected return. The answer is that higher expected returns are associated with higher risk.

M&M acknowledge this trade-off in Proposition II, which observes that increasing leverage inflates equityholders’ return requirements because leverage increases the risk they bear. This may be generalized to portray the relationship between a firm’s ROA and its ROE, which correspond to the return to a shareholder in an all-equity firm and the return to a shareholder in a levered firm, respectively:
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This implies that the return to a levered firm’s owners, as measured by its ROE, exceeds that of an unlevered firm, as measured by its ROA, by the extent to which the unlevered firm’s ROA exceeds the required return on debt (RD) and as more debt is used relative to equity (D/E) in the capital structure given that ROA exceeds RD.

Consider the relationship between ROE and ROA using the data in Table 7.2. In the most likely scenario, ROA is 7%, D/E is 0.667 ($4 billion/$6 billion), and RD is 5%. Thus:
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which portrays how the return to the stockholders is altered by the use of financial leverage.

Does the relationship between ROE and ROA make capital structure decisions relevant? No. As a firm adds more debt, it substitutes cheaper debt for increasingly expensive equity in its capital structure such that the overall cost of capital remains the same. Thus, the overall cost of capital is invariant with respect to changes in leverage. Of course, this ignores the benefit afforded by the tax-deductibility of interest charges in most countries and the cost of an increasing probability of bankruptcy as more debt is used in the capital structure. Yet, as noted earlier, M&M purposely sets up a model that simplifies reality so that they can show what matters by first showing what does not. Having shown the measurable effect of using financial leverage, it is possible to show how arbitrage enforces the irrelevance of capital structure decisions in the absence of market imperfections such as corporate income taxes and bankruptcy costs.

Arbitrage and the Irrelevance of Capital Structure

The Essence of Capital Structure Arbitrage Strategy

The irrelevance of capital structure decisions depends on the existence of a strategy that prevents investors in firms that differ only in financial leverage from obtaining different returns at the same risk. Therefore, we’ll now explore whether a strategy exists in which a firm’s leverage can be “undone” by an investor who is willing to adopt the appropriate mixture of debt and equity. If such a strategy exists, an investor will not value two otherwise identical firms differently just because the amount of debt used by each firm differs.

Relying on the framework developed in Chapter 1, “Arbitrage, Hedging, and the Law of One Price,” an arbitrage strategy should earn a riskless profit by taking advantage of different prices for essentially the same firm if the investor can neutralize the effect of different capital structures. In other words, more than the risk-free return can be earned on a riskless position, a situation that is not sustainable.

Arbitrage Strategy for the Example of Creative Financial Concepts, Inc.

Reconsider the firm presented in the earlier example, CFC. An investor wonders if a strategy can be designed to neutralize any valuation effect resulting from CFC’s move from an all-equity structure to the levered capital structure described in Table 7.1. Specifically, he explores the strategy of purchasing the shares of the all-equity firm, partially with borrowed funds, in an effort to replicate the same results as a comparable investment in the levered firm. Thus, he wants to use personal or “homemade” leverage to achieve the same result as that under CFC’s corporate leverage. To do so, he will borrow money personally to the same extent that CFC is considering using leverage. Thus, the investor will mirror the 40% debt, 60% equity capital structure mix described in Table 7.1. Importantly, this strategy is tantamount to considering whether a firm comparable to CFC in every other respect but its leverage would be valued the same by the market.

Our analysis compares the initial investments and payoffs of two strategies: buying shares in CFC under the levered capital structure, and buying shares in CFC under the all-equity capital structure using personal debt in the same proportion as that in CFC’s levered capital structure. If the two strategies require the same initial investment and produce the same payoff profiles, they must be priced equivalently to preclude an arbitrage opportunity. In other words, the different capital structures should be valued the same in the market.

Table 7.3 portrays these two strategies. Strategy 1 buys 1,000 shares of CFC under the levered capital structure at $10 per share for a total investment of $10,000. Strategy 2 buys shares in CFC under the unlevered capital structure such that it also requires the investor to put up only $10,000 of his own money. Consequently, Strategy 2 relies on personal leverage that is consistent with CFC’s corporate leverage of 60% equity and 40% debt to buy 1,667 shares of the unlevered company. The payoffs presented under the three scenarios are based on the EPS outcomes for the all-equity and levered capital structures described in Table 7.2. The EPS outcomes are adjusted by the number of shares held in each respective strategy to produce the indicated payoffs under each scenario. Furthermore, in Strategy 2, the interest paid on the personal debt is deducted to produce the net payoff under each scenario.4

Table 7.3. Arbitrage Strategy for Creative Financial Concepts, Inc.: Corporate Versus Personal Leverage
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Strikingly, Table 7.3 shows that the net payoffs across each scenario are the same for both strategies. Furthermore, by construction, the initial investment for each strategy is the same at $10,000. If the initial investments and net payoffs produced by the two strategies are identical, they should be priced identically under the Law of One Price, introduced in Chapter 1. Thus, CFC’s capital structure decision is irrelevant to the valuation of its equity. In terms of M&M’s Proposition I, the values of the unlevered firm and the levered firm are the same.

Arbitrage of Misvalued Capital Structure

As the previous chapters have shown, in arbitrage-based arguments, the exception proves the rule. Prices are sustainable only when they preclude arbitrage because violations create riskless opportunities to earn more than the risk-free return. And so it is with two otherwise-comparable firms that differ only in their capital structures and yet are valued differently in the market.

Reconsider the preceding example of CFC. The total value of the firm’s assets under the all-equity capital structure is $10 billion. The firm under the levered capital structure is financed with $6 billion in equity and $4 billion in debt. What if the value of CFC’s equity was greater under the levered plan than under the unlevered plan? Assume that the value under the levered plan is $12 per share and the value under the unlevered plan is $10 per share. Revisiting the preceding two strategies, it would now be more expensive to set up Strategy 1 than Strategy 2. However, the two strategies would still produce the same net payoffs. Consequently, this would imply that the same asset is effectively selling for two different prices. This creates an incentive for investors to pursue Strategy 2, in which shares in the unlevered CFC are purchased using some borrowed money. Investors would not buy shares in the levered firm because the return (net payoff) can always be obtained more cheaply through Strategy 2. This would put downward pressure on the levered firm’s share price until it was equal to that of the unlevered firm’s equity. Investors could earn an arbitrage profit by selling short shares in the levered firm and using the proceeds to buy shares in the unlevered firm in part with borrowed funds.

The Reality of Capital Structure Arbitrage

The preceding arbitrage argument assumes that individual investors can borrow at the same rate as corporations. This raises the question of whether individuals may really only be able to borrow at higher rates. If firms can generally borrow at lower rates than individuals, does corporate leverage add value? Although this is plausible in theory, there is ample reason to believe that individuals can borrow at rates not too much higher than the risk-free rate in practice. Thus, individuals can be expected to borrow at rates that compare favorably with the rates at which firms borrow.

Consider how the average individual investor often borrows money to buy stock—by borrowing money from his or her broker. Under current U.S. initial margin regulations, an investor must put up a significant amount of a stock’s purchase price.5 Furthermore, investors must maintain a margin over the life of the investment, which is usually in the range of 25% to 30%. And the stock is usually pledged as collateral for the loan. Thus, brokers face little risk on such loans and consequently charge a rate that is not much higher than the risk-free rate.

In contrast to individual investors, most corporations borrow money by pledging physical assets, such as long-term equipment, as collateral. Such assets are far less liquid than stocks. Thus, when corporate borrowers default, it is typically harder for lenders to get back all their money than when individual investors default on brokers’ loans. Consequently, it is reasonable to expect individual investors to face comparable or lower loan rates than corporations. Thus, the capital structure argument does not break down due to significant differences between corporate and individual borrowing rates.

Although the preceding M&M analysis suggests that capital structure decisions are irrelevant to a firm’s valuation, the analysis does not stop there. As previously discussed, the initial M&M model assumes that there are no taxes or bankruptcy costs. The tax-deductibility of interest in the U.S. is a benefit of leverage because the government effectively subsidizes the use of debt, thereby reducing its cost. Furthermore, increased reliance on debt implies a higher probability of bankruptcy, which is costly. Thus, the initial M&M model uses arbitrage to show that capital structure decisions are irrelevant in the absence of the discussed costs and benefits. It is unsurprising that such decisions are irrelevant when the analytical model recognizes neither costs nor benefits. Subsequent analysis by M&M selectively adds the benefit afforded by the tax deductibility of interest without considering bankruptcy costs.6 As expected, this makes the capital structure decision completely relevant in the sense that the optimal capital structure is all-debt. This is because debt is presented as having only benefits and no costs.

Ultimately, theory and practice are reconciled by recognizing that an optimal capital structure balances the benefits of the tax deductibility of interest with the costs of potential bankruptcy.7 Furthermore, capital structure relevance can result from the market’s drawing inferences about the “signal” that better-informed managers are effectively sending to less-informed investors through their capital structure decisions. Notwithstanding these interesting extensions of capital structure theory, M&M’s analysis introduced arbitrage into modern financial analysis in a path-breaking way.



Capital Structure Arbitrage

Capital structure arbitrage commonly involves taking positions in a given firm’s debt and equity securities (or their financial derivatives)—long and short—in order to exploit a pricing inconsistency between these two types of securities. Growing in popularity among hedge funds since around 2000, the strategy assumes that the prices of the debt and equity securities for a given firm are linked. However, the rationale for the strategy is that these debt and equity securities often react differently to new information. Thus, the securities can be mispriced relative to one another because new information is processed incorrectly by at least one of the security types. The source—debt or equity—and nature—overvalued or undervalued—of the mispricing dictates whether the primary investment position is long or short.

The secondary investment adopts the opposite position in order to hedge the primary position. Thus, the incorrect response creates an opportunity to play one security against another within a given firm’s capital structure.

Perhaps the most popular and oldest capital structure arbitrage strategy is convertible bond arbitrage. Usually, this is long the convertible bond and short the same company’s stock as a hedge. The rationale is that there is a relative pricing inefficiency between the convertible and the associated common stock. Holding the correct mix of the two securities can create a market-neutral position.

One of the primary reasons that capital structure arbitrage has been increasing in popularity is the recent rapid development of the credit default market, in which investors can take credit derivatives positions to exploit credit-related events. This has allowed investors to more easily trade long or short debt positions, which facilitates capital structure arbitrage.

Calamos Investments specializes in convertible bond arbitrage. In his book, Nick P. Calamos presents the example of Pan Am Airlines in its last years.8 As the company’s financial condition deteriorated, its straight and convertible debt prices fell, which increased their yields significantly. Yet the value of the firm’s equity did not fall proportionately. Thus, the debt market seemed to penalize Pan Am more than the equity market. There consequently appeared to be a capital structure arbitrage opportunity. One strategy was to sell the apparently overvalued stock short and buy the firm’s bonds in a mix that rendered the overall position market-neutral.

Generalizing from this situation, Calamos looks for the following characteristics in identifying capital structure arbitrage opportunities:

• Market values of the different securities in a firm’s capital structure seem unjustifiably different.

• Credit analysis indicates debt security spreads are too wide or too narrow.

• Security prices differ significantly from their usual historical relationships.

• Pricing differences among a firm’s different securities are not explained by liquidity differences.

Yet Calamos points out that these strategies carry risks that depart from classic arbitrage:

• Bankruptcy can force the capital structure parts to be priced differently—and to remain so.

• Negative carrying costs can reduce the profitability of the strategy.

• A merger or acquisition can negatively affect one or both sides of the hedge.

• The variables needed (known as “the Greeks”) to properly hedge the joint position are unstable or too costly to allow an adequate hedge to stay in place.

In summary, while capital structure arbitrage seeks to exploit a relative mispricing of a firm’s debt and equity prices using a hedged or market-neutral approach, it is not riskless and it is not necessarily self-financing. Thus, it is not classic arbitrage as described in this book. It is, however, instructive to consider it as a creative application of the principles of arbitrage.




Options, Put-Call Parity, and Valuing the Firm



Viewing the Firm as a Call Option

Capital structure analysis embraces the different perspectives of bondholders and equityholders in valuing a firm. While it makes sense for their perspectives to differ, it is also reasonable to expect a common link between their valuations. This section considers firm valuation from each perspective using the analogies of European calls and puts. The links between the two perspectives also are explored using the put-call parity framework developed in Chapter 5.

Again, consider the example of CFC, which recall is financed with $4 billion in bonds and $6 billion in equity under its levered plan. Examine the admittedly artificial but nonetheless instructive case in which the firm is about to be liquidated. Equity can be viewed as a call option on the firm’s assets. This is because the value received by equityholders depends on whether the value of the firm’s assets is sufficient to pay off the bonds. If the firm’s assets are not worth enough to pay off the $4 billion owed to bondholders, all the assets go to the bondholders, and the equityholders end up with no residual value. Alternatively, if the firm’s assets are worth more than $4 billion, bondholders are paid in full, and the residual is left to the equityholders. In essence, the bondholders own the firm’s underlying assets and may be viewed as having written a call option on the firm’s assets with an exercise price equal to the amount of debt. This is like a covered call strategy.

Figure 7.2 portrays the value of a firm as a call option from the perspectives of the stockholder and bondholder. The exercise price of the implicit call option, X, is the face value of the firm’s debt, which is $4 billion in this example. The top diagram in Figure 7.2 shows that equityholders may be viewed as long the call option on the firm’s assets. The bottom part shows that bondholders may be viewed as having written the call option on the firm’s assets. Each call has an exercise price equal to the debt’s face value (X = $4 billion). Thus, the bondholders own the firm’s underlying assets and have written a covered call on those assets.

Figure 7.2. Viewing the Firm as a Call Option
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Stockholders will exercise their effective call options if the firm’s value exceeds X = $4 billion. They will not exercise their option if the firm’s value is less than X = $4 billion. For example, if the firm’s value is $6 billion, stockholders will exercise their right to effectively buy the firm from the bondholders for the value of the debt at $4 billion and will pocket the $2 billion difference. Conversely, if the firm’s value is only $3 billion, stockholders will not exercise their option and will sacrifice all the firm’s remaining value to the bondholders, who receive the $3 billion in payment for the outstanding debt. In summary, stockholders may be viewed as holding a call option on the firm’s assets, and bondholders may be viewed as having sold such a call option.

Viewing the Firm as a Put Option

Put-call parity shows that there is a relationship between puts and calls on the same underlying asset. Therefore, it should be possible to recast the preceding analysis of a firm’s value in terms of puts rather than just in terms of calls. Again, it is important to distinguish the perspectives of stockholders and bondholders.

Stockholders are viewed as owning the firm’s assets, which have been financed with debt that is to be paid back to bondholders. Furthermore, stockholders may be viewed as holding a put option that allows them to sell the firm to the bondholders for an exercise price equal to the debt’s value (X = $4 billion). Stockholders would exercise the right to sell the firm for the exercise price if the firm’s value is less than X = $4 billion. Rather than actually receiving the $4 billion payment, this would offset the $4 billion debt that stockholders owe the bondholders. Thus, the net payoff to stockholders in this case is zero. Alternatively, if the firm’s value exceeds the exercise price, stockholders have no incentive to exercise their put on the firm and simply pay the bondholders what they are owed—$4 billion—and retain the rest of the assets.

If stockholders may be viewed as holding a put option on the firm, bondholders may be viewed as having sold that put on the firm to stockholders. If the firm’s value is less than X = $4 billion, stockholders exercise their put, and bondholders surrender their claim to be paid the debt of $4 billion. This is because surrendering the claim offsets their obligation to pay the exercise price of $4 billion on the “in-the-money” put on the firm. The bondholders’ net payoff in this case is zero. Conversely, if the firm’s value is greater than X = $4 billion, stockholders do not exercise their put, and bondholders are paid the $4 billion debt owed them.

Integrating the Call and Put Perspectives with Put-Call Parity

The preceding analysis shows that equityholders may be viewed as holding a call option on the firm’s assets, and bondholders may be viewed as having sold that call to equityholders. Equityholders may also be viewed as holding a long put on the firm’s assets, which bondholders have sold to them. While clear enough in context, the discussion still begs the question of how these two distinct perspectives may be reconciled. In other words, while the put and call perspectives make sense individually, do they also make sense when considered jointly? Put-call parity reconciles these two ways of interpreting equity and bond investments in the firm.9

Recall the put-call parity framework developed in Chapter 5 for European options on non-dividend-paying stocks. By way of brief review, we considered a call option with a price of C and a put option with a price of P, both on the same underlying stock with a current price of S0. The options have the same exercise price X and the same expiration date T, which is CFC’s planned liquidation date. U.S. T-bills with a face value of X, maturing at the same time the options expire, yield Rf percent. ST is the value of the stock on the expiration date. In the current context, X is the face value of the bonds used to finance the firm. The market value of the bonds today is B0. Put-call parity for European options is:

S0 + P = C + X/(1 + Rf)T

The framework portrays the relationship between call and put prices, the underlying stock price, the exercise price, the risk-free rate, and the time to expiration. Keep in mind that the relationship considers only risk-free debt. Put-call parity can be used to relate the stockholder and bondholder perspectives to each other in light of the call and put positions.

Recast the stockholders’ position in terms of put-call parity. Consider their position as long call holders:

C = S0 + P – X/(1 + Rf)T

Restate this in light of the fact that the underlying position for the options is the firm’s assets, A0:

C = A0 + P – X/(1 + Rf)T

This relates the call and put perspectives to one another from the stockholders’ vantage point. The left side presents the call perspective, and the right side presents the put perspective. The stockholder is effectively long both calls and puts on the firm’s assets. The value of a call on the firm’s assets is equal to the value of the firm’s assets (A0), less the value of the debt (X/(1 + Rf)T), plus the value of the put (P) that allows stockholders to effectively give, or put, the firm’s assets to bondholders to satisfy their debt. This is consistent with the intuition that the value of the shareholders’ position is positively related to the firm’s value, is negatively related to the amount of debt carried by the firm, and is enhanced by the presence of the put option.

Examine the bondholders’ position in terms of put-call parity. Recall that bondholders are effectively short both call and put options on the firm’s assets. Thus, it is helpful to rearrange put-call parity to express these positions jointly:

S0 – C = X/(1 + Rf)T – P

This can be restated as before to capture that the underlying position in this context is the value of the firm’s assets, A0:

A0 – C = X/(1 + Rf)T – P

Thus, the left side shows that bondholders are short the call, and the right side shows that they are also short the put. The signs of the indicated components are consistent with intuition. Bondholders’ fortunes improve as the value of the firm’s assets increases and as the value of the debt increases. In contrast, the value of their position is eroded by increases in the values of either the calls or the puts they have sold to stockholders.

The value of the bonds issued by the firm has not been explicitly identified because put-call parity considers only risk-free, pure-discount debt. The firm’s assets are financed using both debt and equity. Thus:

A0 = S0 + B0

Reconsider put-call parity, expressing the stockholder’s position as a call on the firm’s assets. Thus, restating put-call parity to solve for the call price, we substitute S0 for C on the left side and A0 for S0 on the right side:

S0 = A0 + P – X/(1 + Rf)T

Consequently, the value of the firm’s debt can be inferred as:

B0 = A0 – S0 = X/(1 + Rf)T – P

This implies that the value of a firm’s risky debt is equal to the value of a riskless bond and a short put, which bondholders have sold to equityholders. This makes sense in light of the observation that the stockholders’ position is a claim to the firm’s assets, a long put, minus the value of a risk-free bond: S0 = A0 + P – X/(1 + Rf)T. This completes the portrayal of firm valuation from the perspectives of stockholders and bondholders in light of their implicit option positions.

Summary

This chapter explained the role of arbitrage in assessing the relevance of capital structure decisions in the context of the Nobel Prize-winning Modigliani-Miller (M&M) theory. The chapter also showed how the firm may be viewed as put and call options and used the put-call parity framework to explain how a firm is valued from the distinct though linked perspectives of bondholders and stockholders.

M&M’s Proposition I demonstrates that a firm cannot change the total value of its securities just by splitting cash flow claims into different streams. In contrast, a firm’s value is determined by its real assets, not by the financial assets it issues against those real assets. The chapter presented the common analogy of pizza: cutting an extra-large pizza into eight rather than six pieces does not increase the amount of pizza you can eat for dinner. By implication, no matter how you distribute financial claims to the firm sold in the capital markets, the real assets that determine the firm’s value remain the same. Arbitrage ensures that the cost of capital is invariant to capital structure decisions.

To provide a frame of reference for capital structure arbitrage analysis, this chapter discussed how the effects of financial leverage are measured. Ultimately, it may be generalized that the use of leverage at higher projected levels of operating earnings is associated with higher EPS. Yet this does not necessarily imply that a firm’s leverage decision adds value. This is because leverage brings greater risks as well as greater potential returns. Indeed, M&M acknowledge this risk/return trade-off in their Proposition II:
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As discussed in this chapter, this proposition implies that the return to a levered firm’s stockholders, as measured by its ROE, exceeds that of an unlevered firm, as measured by its ROA, by the extent to which the unlevered firm’s ROA exceeds the required return on debt RD and as more debt is used relative to equity (D/E) in the capital structure.

After measuring the effect of financial leverage, this chapter explained that the irrelevance of capital structure decisions depends on investors’ ability to “undo” a firm’s corporate leverage using a strategy that involves personal borrowing. The analysis showed that investors can successfully do so. Thus, M&M’s Proposition I is upheld because the values of the unlevered firm and the levered firm are the same.

This chapter showed that equityholders may be viewed as holding a call option on the firm’s assets and bondholders may be viewed as short that call. Furthermore, equityholders may be viewed as holding a long put on the firm’s assets, which bondholders have sold to them. Put-call parity is used to reconcile these two ways of interpreting equity and bond investments in the firm.

Under the assumption that the underlying position is the firm’s assets, put-call parity relates the call and put perspectives to one another from the stockholders’ viewpoint as:

C = A0 + P – X/(1 + Rf)T

As discussed in this chapter, the left side presents the call perspective, and the right side presents the put perspective. The stockholder is effectively long both calls and puts on the firm’s assets. More specifically, the value of a call on the firm’s assets is equal to the value of the firm’s assets (A0) less the value of the debt (X/(1 + Rf)T) plus the value of the put (P) that allows stockholders to sell the firm’s assets to bondholders to satisfy their debt.

Similarly, bondholders are effectively short both call and put options on the firm’s assets such that:

A0 – C = X/(1 + Rf)T – P

Thus, the left side shows that bondholders are short the call, and the right side shows that they are also short the put.

This chapter concluded by observing that the value of a firm’s risky debt can be portrayed using put-call parity as:

B0 = A0 – S0 = X/(1 + Rf)T – P

This affords the insight that the value of a firm’s risky debt is equal to the value of a riskless bond and a short put, which bondholders have sold to equityholders.

Endnotes

1 Miller (1999, p. 100).

2 Modigliani and Miller (1958). While M&M’s analysis is also applied to dividend policy, the current discussion is limited to capital structure, because it lays bare the essentials of their arbitrage-based arguments.

3 Myers (1999, p. 206).

4 For simplicity, it is assumed that the investor can borrow at the same interest rate as the firm. This assumption is evaluated next.

5 Current regulations require an initial margin of 50%, which is applied on a portfolio basis rather than on an individual investment basis.

6 Modigliani and Miller (1963).

7 Excellent discussions of corporate capital structure theory and practice may be found in Ross, Westerfield, and Jaffe (1999, Chapters 15 and 16) and Brealey, Myers, and Allen (2006, Chapters 17–19).

8 Calamos (2003, pp. 218-219). See Currie and Morris (2002) for an interesting overview of capital structure arbitrage.

9 See Rous, Westfield, and Jaffe (1999, p. 566-570).
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year.
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one year 5013,





OEBPS/html/graphics/02equ04b.jpg
3.24W, + 1.0AW, + 2.0AW.
3.2 ((15) + 1.0 (18) + 2.0 (=.33) = ()






OEBPS/html/graphics/06fig01.jpg
Potential

Stock
Moves
s,
Pu
So
1-p,
s,
Potential
Call Price
Moves
cy
Pu
Co
1-py





OEBPS/html/graphics/02equ09.jpg
Pp = 1($40,000/($40,000 + $60,000)) X 1.25|
+1(560,000/($40,000 + $60,000)) X 0.95]

40 % 1.25) + (.60 %X 0.95) = 1.07






OEBPS/html/graphics/04tab02.jpg
DATA

USS. dollar/British British pound/Swiss US. dollar/Swiss franc
pound exchange rate:  franc exchange rate:  exchange rate:
$1.7970/5. £0.7523/SF SF 0.8116/$

ANALYSIS OF EXCHANGE RATE RELATIONSHIPS: IS THERE AN ARBITRAGE
‘OPPORTUNITY?

B ] [ - arsmonorsanosnng - 10972 4 10000

Interpretation: The product of the three exchange rates i greater than 1,
‘which indicates an imbalance among the rates. At least one of the exchange
nates is too high.

DESIGN OF ARBITRAGE STRATEGY

Perspective: Assume a U, investor starting and ending in US. dollars. The ini-
tial capital position is $1 million. To provide economic intuition, assume that
the source of the imbalance is that the SF/$ exchange rate s (00 high. In
other words, the Swiss franc is undervalued relative to the Us. dolar.

rcnc e | aroune | cnon —

Sell $, buy SE Convert § to buy 51,000,000 08116) =
undervalued SE SE 811,600

Sell SE buy £. Convert SF into £, SE 811,600 (0.7523) =
‘which will ultimately  £610,567
be moved back into §.

Sell 5, buy $. Convert & nto § t0 £610,567 (17970 =
complete repatriation ~ $1,097,189
o funds.

‘OVERALL PROFIT ON ARBITRAGE STRATEGY

$1,097,189 - $1,000,000 = $97,189
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$1.8025/% or £0.5548/5. F, = $1.9048/5 or £0.5250/$

COMPARISON OF EFFECTIVE DOMESTIC AND FOREIGN RATES

[ +R) = 105051 % [h +R) (%) -a uzsz)(“;‘;:> -1 ums]

Interpretation:The effective rate is lower in the U.S. than in the UK.
Consequently, covered interest rate parity is violated. Therefore, an arbitrage.
‘opportunity exists.

ARBITRAGE STRATEGY.

U.S. DOLLAR TRANSACTIONS () BRITISH POUND TRANSACTIONS (£)
BEGINNING OF YEAR

Borrow $1,000,000 @ 5.05%. Convert $1,000,000 into £554,800 @
S, = $1.8025/5 or £0.5548/5.

Invest £554,800 @ 2.82%.

Sell forward £570,445 (principal and

interest).
Collect proceeds from UK. Collect principal and interest:

investment of $1,086,584.
£554,800 (1.0282) = £570,445
Pay off loan of $1,000,000 (1.0505)
— $1,050,500. Convert £570,445 into $1,086,584 @

Fy = $1.9048/5: (£570,445)(1.9048).

‘OVERALL PROFIT ON ARBITRAGE
STRATEGY.

$1,086,584 - $1,050,500 = $36,084.
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STRATEGY

Strategy 1:
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ashare.

Strategy 2:
Buy 1,667
shares of
unlevered
CFC, Inc.
@ $10.00
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borrowing,
40% of the

investment.

INTIAL
INVESTMENT

1,000 x
$10.00 =
$10,000.00

(1,667 x
$10.00) -
$6,667.00
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$10,000.00
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PAYOFF PAYOFF

1,000%0 =
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$0.20) - $0.70) -
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per share is
‘maintained
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